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THE INTERNET OF THINGS UNCHECKED 
By David Plonka

THE INTERNET OF THINGS (IOT) HAS BEEN INDICTED FOR ITS INVOLVEMENT IN SOME 
serious incidents lately.1 Smart TVs, DVRs, and World Wide Web-connected cameras have been 

named as sources in some of the largest distributed denial of service (DDoS) attacks to date.2 But 
what exactly are the things, or class of devices, that comprise the Internet of Things? These things are 
devices that are (1) designed to be dependent on the Internet, where such a device would not have 
depended on the Internet previously, and (2) rapidly manufactured, homogeneously configured, and 
deployed across the Internet. From an engineering and operation perspective, these two aspects are 
important. IoT devices are not merely personal electronics equipment. Instead, IoT devices involve 
Internet resources by design. In addition, we usually are not informed about the arrival of new kinds 

FROM THE EDITOR’S DESK
By Mat Ford

THE IETF IS NO STRANGER TO THE BEAUTIFUL CITY OF BERLIN—IETF 87 WAS HELD  
there in 2013. It was wonderful to return to the German capital for another productive meeting.

Our cover article is a very timely call to take more seriously the threat posed by the Internet of Things 
to Internet performance, reliability, and security. This informative article also includes some interesting 
measurement results.

We have several Working Group and Birds-of-a-Feather updates, a readout from the Hackathon (page 
20), an article about the deployment of Multipath TCP (page 24), and a discussion of some of the 
history behind the GAIA Research Group’s recent output (page 8). And don’t miss our coverage of 
Ross Callon’s provocative presentation to the IETF plenary (page 7).

Finally, you’ll find our regular columns from the IETF, IAB, and IRTF chairs.

We are hugely grateful to all of our contributors. Please send your comments and suggestions for  
contributions to ietfjournal@isoc.org. You can subscribe to hardcopy and email editions at https://
www.internetsociety.org/form/ietfj. 
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MESSAGE FROM THE IETF CHAIR
By Jari Arkko

WHAT A GREAT MEETING IN BERLIN—THE IETF CROWD CLEARLY LIKES TO MEET  
there! We had 1,424 on-site participants and another 337 who participated remotely from  

Brazil, India, Japan, and the United States. And while the numbers are interesting, what really matters 
is whether our gatherings have an impact on the real-life Internet. I believe that the topics handled  
during this week were very significant for the Internet’s evolution.

Not Just about the IETF

Many other meetings happen around the IETF. This time we had a 6LO interop event with the  
European Telecommunications Standards Institute (ETSI), the Applied Networking Research 
Workshop, an informal gathering of operators in the Internet Engineering and Planning Group (IEPG) meeting,  
interaction between the RIOT summit and IETF Working Groups, and many others.

The mission of the Internet Engineering Task Force is to make the Internet work better by producing high-quality and relevant  
technical documents that influence the way people design, use, and manage the Internet. See http://www.ietf.org.

Recent IESG Document and Protocol Actions
A full list of recent IESG Document and Protocol Actions can be found  

at https://datatracker.ietf.org/iesg/ann/new/
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I believe that the topics handled during this week were very significant  
for the Internet’s evolution.

Jari Arkko, IETF Chair

And, of course, we also love running code, for it is what actually makes the Internet tick. One of the ways we focus  
on running code is the IETF Hackathon, which had 158 participants. The winning project hacked FD.io to make it do 
identifier-locator based forwarding over IPv6. Another project interop tested seven implementations of TLS1.3. This 
will have a direct impact on how well our browsers work.

Meeting Highlights

The Quick UDP Internet Connections (QUIC) birds-of-a-feather (BoF) considered a proposal that originally came from 
Google and is seeing widespread usage there. The basic idea is that an efficient and secure transport can be built by 
applications and encompass both TCP and TLS functionality. See this issue’s article on page 17 for more information. 

The LEDGER meeting discussed standards for interoperability between payment systems (e.g., the ability to make 
payments across multiple payment networks or Bitcoin-like systems). 

The HOMENET Working Group identified a mistake that was made with respect to the recently published RFC 7788. 
The RFC refers to the “.home” special-use name, but (1) doesn’t specify its semantics in other DNS systems and (2) 
didn’t go through the required process for special-use name allocations. While there’s now an approved erratum for 
the RFC, it is important that a more permanent fix be developed via a new RFC in the near future. The assignment of 
possible special-use names for HOMENET use can take place in parallel.

Continued on page 6
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WORDS FROM THE IAB CHAIR
By Andrew Sullivan

SINCE WE MET IN BERLIN AT IETF 96, TWO PROJECTS THAT SPREAD OVER SEVERAL 
years and that involved the Internet Architecture Board (IAB) have come to happy conclusions. 

Each of them marks a new beginning for the IETF.

RFC Format Changes

As I hope everyone knows, the format for a Request for Comments (RFC) is undergoing a change. 
The format with which many of us are familiar was basically formatted to be output to a printer from 
another era of computing. And while it has a number of benefits, the limitations have been showing 
for several years.

The RFC Series is overseen by the RFC Series Oversight Committee, which is an IAB program. Changes to the  
series must be approved by the IAB. After many years of work, in August of this year the IAB approved a  
group of documents that make sweeping changes to the RFC series. It now will be possible to use UTF-8  
characters, and not just the ASCII subset. So, authors will be able to spell their own names correctly,  
and internationalization examples will not need to obscure more than they reveal. The canonical format for the  
documents is a prepublication XML file, which can produce reflowable text that is as easy to read on a phone as it  
is on a laptop. PDF files appropriate for printing on modern printers will be easy to produce and will be more  
attractive than before. Diagrams, rather than just ASCII art, also will be possible. Expect to see more of these  
changes as the new tools become available.

The Internet Architecture Board is chartered both as a committee of the IETF and as an advisory body of the Internet  
Society. Its responsibilities include architectural oversight of IETF activities, Internet Standards Process oversight  

and appeal, and the appointment of the RFC Editor. See http://www.iab.org.

Continued on page 6

Not all the available features will appear in every RFC stream right away. The different stream managers will no doubt 
move at different speeds. It seems likely that the IAB stream will embrace some of the new features early, in light of 
the IAB’s relationship to the RFC Editor.

Heather Flanagan, the RFC Series Editor, led this work and endured what were doubtless many frustrating periods  
as the IETF community came to conclusions about what it wanted from the series. I am happy she persisted and is 
taking the series into the future with a format that will enable its continued usefulness for everyone.

IANA Stewardship

If you have spoken to me since I became IAB chair, you surely have heard my observations of the Internet  
Assigned Numbers Authority (IANA) stewardship transition. It might even be the case that not every one of those  

After many years of work, in August of this year the IAB approved a group  
of documents that make sweeping changes to the RFC series. It now will  
be possible to use UTF-8 characters, and not just the ASCII subset.

Andrew Sullivan, IAB Chair
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would limit its performance, reliability, and  
security impacts? 

We’ve only begun to answer some of these 
questions and direct ourselves to address 
nascent IoT challenges. 

A 13-Year IoT Case Study:  
2003 to 2016

The challenges presented by IoT devices 
are not wholly new—in 2003, there was an 
accidental IoT DDoS involving hundreds 
of thousands of Netgear devices deployed 
throughout the Internet. These were IoT 
devices in two ways: 

1.  While switches and routers did not 
previously depend on the  
Internet, per se, these were built 
to synchronize their clocks with 
a Network Time Protocol (NTP) 
server located at the University of 
Wisconsin–Madison. The Internet 
Protocol (IP) address of the NTP 
server is hard-coded in firmware. 

2.  In only months, hundreds of 
thousands of these devices were 
manufactured, sold, and deployed 
worldwide. 

Figure 1 shows the Netgear model MR814, 
manufactured circa 2003, one of the four  
Netgear device sources implicated in this  
accidental flood of traffic. 

These devices’ SNTP client implemen-
tations had design flaws that caused 
them to query the NTP server once per 
second until receiving an answer, occa-
sionally resulting in an accidental flood 
of hundreds of thousands of packets per 
second. Because the situation was dis-
covered before peak device deployment 
and the flawed devices continue to operate 

The Internet of Things Unchecked, continued from page 1

of hosts on the Internet. Due to the quick 
and ongoing arrival of many homogeneous 
devices, the IoT presents performance,  
reliability, and security challenges that 
grow larger and faster than those ever 
seen before. 

The IoT raises a number of questions for 
our community: How big is the Internet of 
Things? What is its scope? How can we 
check? 

There are two ways in which IoT is  
unchecked. First, we largely haven’t 
measured the IoT. How many devices, and  
of what sorts, are there? At what rate is 
the IoT growing? What is the lifetime of an 
IoT device? And second, what standard 
engineering and operational practices 

The IoT raises a number 
of questions for our 
community: How big is 
the Internet of Things? 
What is its scope? How 
can we check?

even today, it represents a unique IoT  

measurement opportunity. With the help of 

my colleagues at the University, we plotted 

the estimated number of flawed SNTP 

clients observed utilizing the University  

of Wisconsin NTP server from 2003 to 

2016. Figure 2 shows the arrivals (2003–

2004) and departures (subsequently) of 

these devices, over a period of 13 years,  

ostensibly representing the births and 

deaths of these IoT devices. About 700,000 

total devices were manufactured with the 

flaw that was ultimately removed in 2003. 

These measurement studies indicate that 

some IoT devices have a very long lifetime 

and that neither a linear nor a simple  

exponential decay model quite fits  

empirical observations. Some IoT devices 

clearly live longer than a decade, leaving 

many thousands of users and networks 

encumbered by flaws. Figure 1. Netgear MR814: 802.11b Cable/DSL Wireless Router circa 2003

These measurement 
studies indicate that 
some IoT devices have 
a very long lifetime and 
that neither a linear nor  
a simple exponential 
decay model quite fits  
empirical observations.
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Developing IoT measurements raises a 
number of questions: What real counts or 
other metrics of IoT devices are available? 
Who are the stakeholders? What kinds of 
measurements are possible? What are the 
privacy considerations? And how is IPv6 
involved? 

With respect to stakeholders, there are 
many. Manufacturers will presumably want 
to know how devices travel the supply chain 
and become active and then not active. 

Service providers may wish to manage IoT 
devices and perform risk assessments. 
Device users, owners, and customers will 
likely need to discover or find lost devices 
and audit premises, perhaps to inform  
insurers or subsequent buyers about IoT 
devices that, for instance, run a home. 

With respect to kinds of IoT measurements 
and what’s possible, there are World Wide 
Web User-Agent strings and Ethernet 
media access control addresses that help 
identify some IoT devices, but these can be 
spoofed or obscured. So questions remain: 
can IoT device identities be authenticated 
and what features are feasible to measure 
IoT device uptimes or determine lifetimes? 

Lastly, there are privacy and operational 
implications to IoT measurement. Can 
privacy or anonymity requirements protect 
IoT users from being victimized? If IoT 
devices are long-lived and, as many do 
today, choose not to use IPv6, they present 
a very significant increasing challenge in 
address exhaustion, in IPv4, and relief, 
e.g., via IPv6. 

The unwanted traffic and vulnerabilities 
that result from IoT flaws warrant the 
special attention and concerted efforts 
of the research, standards, and operator 
communities. Leaving the Internet of 
Things literally and figuratively unchecked 
exposes the Internet to an unprecedented 
scale of performance, reliability, and  
security problems foreseen a decade ago, 
yet still, apparently, unavoided. 

Footnotes

1. http://thehackernews.com/2016/09/ddos-
attack-iot.html.

2. http://arstechnica.com/security/2016/09/
botnet-of-145k-cameras-reportedly-deliver-
internets-biggest-ddos-ever/.

3. https://tools.ietf.org/html/rfc4085#page-4.

4. https://tools.ietf.org/html/rfc4085.

5. http://pages.cs.wisc.edu/%7Eplonka/iotsu/
IoTSU_2016_paper_25.pdf.

6. https://tools.ietf.org/html/draft-farrell-iotsu-
workshop-01.

7. https://www.youtube.com/watch?v=DkAS_
Ht6J6U#t=38m50s.

This incident resulted in a number of  
engineering and operational recommenda-
tions3 that were delivered as best current  
practice in RFC 4085 (BCP 105)4. For  
more details on the Netgear incident, visit  
http://pages.cs.wisc.edu/~plonka/netgear- 
sntp/ or see the paper, “The Internet of  
Things Old and Unmanaged”5. 

Checking IoT Today

The Internet Architecture Board (IAB), 
the IETF, and the Internet Research Task 
Force (IRTF) each have current initiatives 
in the IoT space. For example, the Internet 
of Things Software Update (IoTSU) 2016 
Workshop considered how one might best 
tackle the code and configuration changes 
to IoT devices and reported its findings6. 

As for measurement of the IoT, the IRTF’s 
Measurement and Analysis for Protocols 
Research Group (MAPRG) has called 
for any measurements of the IoT, past or 
present. And the aforementioned case 
study was presented and recorded7 at 
the MAPRG meeting during IETF 96 in 
Berlin, along with some discussion about 
requirements that might drive IoT mea-
surements. 

The unwanted traffic  
and vulnerabilities that 
result from IoT flaws 
warrant the special 
attention and concerted 
efforts of the research, 
standards, and operator 
communities.
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Words from the IAB Chair, continued from page 3

observations was a model of patience  

and equanimity.

On 1 October 2016, the contract between 

the United States Department of Com-

merce National Telecommunications and 

Information Administration, and the Internet  

Corporation for Assigned Names and 

Numbers, expired. When I became chair,  

unwelcome attention from people who  
do not share our level of technical under- 
standing. This outward-facing job will  
remain an important part of the IAB’s role 
in the future, even though the IANA stew-
ardship issue itself is no longer a focus of 
the IAB.

At the same time, it is safe to say that for 
my colleagues on the IAB and me, it will 
be nice to return some of our attention to 
pressing architectural issues. They were 
the reason for our interest in the IAB in the 
first place. To my colleagues on the IAB, 
as well as to the many people in the IETF 
and Internet communities who helped 
complete the IANA stewardship transition, 
I express my deepest thanks.

Another Transition

Now that the IAB has completed those 
large tasks, we are turning our attention 
to other issues. Of course, this is also the 
moment for work on another transition: 
the Nominating Committee (NomCom) is  
selecting IAB members to be seated at 
the first meeting of 2017. The deadline for 
feedback is 24 November. For more infor-
mation about the 2016 NomCom and to 
send feeback, visit https://datatracker.ietf.
org/nomcom/2016/. The NomCom can’t do 
its important work without your comments. 

[T]he attention we 
attracted because of this 
change brought home an 
important fact about our 
IETF and IAB activities: 
people rely on the 
Internet. They do not take 
our word for it that things 
are safe in our hands.

I believed that the IANA transition would 
be done in no more than one year.  
I was wrong. But it is over now, and the  
Internet continues to function as the colla-
borative, distributed network of networks 
that it is.

To the people in our community, who  
understand that IANA is a basically clerical 
although important job, the degree of  
political interest in it was somewhat  
surprising. But the attention we attracted 
because of this change brought home an 
important fact about our IETF and IAB  
activities: people rely on the Internet. They 
do not take our word for it that things are 
safe in our hands. Instead, we need to 
convince the wider world—regularly—
that we really have the best interests of 
the Internet in mind. Otherwise, we will 
continue to find ourselves the subject of  

To my colleagues on the 
IAB, as well as to the 
many people in the IETF 
and Internet communities 
who helped complete 
the IANA stewardship 
transition, I express my 
deepest thanks.

Message from the IETF Chair, continued from  
page 2 

The NETMOD Working Group and the 
IETF Routing Area have been steadily 
working on YANG models. We are now  
focusing on getting them completed in the 
next year. Implementation experience on 
these is very welcome.

The LPWAN meeting discussed how to run 
IPv6 and higher layer Internet protocols 
on highly constrained low-power wide-
area networks (LPWANs). The energy and 
packet-size constraints on these networks 
require highly innovative solutions to 
just be able to run IP in these networks.  
Participants representing four of the major 
LPWAN technologies were present and 
were interested in both participating and 
using the output of this effort.

The recently chartered SIPBRANDY 
Working Group met for the first time. The 
group is describing best practices for 
cryptographic protection of SIP-signaled 
real-time media. It hopes to solve keying 
issues that have so far prevented wide  
deployment of the Secure Realtime 
Protocol (SRTP).

Open source is a big part of our efforts. 
Some of the events beyond the IETF 
Hackathon included the first meeting of 
the BABEL Working Group, focused on a 
new routing protocol from the open source 
world, and a gathering of the open source 
developers from the routing area.

IETF Financing and Sponsors

Thank you to our host, Juniper Networks, 
an IETF Global Host committed to sup-
porting several meetings across 10 years. 
I am happy to announce that the IETF  
Endowment received more than $3 million 
from AfriNIC, ARIN, RIPE NCC, and the  
Internet Society. This is a major show of 
support and much appreciated. 

Next Steps

We’re back to work on the mailing lists, 
virtual meetings, and design teams. I look 
forward to seeing you at IETF 97 in Seoul, 
South Korea! 
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making money for a lot of service pro-
viders.”

He continued by saying the IETF also 
offers connectionless encapsulation, and 
he listed many options. 

“You can take an Internet Protocol (IP) 
packet and encapsulate it in an IP header. 
There are four options just for that: IPv4 
in IPv4, IPv4 in IPv6, IPv6 in IPv4, and 
IPv6 in IPv6. So if a vendor wants to  
implement all possible options, it really 
is four options,” he explained. “Given all 
those options, it’s hard to get one of them 
implemented and deployed everywhere.” 

Callon said there are anywhere from 20 
to 40 approaches total for connectionless  
encapsulation.

“You’re not going to implement 40  
different ways to do encapsulation in an 
application-specific integrated circuit,”  
he said. “You run the risk that in some 
places in the world one gets implemented, 
and then somewhere else another gets  
implemented. You can end up with a loss of  
interoperability.” 

Callon emphasized that the Internet is the 
largest machine ever made, with billions of 
users and hundreds of vendors. He said the  
Internet exists because of its multivendor 
and multiservice provider interoperability. 

“No one vendor could have done this,” he 
said. “No one vendor could have imple-
mented it, and no one vendor could have 
thought of it… In order for this explosive 
growth to occur, we need real, effective, 
well-written interoperability standards that 
everyone can implement.” 

Callon reminded the audience that the 
motivation for companies and individuals 
to focus on interoperability instead of 
standards proliferation is that so many 
of them have done well because of the  
explosive growth of the Internet. 

“We’re all better off because of the growth 
of the Internet,” he said. “It wouldn’t have 
happened if we had not had choices to 

IETF VETERAN RECOMMENDS 
REDUCING PROTOCOL COMPLEXITY
By Carolyn Duffy Marsan

KEEP IT SIMPLE. THAT’S THE RECOMMENDATION OF A TECHNICAL TALK THAT 
headlined IETF 96’s plenary session in Berlin. 

Ross Callon, a long-time participant who 
has attended 89 IETF meetings, said the 
IETF is developing too many protocols that  
do the same thing, creating unnecessary  
confusion and complexity. He gave the 
same talk about protocol simplicity at the  
Routing Area meeting, and said its mes-
sage is applicable to all areas of the IETF. 

“Additional options and additional capa-
bilities are being added to our protocols. 
While diversity in approaches is inevitable 
and valuable, too many options damages 
interoperability,” Callon said. “We have 
to be a little concerned about creating 
too many options because some vendors  
implement some, while some vendors  
implement others, and suddenly we don’t 
have interoperability.” 

As an example, he pointed out the many 
ways the IETF has developed to encap-
sulate communications for virtual private 
networks. He explained that encapsulation 
can be done with or without connections. 
With connections, it typically is done over 
Multiprotocol Label Switching.

“There are three ways to signal your labels: 
Label Distribution Protocol, Resource 

Reservation Protocol, and Border Gate-
way Protocol. And there are some subtle 
differences when you get a label. Defined 
Operations and Management protocols 
(such as Label Switched Paths, Ping, 
and Bidirectional Forwarding Detection) 
are ways to manage things and measure  
performance,” he said, adding that MPLS 
is “widely deployed all over the world and 

Ross Callon addresses the audience at the IETF 96 Plenary. Continued on next page 

“The IETF needs to find 
a way to avoid frivolous 
standards... I’m asking 
everybody to think about 
this when a Working 
Group is considering 
a protocol: Is it really 
needed or can we use an 
existing tool?” 

—Ross Callon
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do something, but it also wouldn’t have 
happened if we had 20 or 30 ways to do 
something.” 

Callon made a strong case for the IETF 
being wary of creating too many unnec-
essary standards, and he urged each  
individual participant to focus on this 
problem. He said it can’t be solved by 
the IETF leadership, but instead needs a 
bottom-up solution. 

“The IETF needs to find a way to avoid 
frivolous standards,” he said. “It is to the 
advantage of all of our companies and all 
of our research organizations and all of 
our government agencies that the Internet 
continues to grow. I’m asking everybody to 
think about this when a Working Group is 
considering a protocol: Is it really needed 
or can we use an existing tool?”  

Ross Callon, IETF veteran, at the IETF 96 Plenary.

THE STORY OF AN RFC ABOUT 
ALTERNATIVE NETWORKS
By Jose Saldana, Andres Arcia-Moret, and Ioannis Komnios

DURING IETF 89 IN MARCH 2014, THE FIRST MEETING OF THE GLOBAL ACCESS 
to the Internet for All (GAIA) Working Group drew members from academia, industry,  

and the breadth of nongovernmental organisations interested in providing universal  
Internet access for a wider community—all of whom were eager to help in bridging the 
digital divide.

The outcomes of that first meeting can be  
summarized by three types of challenges: 
geographic, motivated by the need to 
connect rural and remote areas; techno-
logical, given the need for a common set of 
technologies that enable a better utilization 
of scarce resources; and socioeconomic, 
based on the need to study affordability 
models for disconnected people. 

These challenges can be translated into 
the following directions:

• Exploration of new technologies  
for wireless access, such as TV 
White Spaces or Wi-Fi long distance, 
that ease rural and remote network  
deployments.

• Changes in the regulatory space 
that has been reported to have more 
priority than adoption of technology 
itself, particularly in the so-called 
Global South.

• Extension of successful self- 
sustainable alternative business 
models that are created from  
communities themselves and that 
promote the benefits of localized 
services.

• Exploitation of the advances in 
working areas that facilitates  
better sharing of a common pool  
of resources, such as delay- 
tolerant networking, opportunistic  
communications, information-centric  
networking, and software-defined 
networking. Strategies based on 
these technologies should result  
in more-efficient bandwidth use  
in restrained scenarios. 

The idea to write a document that studies 
community-driven networks arose in the 
GAIA mailing list in May 2014. Such a 
document was seen as useful for bringing 
connectivity to rural areas, which is in line 
with GAIA’s stated objective “to document 
and share deployment experiences and 
research results to the wider community 
through scholarly publications, white 
papers, Informational and Experimental 
RFCs …”.

The outcomes of that 
first meeting can be 
summarized by three 
types of challenges: 
geographic, motivated 
by the need to connect 
rural and remote areas; 
technological, given 
the need for a common 
set of technologies that 
enable a better utilization 
of scarce resources; and 
socioeconomic, based 
on the need to study 
affordability models for 
disconnected people. 

IETF Veteran Recommends Reducing Protocol 
Complexity, continued

[Callon] urged each 
individual participant to 
focus on this problem. 
He said it can’t be solved 
by the IETF leadership, 
but instead needs a 
bottom-up solution.
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All in all, RFC 7962 
constitutes a good 
starting point for the 
GAIA Research Group.

The first Internet-Draft, draft-manyfolks-
gaia-community-networks, was submitted 
in June 2014, and its first versions were 
intended to cover deployments known as 
community networks.

The draft triggered questions in the mail- 
ing list on the scope of the document,  
including should it be limited to community  
networks or be broader? Eventually, a  
consensus was reached. It was decided  
that (1) the document would characterize  
and classify network deployments that  
differ from mainstream ones in which a  
company deploys the infrastructure  
connecting users, who pay a subscription 
fee; and (2) the document would refer to 
these networks as Alternative Networks.

One of the main topics of discussion was 
related to the classification itself. Conver-
sation surrounded the criteria we should 
use, the categories to consider, and which 
networks could fit inside each of the cate-
gories. The result was a fruitful discussion 
about the terms to be used for each of the 
criteria and the categories. For reasons of 
clarity, several examples and references 
were also included, as well as a summary 
of the classification criteria for each 
network type.

As the document evolved, people with  
experience in real deployments partic-
ipated in the discussion and provided 
useful input. Their input was included in an 
informative section about the technologies 
employed in these networks. An index of 
terms was also included in order to clarify 
key terms, such as urban, rural, digital 
divide, and underserved area.

In March 2015, after several iterations, 
the Internet-Draft was adopted. It became 
RFC 7962 in August 2016.

RFC 7962 describes the different types 
of Alternative Networks that stem from 
the networking visions of independent  
initiatives all over the world. These  
initiatives rely on cooperation rather than 
competition and employ different gover-
nance and business models. 

While the solutions and classifications  
expressed in the document are not limited 
to low-income regions or the Global South, 
emphasis is given to these regions. In  
2014, the World Bank reported that 31% of 
people from low-income regions have an 
Internet connection, versus 80% of people 
from high-income regions. In response, the  
document’s proposed solutions will more 
likely have a strong impact in terms of  
connectivity in low-income regions.

The core category of Alternative Networks 
identified in the document is community 
networks, that is, networks owned by 
the community that provide coverage to  
underserved areas and that reach tens of 
thousands of users (e.g., Spain’s GUIFI.
net). The main goal of a community 
network is to provide affordable Internet 
access for all. To achieve that, community 
networks rely on the independent and  
decentralized collaboration of community 
members, thereby reducing initial capital 
expenditure and, eventually, operational 
expenses, while maintaining Internet  
connections where there are no business 
cases for mainstream operators. 

simultaneous users share low-cost 
femtocells (e.g., 3G access).

• Crowdshared approaches that  
allow virtual network operators  
to piggy-back on an existent  
Internet connection in home  
routers and provide a public  
network that consumes only  
a small fraction of the available 
bandwidth.

• Rural utility cooperatives, such  
as electric cooperatives, which 
collocate their own fiber-based 
broadband and a low-cost Internet 
service for communities.

• Testbeds that were initially built  
as research infrastructure in  
academic environments and that 
ended up in noncentralised models, 
where local stakeholders assume 
part of the network administration. 

All in all, RFC 7962 constitutes a good 
starting point for the GAIA Research 
Group—it documents a number of  
deployments for providing Global Access 
to the Internet for All based on the input 
of experienced researchers and prac-
titioners, who have participated in the 
successful deployments of Alternative 
Networks. Most important, RFC 7962 
presents the socioeconomic aspects of 
networking, thereby obtaining the attention 
of communities seeking to create and 
manage computer networks for the people 
by the people. 

Other types of Alternative Network  
deployments that aim to bridge the digital 
divide include:

• Wireless Internet service providers 
that are operated by independent  
organizations different from the  
main operators.

• Shared-infrastructure models,  
which are commonly found in the 
Global South where a number of  
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What Is CrypTech? 

The goal of the CrypTech project (https://
cryptech.is) is to create an open-source 
hardware cryptographic engine that can be 
built from public hardware specifications 
and open-source firmware. Its team com-
prises a loose international collective of 
engineers, who seek to improve assurance 
and privacy on the Internet. It is funded  
diversely and is administratively housed 
outside the United States.

The CrypTech project was originally  
motivated by the loss of trust in cryptogra-
phic algorithms and products that arose 
after revelations of pervasive monitoring 
and potentially compromised algorithms 
and products. It evolved from discussions 
within both the IETF and Internet Archi-
tecture Board (IAB) communities, and was 
founded as an independent international 
development effort charged with creating a  
trusted, open-source, design and prototype  
of an inexpensive hardware cryptographic 
engine. 

CrypTech is a trusted reference design 
for a hardware security module (HSM), a 
specialized device used to securely store 
the public/private key pairs used with 
digital certificates, most commonly Secure 
Sockets Layer/Transport Layer Security 
(SSL/TLS). It supports the Internet com-
munity by providing the possibility of an 
open and auditable alternative to existing 
crypto devices. Its development model is 
based on a composable system that lets 
the designer select the bare minimum  
of components needed, thereby further  
reducing the risk and attack surface of  
any CrypTech-based device.

applications such as DNSSEC. There is 
much yet to be done, including building the 
links to additional applications, like RPKI, 
and building high-assurance auditing and 
management tools for key and crypto-
graphic operations.

The CrypTech Alpha

Designing a hardware cryptographic 
device is significantly more complicated 
than writing open-source software. 
Because the CrypTech project must  
integrate both hardware and software 
components, there are real material costs 
that most open-source projects don’t incur. 

The CrypTech alpha board consists of an 
ARM processor and an FPGA on a Euro- 
Card form factor (120 x 100mm) board. 
These reside in an enclosure with a pair 
of Universal Serial Bus (USB) interfaces 
and power. The interface to the board  
is a custom Remote Procedure Call over 
the USB interface with a client-side PKCS 
#11 library layered on top of it.

A significant hardware aspect of the 
CrypTech project is the use of an FPGA for 
crucial cryptographic functions. Encryption 
or hash algorithms written in software 
and executed on general-purpose CPUs 
remain vulnerable to attack: software can 
be changed, often subtly, and memory 
contents can be read during operations.  
Even the length of time to perform 

CrypTech started from the ground up. 
First, implementing a wide variety of cryp-
tographic algorithms to be loaded into a 
specialized field programmable gate array 
(FPGA), then designing the hardware  
required for a true random number gen-
erator (TRNG), and writing the necessary 
support software to link the CrypTech HSM 
to existing public key infrastructure (PKI) 

A significant hardware 
aspect of the CrypTech 
project is the use of 
an FPGA for crucial 
cryptographic functions. 

CRYPTECH RELEASES ALPHA 
HARDWARE AT IETF 96
By Karen O’Donoghue

CRYPTECH MARKED A MAJOR MILESTONE THE WEEKEND BEFORE IETF 96 BY 
delivering the first version of alpha hardware to a select group of alpha testers. These 

alpha testers joined the CrypTech engineering team for a two-day, hands-on workshop 
on installing and testing alpha hardware and its accompanying software. A discussion of 
priorities for future development wrapped up the event. 

CrypTech Box and Cover 
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operations can be measured to reveal  
information. However, when cryptography 
is performed in a dedicated hardware 
device—completely inaccessible to the 
normal operating system—these weak-
nesses are significantly reduced. As the 
CrypTech design matures, the FPGA may 
be migrated to a specialized application 
specific integrated circuit (ASIC) in order to 
further improve security and performance.

CrypTech also built a true random number 
generator that requires specialized 
hardware components to be a source of 
randomness. Cryptographers have long 
been critical of algorithmic methods of 
generating random numbers, and poorly 
written random-number algorithms have 
been critical factors in security failures. 
A true random number generator (TRNG) 
is an important building block in a secure 
cryptography infrastructure. CrypTech’s 
initial TRNG has been tested by reputable  
sources and the feedback is overwhelm-
ingly positive. 

A key feature of HSMs is the potential to 
resist tampering. CrypTech has imple-
mented and tested tamper circuitry to 
support this functionality, although the 
current enclosure does not make use of it. 
(This was one of the priority development 
items discussed during the workshop). 

The delivery and alpha-testing of this 
portion of the CrypTech project was the 

for the project based on these results. 
In the near term, the engineers plan to 
continue improving CrypTech’s quality,  
capacity, and performance in order to 
make it suitable for production appli-
cations. In addition, the team plans to add 
features that increase its appeal for pro-
duction environments and make it suitable 
for applications beyond DNSSEC.

During the week of IETF 96, highlights from  
the CrypTech workshop were discussed in 
several meetings, including the IEPG, IETF 
Security Area Advisory Group, and IRTF 
Crypto Forum Research Group sessions. 
Detailed questions about it pointed to the 
relevance of the effort.

Join the CrypTech Community 

Open-source development was critical to 
the successful development and growth of 
the global Internet. The CrypTech project  
is the same—by bringing an open source  
philosophy to cryptographic software and  
hardware, our plan is to increase trust  
and transparency, offer alternatives to 
commercial products, and reduce costs. 

Interested in obtaining your own version of 
the alpha hardware and being a CrypTech 
alpha tester? The first batch of hardware is 
in the hands of the current alpha testers, 
but additional boards will be available via 
CrowdSupply (https://www.crowdsupply.
com/cryptech). 

To learn more about CrypTech and how 
you can help support this important effort, 
see https://cryptech.is. 

successful culmination of two years of 
community effort. The first batch of alpha-
version hardware was delivered to a set of 
alpha testers and formed the basis for the 
CrypTech workshop at IETF 96. 

The CrypTech Workshop at IETF 96

Participants received their alpha hardware  
and were given a detailed overview of  
CrypTech’s major design components,  
including hardware, firmware, software,  
and FPGA (see https://trac.cryptech.is/ 
wiki/BerlinWorkshop). 

They were then given the following tasks: 

• Initialize the cryptographic  
services on their own CrypTech  
alpha hardware.

• Establish the use of PKCS #11  
for communications to a server.

• Configure OpenDNSSEC from  
NLnetLabs to get its keys from  
the CrypTech alpha hardware.

• Utilize the system to perform 
DNSSEC zone signing. 

While the CrypTech technology has a 
number of applications, the first target use  
case is as an HSM for DNSSEC key  
management.

After the workshop, the CrypTech engi-
neering team met to discuss the results of 
the workshop and to plan the next steps 

After the workshop, CrypTech engineers met to discuss the results and plan next steps.

The delivery and alpha-
testing of this portion 
of the CrypTech project 
was the successful 
culmination of two years 
of community effort. 
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Counterintuitive as it 
may be for networking 
engineers, who are 
used to ever increasing 
throughput and reliability, 
an interesting variety  
of LPWA use cases  
do not need a high  
throughput and are not 
very sensitive to packet 
loss or transmission 
latency.

vent or waste of irrigation water would  
be accepted as irremediable. Though the  
value of one individual datum may be 
negligible, the overall value of all this  
unmeasured information is now seen as 
the next goldmine for optimization of pro-
cesses in all sorts of industries, and leads 
to the industrial Internet effort.

To enable typical LPWA use cases, the 
cost of a monitoring device must be kept 
very low, the deployment must be very 
secure yet as simple as peel-and-stick, 
and the operational expenses per device 
must be kept minimal during the device’s 
life cycle. Another challenge comes from 
the large amount of monitored things—
possibly thousands or tens of thousands 
for one application—and the span of the 
deployment, which often spreads over a 
very large area, far wider than that tradi-
tionally covered by wireless LAN (WLAN) 
and low-power wireless PAN (LoWPAN) 
technologies, and roughly in the range 
of wireless neighborhood area networks 
(Wi-NAN) and cellular technologies. 

Both possible approaches—evolve the 
low-power wireless technologies to reach 
farther out or evolve cellular technologies 
for lower cost and energy consumption—
could be taken to design LPWA Networks 
(LPWAN). In fact, all possible paths are 
being explored, yielding a variety of novel 
technologies with a range of specific capa-
bilities (Figure 1). 

For operation in the licensed band, 3GPP 
has standardized a new narrowband radio 
technology called NB-IOT that offers low 
complexity, low power consumption, and 

LOW-POWER WIDE-AREA 
NETWORKS AT THE IETF
By Suresh Krishnan, Alexander Pelov, and Pascal Thubert

A NEW BREED OF WIRELESS TECHNOLOGIES HAS EMERGED UNDER THE  
generic name of low-power, wide-area (LPWA), and with a number of common  

characteristics that make these technologies uniquely suitable for Internet of Things (IoT) 
applications. These common characteristics include a power-optimized radio network, a 
simplified network topology, frame sizes in the order of tens of bytes transmitted a few 
times per day at ultra-low speeds, and a mostly upstream transmission pattern that allows 
the devices to spend most of their time in low-energy deep-sleep mode. These character-
istics enable a range of several kilometers and long battery lifetimes, possibly ten years  
operation on a single coin-cell. It also enables simple and scalable deployments with  
low-cost devices and thin infrastructures. LPWA-type capabilities fit a wide variety of use 
cases in IoT that require only a very low rate of data reporting and for which mains power or  
frequent battery swaps are not an option.

Counterintuitive as it may be for net-
working engineers, who are used to ever 
increasing throughput and reliability, an  
interesting variety of LPWA use cases do  
not need a high throughput and are not 
very sensitive to packet loss or trans-
mission latency. Such use cases include 
the following: 

• Humidity measurement in soils 

• Corrosion monitoring on silos  
and tanks 

• Snow or natural water levels  
outdoors 

• Presence and/or rough location  
of goods (e.g., cars in a manu- 
facturer’s parking lot)

• Detection of vibrations in an  
engine (e.g., indicating an  
increasing chance of failure  
in the coming hours or days)

In these types of use cases, each reading 
is of low individual value since the data 
that is reported is usually simple and 
mostly constant, such as a bit expressing 
an “OK” status. This is why, to a large 
extent, that type of data was not effectively  
reported so far; apart from very specific  
industries such as oil and gas, the cost of 
deploying wires would largely overwhelm 
the value of the reported data, and the rare 
event of production stopping due to a failed Figure 1. 3GPP LPWA Technologies
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Figure 2. LPWA Approaches to Spectrum Use

Continued on next page 

A new LPWAN Working 
Group was formed after 
a successful WG-forming 
BoF at IETF 96 in Berlin.

long range. NB-IOT can also utilize the  
existing LTE and legacy infrastructure 
and coexist in the same frequencies for 
reducing time to deployment. 3GPP has 
also standardized a category of low-com-
plexity low-bandwidth UEs (called Cat-M1) 
for LTE, and IoT related improvements to 
GSM/GPRS networks called EC-GSM-IoT.

Another set of LPWA technologies (e.g., 
LoRa, SIGFOX, INGENU) was designed  
to operate on the unlicensed industrial,  
scientific and medical (ISM) radio bands, 
with capabilities for reaching tens of kilo- 
meters with data rates in the order of tens of 
Kbps, using sometimes very diverse kinds 
of radios, from SIGFOX’s Ultra Narrow  
Band (UNB), which uses a thin peak 
of spectrum, to LoRa’s Chirp Spread 
Spectrum (CSS), which spans all the  
available bandwidth. Surprisingly, this  
variety of technical approaches appears  
to be beneficial to the end user as it 
provides an additional form of diversity, 
and therefore also an improved immunity  
between deployments competing for the  
same portion of spectrum. These new  
technologies complement capabilities that  
are already in operation in the ISM band  
with IEEE802.15.4 for applications such as 
the smart grid (Wi-SUN) (Figure 2).

The balance between cost, energy budget, 
service guarantees, and manageability  
indicates that an optimization has to be 
found for each individual application, 
and that different radio technologies with  
different capabilities and different service 
offerings will continue to coexist—each 
serving the applications for which it is best 
suited. 

This variety of choices, as well as the  
potential to adopt new types of radios 
and services as technologies and needs 
evolve, is the enabler of a wide variety of 
ecosystems and applications, and a core 
value of the LPWA approach (Table 1,  
following page).

This diversity could also be a threat if the  
complexity that appears as its downside 

cannot be controlled. For instance, if  
each technology comes with a different  
application, identity, security, and service  
management model, thereby making it  
impossible to migrate an application as its  
needs evolve, or if the design of the cloud  
side of the application is so very different  
from one technology to the next that no  
software or operational skillset and toolset 
can be factorized. 

In order to avoid a combinatory explosion 
of complexity, there is a clear need for a 
convergence—an hour-glass model—at 
a layer above the radio and in a fashion 
similar to what IP provides for the Internet. 

IPv6 and CoAP can act as a potential 
convergence layer for LPWAN, providing 
device reachability and yet relative isola-
tion in a manner that can abstract the 
actual underlying radio technology. A new 
LPWAN Working Group was formed after 
a successful WG-forming BoF at IETF 96 
in Berlin; the LPWAN WG meets for the 
first time at IETF 97 in Seoul. The WG will 
address IPv6 over LPWA Networks, and 
how LPWANs can join the Internet com-
munity in a mutually beneficial way.

A Generic LPWAN Architecture

At first glance, LPWA technologies appear 
diverse and not all requiring the same work 
items from the IETF. For example, Wi-SUN 
already supports IPv6 with 6LoWPAN, and 
may not need additional work in that area. 
But Wi-SUN may still benefit from other 
components, such as security and identity 
management, that may or may not be of  
interest to other parties due to their  
existing support. 

A closer look reveals that LPWAN tech-
nologies usually share a very similar 
structure with both radio-layer gateways 
(RADIO-GWs) that connect to end devices 
and network-layer gateways (LPWAN-
GWs) that aggregate multiple RADIO-GWs 
and enable connectivity to the outside 
world. LPWAN technologies also share a 
desire to enable IP technology between 
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Low-Power, Wide-Area Networks at the IETF, continued 

network applications and the applications 
that reside in end devices in order to 
promote more portable services and more 
generic tools (Figure 3, page 15).  

For the IETF, it is critical that a generic  
architecture is derived that enables some 
common work between technologies. A 
large part of the IETF’s work is to identify 
common needs for functionalities in the 
LPWAN gateway (GW), and to standardize 
the protocols that enable these function-
alities. The new architecture must focus  
on the core similarities of the LPWAN  
technologies, such as the need to optimize 
battery life, very sporadic traffic, and low 
throughput. These extreme requirements 
place the bar beyond what could be 
achieved with 6LoWPAN for low-range, 
low-power wireless technologies. 

Leveraging this architecture, the IETF value 

proposition is to converge the diverse radio 
technologies towards a common hourglass 
model with an extremely compressed 
form of IPv6 and CoAP between the end-
device and the network gateway, in order 
to both provide a common management of 
the gateway and enable secure, Internet-
based services to the applications.

The Need for New Algorithms

Some LPWA technologies are highly  
sensitive to frame size, due to their very 
low data rates. As a result,  classical com-
pression techniques may not be enough 
for technologies in which only an octet 
or two are available to signal both IP and 
CoAP. At the extreme, robust header  
compression (RoHC) may provide that 
level of compression, but the learning 
curve in traffic and the variety of flows 
prevents using that technique as is. 

The IETF needs to do more work on 
this, perhaps taking the best of both  
compression techniques and providing the 
extreme compression needed to enable 
IP and CoAP to the device. This work may  
also enable the LPWAN-GW to terminate 
the IP flows, in which case the end device 
would appear as a remote I/O to the 
gateway, like a USB device would to a PC. 

The new protocols must take into account  
application-level protocol compression  
(e.g., CoAP) and employ all possible 
mechanisms and LPWAN specificities 
to achieve optimal compression, most 
notably the typical star topology and the 
limited and known-in-advance flows per 
end-device.

Beyond Compression

If reachability to the device through IP was 
the only goal for new work at the IETF, 
the creation of a specific WG for LPWAN 

Table 1. Comparison of LPWA Technologies

 Wi-SUN SIGFOX LoRa EC-GSM CAT-M1 CAT-NB1

Deployed Y  Y (EU,NA) Y  Y Q4 2016 Q4 2016

Deployment Private SIGFOX Private/MO  Mobile Operator / Software Upgrade

(SDO) Standard  IEEE802 IETF (ETSI) LTN
 LoRaWAN   

3GPP
 

   (ETSI) LTN  

Spec. avail.  
Y

 Announced free 
Y

  
Y

 
free to IETF  YE 2017

Certification Wi-SUN alliance SIGFOX LoRa Alliance  Regional 3GPP members (ETSI, ATIS…)

TX up (dBm) 8-14 14 14 23/33 20/23 23

Bandwidth up 
200-400-600KHz

 100/600Hz  
125-500KHz 200KHz 1.08MHz 200KHz

 
  (EU/NA) 

Modulation
 

FSK
 DBPSK up  Chirp Spread 

GMSK QPSK    QAM QPSK
 

  GFSK down Spectrum     

Data rate up
 50 Kbps to  100 bps (EU) 0.3 Kbps 

70Kbps 375Kbps 65Kbps
 

 300 Kbps 600 bps (NA) to 50 Kbps 

Band
  Unlicensed, Sub-GHz ISM band                

2G LTE 2G & LTE   (433 & 868MHz in EU, 928MHz in NA)
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would probably not be mandated. Bringing 

CoAP to the end-device also allows for 

the use of the IETF interaction model  

developed in CoRE WG and the T2T RG 

and recently adopted by Open Connectivity 

Foundation (among others). But a lot more 

needs to happen over the Internet in order 

to offer safe and available services for 

low-power IoT devices. The recent attacks 
on Krebs’ blog, On Security, demonstrated 
that IoT devices cannot be protected and 
maintained like traditional PCs. Long-
term guarantees that the device will not be  
exploited for harmful activities are 
needed. This may be achieved by auto-
mating posture management and software 
updates to patch vulnerabilities as they are 
discovered and by isolating devices from 
potential attackers and targets.

In addition to classical practices, IoT 
devices must be strongly protected from 
attackers seeking to gain information, 
influence, and use them for their own 
purposes. On one hand, communication  
between the IoT device and its applica- 
tion should be available at all times, 
whether the application is in initial 
commissioning, normal operation, or  
decommissioning. On the other hand,  
unwanted communication to or from the 
IoT device should be barred at all times in 
order to limit the effects of compromised 
devices on the rest of the network and to 
limit the potential for remotely compro-
mising more devices.

One simple and solid way to provide such 
protection is to isolate the device and its 
application in an overlay network that  
operates on unique local addresses that 
cannot be reached from the outside of the 
overlay. On-demand and scalable overlays 
are not the only requirement from IoT on 
the Internet that the IETF could help fulfill. 
With the advent of connected vehicles, 
as well as for simple use cases, such  
as homeowners moving with all their 
connected appliances, IoT devices must 
be mobile at the IP layer. 

IETF overlay technologies, such as NEMO 
and LISP, enable mobility with traffic  
isolation, but have different approaches 
to security and scalability. Matching solu-
tions to actual needs and real-world use 
cases requires a combination of skills from 
the real-world practice of LPWA combined 
with expertise in Internet technologies. 

Continued on next page 

Figure 3. LPWAN Technologies Share Common Components

Figure 4. A Potential LPWAN Architecture

Figure 5. IoT Deployments Must Be Secure
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Low-Power, Wide-Area Networks at the IETF, continued 

IPv6 Activities thus Far

The initial work presented in the T2T RG 
at IETF 93 was a first draft. It showed a 
glimpse of the potential and the constraints  
of low-power, wide area networks and 
what could be done in these networks 
at the IETF, including, but not limited to,  
security, mobility, device management, 
and network and service discovery. The 
main motivations for the draft were to 
present the problems LPWANs are facing 
and to find a way to do the work in existing 
Working Groups. Multiple discussions 
during both IETF 93 and 94, as well as with 
the new industry players, indicated that 
we needed a new, focused place where 
this work could either be done, as no  
existing group is really chartered for it, 
or be coordinated from when there is an  
existing group. The rich discussions on the 
non-WG mailing list and the active partici-
pation in the non-WG-forming BoF at IETF 
95 in Buenos Aires further reinforced this 
view. The critical point was the specific 
proposal of the Static Context Header 
Compression draft, which demonstrated 
for the first time a practical way to bring 
the IETF stack to these ultra-constrained 

networks. This, along with the IETF’s 
robust standardization process, motivated 
the four major LPWAN technologies—
SIGFOX, LoRa, Wi-SUN, and 3GPP—to 
support the creation of the LPWAN WG 
and to mandate the IETF to bring its stack 
to their LPWANs. The WG also plays an 
important role in bringing together different 
communities with many people new to  
the IETF.

Charter and Roadmap

First steps will be focused on new forms 
of IP/UDP/CoAP compression, the corner-
stone of future work in this field. Milestones 
are on a very tight schedule (with a goal 
of finalizing the work by mid-2017) and  
correspond to the immediate demand of 
the four baseline technologies. This first 
stage will also help structure the LPWAN 
community and prepare the eventual  
extension of the work, where additional 
items can be addressed. These may 
include the Radio-GW and LPWAN-
GW management protocols, end-device  
mobility and AAA procedures, overlays, 
security, and the use of DNS at the core 
of these networks, among others. 

Figure 6. LPWAN Timeline
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QUIC: PERFORMANCE AND 
SECURITY AT THE TRANSPORT 
LAYER
By Samuel Jero

IN TODAY’S INTERNET, LATENCY IS A CRUCIAL ISSUE FOR ONLINE SERVICES  
and businesses. Changes of 100ms or less have significant, measurable impacts on  

user satisfaction and, therefore, revenue. This dynamic has been amplified recently by the 
move toward encrypting increasingly more Internet traffic with Transport Layer Security  
(TLS), an attempt to counter large-scale network surveillance. In addition to important  
security benefits, TLS adds several additional round trips to each connection, making  
latency an even more crucial issue. It should come as no surprise that efforts are being 
made to obtain the security of TLS with significantly reduced latency. One such effort is a 
new transport protocol called Quick UDP Internet Connections (QUIC).

significant interest from the networking 
community. While some documentation 
about the protocol has been available 
since its initial release in Chrome and 
much of the code is available in the open 
source Chromium project, these sources 
often are incomplete and lag behind what 
Google has actually deployed. In response,  
Google has begun the process of stan-
dardizing QUIC through the IETF via a Continued on next page 

Our work presents 
a provable security 
analysis of QUIC that 
precisely characterizes 
its security guarantees.

Background

QUIC was developed by Google, imple-
mented in Chrome in 2013, and today 
provides service for the majority of  
requests by Chrome to Google services. 
It operates as an application protocol over 
User Datagram Protocol (UDP) and inte-
grates ideas from Transmission Control 
Protocol (TCP), TLS, and Datagram 
Transport Layer Security (DTLS) in order 
to provide both security comparable to 
TLS and minimal latency during con-
nection setup. QUIC provides security 
by encrypting the application data and 
most of the protocol header. It provides  
improved latency with 0–RTT connection 
establishment, whereby a client that has 
previously communicated with a server 
can start a new connection without a 
three-way handshake, which enables it 
to send useful data in the very first round 
trip. The reduction in initial latency in  
comparison to TLS equals two or three 
round-trip times (RTTs), depending 
on whether TLS session resumption 
is enabled. QUIC improves upon TCP 
and TLS in a number of other ways, too,  
including introduction of multiple streams 
per connection to reduce head-of-line 
blocking and vastly improved acknowl-
edgment information that eliminates  
retransmission ambiguity issues (Figure 1).  
For these reasons, QUIC has attracted 

Bar BoF at IETF 93 and a BoF to charter 
a Working Group (WG) at IETF 96. The 
latest BoF filled the largest meeting room 
available and concluded overwhelmingly  
in favor of such a WG.

The central claims of QUIC—encryption 
and server authentication similar to TLS 
and significantly improved performance—
are stated informally in the protocol doc-
umentation. Particularly for a security 
protocol, it is crucial to have a more 
formal analysis of the protocol in order 
to understand what guarantees are and 
are not being provided. To address this, 
Robert Lychev, Alexandra Boldryeva, 
Cristina Nita-Rotaru, and I developed 
a provable security analysis of QUIC 
that precisely characterized the security 
provided and then leveraged the results of 
that analysis to identify a number of per-
formance attacks against QUIC. In 2015, 
we won the IRTF Applied Networking  
Research Prize for “How Secure and 
Quick is QUIC? Provable Security and 
Performance Analyses”, which was pub- 
lished that year at the IEEE Symposium on  
Security and Privacy. We again presented 
our work at an Internet Research Task 
Force session at IETF 96.  

Our Work

Our work presents a provable security 
analysis of QUIC that precisely charac-
terizes its security guarantees. Such an 
analysis consists of a formal model of the 
protocol, a formal definition of security, 
and a proof by reduction that shows how 
QUIC satisfies the security definition.  
Existing formal security models from the 
analysis of TLS were unsuitable for QUIC, 
due to QUIC’s use of multiple session 
keys and the fact that QUIC must consider  
reordering and packet injection issues that 
TLS can hand off to TCP. As a result, we 
developed a new security model, which 
we called Quick Authenticated and Confi-
dential Channel Establishment (QACCE). 
The new model considers attackers, who 

Figure 1. Comparison of TLS and QUIC
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can initiate and observe communications 
between honest parties, plus intercept, 
drop, reorder, or modify any exchanged 
messages. The attacker is assumed to 
have knowledge of all public keys and can 
adaptively learn and apply collected infor-
mation. Selective compromise of servers 
and access to their secret keys and state 
is also possible. Given such an attacker, 
a secure protocol should allow parties to  
establish session keys and use them to 
send data with privacy and integrity.

We prove that QUIC can successfully 
protect against such a strong attacker 
and provide QACCE security, under  
reasonable assumptions about the  
encryption, authentication, and signing 
algorithms used. This security model 
provides different levels of security for 
data exchanged under QUIC’s initial and 
final session keys. These two keys are 
an optimization introduced to enable 0–
RTT connections. Data sent in the first 
round-trip is encrypted with an initial key 
that is derived from a static Diffie Hellman 
value in a long-term server config object, 
while data sent in all future messages is  
encrypted using a final session key  
derived from an ephemeral Diffie Hellman 
value sent in the first message from the 
server. This means that QUIC does not 
satisfy the traditional notion of forward 
secrecy provided by certain TLS modes, 
such as TLS-DHE. Forward secrecy is a 
property that ensures that an adversary  
who compromises a server is unable to  
compromise prior connections to that  
server. In QUIC’s case, since the 0– 
RTT data is encrypted under the initial  
key derived from the server’s cached Diffie 
Hellman value, this data can be com-
promised if the server config object has  
not expired. However, since the final 
session key is derived from an ephemeral 
Diffie Hellman exchange, any data  
encrypted under it is  forward secret.

Using this analysis of the security guar-
antees provided by QUIC, we can consider 

possible attacks against QUIC’s per-
formance and identify five performance-
degradation attacks against it. These 
attacks do not impact the authenticity or 
confidentiality of data sent over QUIC;  
they impact only QUIC’s performance.  
But, performance, specifically latency, is 
a key motivating goal for the development 
and deployment of QUIC, and these 
attacks enable an attacker to deny clients 
access to services offered over QUIC by 
denial of service against the server or by  
disrupting a particular target connection. 
These attacks operate by leveraging the 
optimizations made to enable 0–RTT  
connections and either replaying cachable  
information about the server or manipu-
lating unprotected packet fields.

The Server Config Replay Attack

One attack that we identified is the server 
config replay attack. The server config 
is a signed object containing a variety of  
information about the server, including a 
Diffie Hellman value and the server’s sup-
ported encryption and signing algorithms. 
This object is designed to be cachable by a 
client for a specified lifetime and provides 
the client with all the information needed  
to perform a 0–RTT connection. It is  
retrieved from the server the first time a 
client connects. The server config replay 
attack takes advantage of the public, cach-
able nature of this object. In this attack, 

QUIC: Performance and Security at the Transport Layer, continued the attacker listens for new connection  
requests and forges a message containing 
this server config and a randomly gen-
erated source address token (STK). The 
token is used to prevent IP spoofing and is 
treated by the client as an opaque string. 
The message races any response from the 
legitimate server; if it wins, the client will 
retry the connection with this new server 
config and STK. But, the legitimate server 
has no record of this STK and so will 
reject the connection. Unfortunately, the  
client believes it has already received the 
first message from the server, and so will 
ignore this rejection message, causing the  
connection to linger in a stalled state for 
multiple seconds until the client’s connec-
tion establishment timer fires, terminating 
the connection. Other attacks we identified  
operate in a similar manner—by either  
replaying cachable information or modify-
ing unprotected packet fields (Figure 2).

Conclusion

By developing a provable security analysis 
of QUIC and investigating attacks against 
performance, we formalize the security 
that QUIC provides and identify areas of 
weakness in its current manner of opti-
mizing performance. This work was well 
received at IETF 96, and we hope it will 
provide valuable insight as the recently 
chartered QUIC WG begins the standard-
ization process. We look forward to seeing 
an even-better QUIC emerging from this 
process in the future. 

Figure 2. Server Config Replay Attack
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WORKING GROUP UPDATE: 6LO  
By Samita Chakrabarti

THE 6LO (IPV6 OVER NETWORKS OF RESOURCE-CONSTRAINED NODES)  
Working Group (WG) was formed in August 2013, cochaired by Ulrich Herberg and  

Samita Chakrabarti, under the leadership of Brian Haberman as Internet area director  
and Ralph Droms as technical advisor.

The WG is a successor of the 6LoWPAN 
WG, with a primary difference that the 6Lo 
WG works across the many layer 2 (L2) 
technologies that use a base 6LoWPAN 
stack (RFC 4944, RFC 6282, RFC 6775) 
for the IPv6 header, low-power adaptation, 
stateless compression, Neighbor Discov-
ery Optimization for reduced multicast 
messages, and device registration for  
reliable connectivity.

6Lo defines specifications for IPv6 over 
constrained node networks comprising:

• Limited power, memory, and  
processing resources

• Hard upper bounds on state, code 
space, and processing cycles

• Optimization of energy and  
network bandwidth usage

• Lack of some Layer 2 services,  
such as complete device connect-
ivity and broadcast/multicast

Since its formation, the 6Lo WG has 
produced IPv6-over-BLUETOOTH Low 
Energy (RFC 7668) and IPv6-over-Zwave 
(RFC 7428), and has been working on 
documents, including IPv6-over-DECT 
Ultra Low Energy, IPv6-over-BACNET 
Master-Slave/Token-Passing networks, 
IPv6-over-Near Field Communication,  
extensions for LOWPAN dispatch func-
tions, and a new ethertype request doc-
ument for assigning a new ethertype for  
LOWPAN encapsulated IPv6 datagrams. 
Find the documents at https://datatracker.
ietf.org/wg/6lo/documents/ (Figure 1).

Work on draft-hong-6lo-use-cases addres- 
ses when to apply the 6Lo stack versus the 
6Lo/6LoWPAN stack on an L2 technology.

Recently, the Wi-Sun Alliance (https://www. 
wi-sun.org/) showed interest in deploying  

the 6Lo stack with IEEE 802.15.9 Multi-
plexed Data Services. It intends to use the 
15.9 Multiplexed Data Information Element 
to dispatch LoWPAN encapsulation frames 
to upper stack layers.

The 6Lo stack is also under consideration 
for the Wifi Alliance’s HaLoW standard 
(low-power operation in 900 MHz band), 
on IEEE 802.11ah and Low-Power Wide 

(IoT) L2 technologies that today require 
many application gateways to convert 
packets to IP networks connecting to data 
centers or other IoT networks.

The 6Lo stack supports UDP with com-
pression and RFC 7400 defines generic 
header-compression mechanisms for 
further applicability in the constrained 
node networks. In addition to the RFC 4944  
adaptation layer and RFC 6282 IPv6 
header-compression mechanism, RFC  
6775 allows device registration and 
minimal or no multicast in energy- 
sensitive networks. The outputs of the 
6Lo WG are not limited to resource- 
constrained networks, but also can be 
applied to any networks that run IPv6 with 
stateless or semistateless (e.g., the 6CO 
option in RFC 6775) header compression 
and reliable communication with device 
registration and a minimum of multicast 
hello messages in regular IPv6 protocols.

The WG welcomes work on IPv6-over-foo,  
6LoWPAN stack improvements, use-case-
driven header-compression mechanisms 
that can work with RFC 4944, network 
access security solutions, support for re-
liable communications over deterministic 
networks, and any energy-sensitive L2-
wireless or wired technologies.

The 6Lo WG is run by its cochairs, Gabriel 
Montenegro and Samita Chakrabarti. 
For more information or to read the WG 
charter, visit https://datatracker.ietf.org/wg/ 
6lo/charter/. 

Figure 1. The 6lo Stack

Area Networks. The Bluetooth SIG also 
supports the 6Lo-stack by defining a special 
IP profile (IPSP) in the Bluetooth specifi-
cations. RFC 7668 states “Bluetooth SIG 
has also published the Internet Protocol 
Support Profile (IPSP), which includes the 
Internet Protocol Support Service (IPSS). 
The IPSP enables discovery of IP-enabled 
devices and establishment of a link-layer 
connection for transporting IPv6 packets. 
IPv6 over Bluetooth LE is dependent on 
both Bluetooth 4.1 and IPSP 1.0 or more 
recent versions of either specification to 
provide necessary capabilities.”

The 6LoWPAN or the 6Lo stack could be a 
unifying standard for running IP protocols 
over the multitude of Internet-of-Things 

Recently, the Wi-Sun 
Alliance showed interest 
in deploying the 6Lo 
stack with IEEE 802.15.9 
Multiplexed Data 
Services.
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RECORD-BREAKING HACKATHON  
AT IETF 96 IN BERLIN  
Originally posted by Charles Eckel in the DevNet Open Source Community 
on 22 August 2016.

THE IETF HACKATHON IN BERLIN, HELD 16–17 JULY, WAS THE BIGGEST AND 
most impactful Hackathon to date. A record 158 participants registered, and even 

more showed during the weekend to work on more than 20 projects spanning at least 15 
different technologies. This was the first Hackathon for almost half of the participants, and 
it was the first IETF experience of any sort for more than 25 individuals. These numbers 
speak to how well the Hackathon is doing in terms of meeting its objective of introducing 
more people to the IETF and making their first experiences positive ones.

The Hackathon was held in conjunction 
with IETF 96, over the weekend that 
marked the start of a full week of IETF  
activities. By 9:00 am Saturday, the room 
was already more than half full with both 
project champions eager to share posters 
describing their projects and participants 
seeking the best match for their interests 
and skills.

Project posters are a new component 
of Hackathons and are being used in 
place of the short project presentations 
that typically occurred at the start of the 
Hackathon. We found that even when 
presentations were restricted to no more 
than 5 minutes, having 20 or more of 
them ate up valuable time that could have 
been spent hacking. The posters ranged 

from professional-looking masterpieces 
to a few words scribbled haphazardly on 
a flip chart. They all served the intended 
purpose, and an ad hoc Q&A provided 
any necessary clarifications. An unofficial  
survey of participants validated the  
hypothesis that the posters were, indeed, 
a welcome change.

Teams formed very quickly, and addi-
tional participants were welcomed as they 
trickled in the rest of Saturday and even 
Sunday morning. A competitive spirit was 
evident, but even greater was a collab-
orative spirit aimed at progressing IETF 
work with speed, quality, and relevance  
via running code and open source soft-
ware. The teams worked tirelessly; a  
coffee machine, lunch, cookies, dinner,  
and beer provided more than adequate  
fuel and incentive to remain on task. On 
Saturday, many participants finally agreed 
to leave at 10:15 pm in order to allow hotel  
staff to lock up and go home. When  
the doors reopened Sunday morning,  
many teams got right back to work— 
even before the officially advertised 9:00 
am start time.

By Sunday afternoon, teams had switched 
gears to create brief presentations that  
answered the following three questions:

1. What problem you are solving?

2. How do you plan to solve it?

3. What did you achieve, highlighting 

Participants are welcomed into the Hackathon.

GOALS OF THE  
IETF HACKATHON

• Advance the pace and relevance 
of IETF standards activities by 
bringing the speed and collab-
orative spirit of open-source  
development into the IETF  
(e.g., targeted standards areas 
where ideas are flushed out, 
sample code is produced, and 
useful utilities are developed).

• Bring developers and young 
people into the IETF to expose 
them to and interest them in it.

A record 158 participants registerd for the Hackathon, and even more showed up.
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A competitive spirit was 
evident, but even greater 
was a collaborative spirit 
aimed at progressing 
IETF work with speed, 
quality, and relevance  
via running code and 
open source software. 

benefits to IETF work and  
communities of interest?

The presentations were viewed by fellow 
participants and judges, and were both  
recorded and live streamed for the benefit 
of those not able to join the actual event. 

Winners

Best Overall

• ILA - IPv6 Identifier Locator  
Addressing

 −  Implementing draft-herbert- 
nvo3-ila-02

 −  Data plane method to implement 
network virtualization without 
encapsulation and its related 
overhead

 −  Implemented ILA as VPP plugin

 −  Interop between VPP in FD.io  
and Linux kernel space fast data 
path in ioVisor

Best Feedback to Working Groups 

• PCE-based Central Control 

 −  Implemented Label DB sync  
per draft-palle-pce-controller-
labeldb-sync

 −  Added TLS security over PCEP  
per draft-ietf-pce-pceps

• I2RS–Interface to Routing System 

 −  Tried to implement YANG data 

models as defined by Working 
Group

 −  Uncovered issues in correctness 
and level of complexity

 −  Great insights and guidance  
back into working group 

Most Important to the IETF 

• YANG/NETCONF/RESTCONF

 −  Implemented draft-openconfig-
netmod-model-catalog and  
developed two YANG Data Model 
Catalog tools

  + Using NETCONF  
      (http://www.yangvalidator.com/)

  +  REST API

 −  NETCONF/YANG for any Unix/
Linux app via sysrepo

Best Interop Testing for Imminent  
Deployment 

• TLS 1.3

 −  Development and interop testing 
across various crypto libraries 
(e.g., NSS, Apache, Firefox, 
ProtoTLS, MiTLS, BoringSSL)

Most Progress during the Hackathon 

• BGP-Flowspec / BGP-LS 

 −  Implemented segment routing  
per draft-gredler-idr-bgp-ls-
segment-routing-ext-02

• IoT Bootstrapping for Noobs 

 −  Implemented https://tools.ietf.org/
html/draft-aura-eap-noob-01 

Best Ecosystem Engagement 

• DNS/DNSSEC/DPRIVE/DANE

 −  DNS security and privacy  
enhancements, interoperability  
improvements

 −  Multiple user stories, multiple  
open source prototypes

Additional information, including the list of 
registered projects and participants and 
all presentations, are available via the 
Hackathon wiki (https://www.ietf.org/regis-
tration/MeetingWiki/wiki/96hackathon).

Plans are already underway for the IETF 
97 Hackathon in Seoul, Korea, 12–13  
November. Information will be available 
soon at the main IETF Hackathon page 
(https://www.ietf.org/hackathon/).

Remain up to date on Hackathon discus-
sions by subscribing to the Hackathon 
mailing list (https://www.ietf.org/mailman/
listinfo/hackathon). Share your questions, 
comments, new project proposals, and 
the like via the mailing list or by contacting  
the IETF Hackathon chairs: Barry Leiba 
(barryleiba@computer.org) and Charles 
Eckel (eckelcu@cisco.com). 

Hackathon participants worked collaboratively.
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ACTN: FROM STANDARD  
TO INTEROP
By Haomian Zheng, Young Lee, Xian Zhang, and Daniel King

THE ABSTRACTION AND CONTROL OF TRAFFIC-ENGINEERED NETWORKS 
(ACTN) initiative represents a set of well-defined use cases developed from the  

input of network operators and service providers, international academic researchers, 
and established vendor influence and solution development. The ACTN framework and its  
ongoing solution development addresses gaps between technology layers that could  
limit resource abstraction of the multitechnology and multivendor transport networks.  
Key industry partners for the work include China Mobile, China Unicom, Ericsson, ETRI,  
Huawei, Juniper, KDDI, KT, Microsoft, Nokia, SKT, Telefonica, and University of Lancaster. 

ACTN’s main characteristics include:  

• A practical approach to repurpose 
both existing and well-defined  
technologies and underpinning them 
with software-defined networking 
(SDN) principles, ACTN facilitates 
heterogeneous domain transport  
networking and control/management 
technologies (e.g., GMPLS/ASON, 
PCE, and NMS/EMS), while enabling 
logically centralized multidomain 
control/management.

• Use of a hierarchical architecture to 
scale and support the clear domains 
(vertically and horizontally) that exist 
in current transport networks and 
facilitating role-based access to 
allow consumers of high-bandwidth 
services (application, content and  
interdata center connectivity) 
seamless access underlying packet 
and optical transport networks.

• Virtual network automation using  
abstraction, slicing, and in-operation 
optimization of underlying network 
resources for higher-layer services, 
independent of how the underlay 
domain resources are managed or 
controlled. 

• Design objectives and requirements 
that are derived from network  
operators’ and service providers’ 
needs for end-to-end service agility. 

• Provision of network virtualization 
services to customers and the ability 

defined for various functions and roles via 
three controller types: customer network 
controller (CNC), multidomain service  
coordinator (MDSC), and physical network 
controller (PNC). In addition to the con-
trollers, there are devices in the network 
that are referred to as network elements. 
There are also three types of interfaces: 
CNC-MDSC interface (CMI), MDSC-PNC 
interface (MPI), and southbound interface 
(SBI). 

The CNC enables the network’s custom-
ers to instantiate their virtual networks. 
Usually, the CNC directly interfaces the  
applications and forwards their require-
ments to the MDSC via the CMI. It is 
assumed that both the CNC and the  
MDSC have common knowledge about 
the end-point interfaces based on their 
business negotiation prior to service  
instantiation. Given their virtual network, 
customers can better manage and operate 
their services/applications with a higher 
degree of flexibility—a benefit for busi-
nesses based on the Internet. 

The MDSC is usually run by the carriers 
to provide services to the customer (CNC). 
The MDSC receives abstracted network 
information from one or multiple PNCs, 
and can therefore coordinate resources 

to control and operate their virtual 
network slices according to their  
individual application requirements, 
and controlled by underlying provider 
policies and technology rules.

This article provides an overview of 
ACTN: its architecture, Internet standards 
progress, and academic collaboration 
via the Towards Ultimate Convergence 
(TOUCAN) project, and other related work, 
including the IETF Hackathon, Bits-N-
Bites, and inclusion into the Open Network 
Operating System (ONOS).  

ACTN Architecture

Figure 1 shows the architecture of ACTN. 
ACTN supports controller hierarchies 

Figure 1. ACTN Architecture
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from various PNCs in multidomain, multi-
vendor, or multitechnology scenarios. 
The MDSC is the only building block of  
the architecture that needs to implement 
all the ACTN main functionalities, including 
the multidomain coordination function,  
virtualization/abstraction function, custo-
mer mapping function, and virtual service  
coordination. Carriers will take advantage 
of ACTN, as interoperation is enabled on 
the MDSC level, and the corresponding 
operations and management are also 
greatly simplified due to abstraction.

The PNC is the domain controller in charge 
of configuring the network elements,  
monitoring the physical topology of the 
network, and passing it, either raw or  
abstracted, to the MDSC. The PNC and 
its SBI, together with devices, can support 
a variety of heterogeneous protocols that  
are suited to a vendor’s choice to pursue 
high-performance with automation tech-
niques. 

IETF Standard Progress

The ACTN requirement and framework 
are progressing in the Traffic Engineering  
Architecture and Signaling (TEAS) WG 
in the Routing Area. To date, the ACTN  
requirement draft (draft-ietf-teas-actn- 
requirement) and the ACTN framework 
draft (draft-ietf-teas-actn-framework) are 
WG documents in the TEAS WG. From the 
solutions perspective, the TEAS WG and 
other WGs, including PCE, CCAMP, and 
RTGWG, are relevant WGs. YANG-based 
solutions to fulfill ACTN requirements 
are addressed in the TEAS and CCAMP 
WGs, while PCEP-based solutions are  
addressed in the PCE WG. 

IETF YANG models associated with 
RESTconf or Netconf protocol are con-
sidered solutions for the ACTN inter-
faces. A topology model (defined in 
draft-ietf-teas-yang-te-topo) and a tunnel 
model (defined in draft-ietf-teas-yang-
te) have been adopted in the TEAS WG. 
Other models, such as service and 
virtual network models (defined in draft-
zhang-teas-transport-service-mode and 

draft-lee-teas-actn-vn-yang) are also  
applicable to ACTN interfaces. Draft-
zhang-teas-actn-yang provides an over-
view of how various YANG models are 
applicable to ACTN. Similarly, draft-dhody-
pce-applicability-actn offers an overview 
of how PCEP are applicable to ACTN. 

ACTN IETF Events: Hackathon  
and Bits-N-Bites

ACTN participated in the IETF 96 
Hackathon with two independent projects. 
One was applied on an optical network and  
involved making a tool for online network 
survivability analysis. YANG model work 
was evaluated in the optical project, as a  
solution on MPI. Two IETF Internet-Drafts 
(draft-ietf-teas-yang-te-topo-04 and draft- 
zhang-ccamp-transport-ctrlnorth-yang- 
00) were implemented. This project  
successfully concluded that IETF YANG 
models are applicable to the ACTN archi-
tecture. The second project was applied 
on a packet network to enable customers  
to dynamically select among multiple  
destinations. Both of these projects were 
based on the Open Network Operating 
System (ONOS) controller platform, 
and used PCEP as a protocol between  
controller and network elements.

Based on the single domain scenario of 
IETF 96, the ACTN Hackathon project will 
bring multiple vendors to further develop 
multidomain and multilayer scenarios 
at IETF 97. The packet network will be 

interworking with the optical network to 
provide E2E service, and a uniform IETF 
YANG model will be supported by multiple 
vendors on MPI. During the Bits-N-Bites 
session at IETF 97 we will demonstrate 
an IP and optical multidomain, multivendor 
scenario using RESTConf/YANG models, 
as well as Stateful H-PCEP.

ONOS ACTN Project

An open source project has been launched 
in ONOS. The project aims to implement 
IETF YANG models and the RESTconf 
protocol in order to better fit the MPI  
for multidomain multivendor service  
provisioning. Find full details about the 
project at https://wiki.onosproject.org/
pages/viewpage.action?pageId=8424694.

Toward Ultimate Convergence 
Project 

The TOUCAN project outlined the grand 
research challenges of facilitating the 
optimal interconnection of infrastructure 
and resource abstraction (virtualization 
and programmability) of transport network 
technology. This is the foundation upon 
which technology-agnostic and seamless 
end-to-end convergence is achieved. 
TOUCAN Project partners include Uni-
versity of Bristol, University of Edinburgh, 
Heriot-Watt University, and University of 
Lancaster. 

For more information, visit https://sites.
google.com/site/openactn/.  
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MULTIPATH TCP DEPLOYMENTS
By Olivier Bonaventure and SungHoon Seo

MULTIPATH TRANSMISSION CONTROL PROTOCOL (MPTCP), SPECIFIED IN RFC 
68241, is the most recent extension to the venerable TCP. TCP was designed when 

hosts had a single network interface and a single IP address. Each TCP connection is 
identified by a four-tuple (source and destination addresses and source and destination 
ports), and every packet belonging to this connection carries this four-tuple. Once a TCP 
connection has been established, it is impossible to change any of the elements of the 
four-tuple without breaking the connection—a severe limitation in today’s networks for the 
following reasons: 

1.  Many hosts are dual-stack.  
Even if they have a single  
interface, they have two or  
more addresses and there  
are different network paths 
between any pair of commu-
nicating hosts. 

2. Many hosts have several  
interfaces, such as smart- 
phones and tablets. 

3. There are a growing number  
of mobile hosts on today’s  
Internet with addresses that  
can change as they move  
from one wireless network  
to another.

Multipath TCP handles these issues by 
extending TCP to enable endhosts to  
exchange data belonging to one connec-
tion over different paths. To achieve this, 
Multipath TCP combines several TCP con-
nections (called subflows in RFC 6824) 
into a single Multipath TCP connection. 
The first subflow starts with a three-way 
handshake, much like a regular TCP con-
nection. The main difference is that the 
SYN packet contains an MP_CAPABLE 
option that negotiates the use of Multipath 
TCP and random keys.

Once the first subflow has been estab-
lished, either of the communicating hosts 
can create an additional subflow from any 
of its own addresses toward any of the  
addresses of the remote host by sending a 
new SYN with the MP_JOIN option. Such 
subflows can be created and terminated 
at any time, which is very important for Figure 1. Illustration of Taking Advantage of Multiple Interfaces 

mobile hosts. Data can be sent over any 
of the subflows that currently compose 
the Multipath TCP connection. If a subflow 
fails, all the data that was transmitted over 
it that has not yet been acknowledged will 
be retransmitted over other subflows. (For 
more information about Multipath TCP, see 
RFC 6824 or NSDI ’122).

Today there exist multiple independent 
interoperable implementations of Multi-
path TCP. The most widely used are iOS/
macOS and Linux3. Multipath TCP is  
supported by load balancers, and there 
are implementation efforts on FreeBSD 
and Solaris. This article describes several 
commercial services that leverage the 
unique capabilities of Multipath TCP. 

Smartphones

The largest deployment of Multipath TCP 
is on smartphones. 

End-to-end Multipath TCP

Smartphones often have connectivity to 
both a WiFi access point and a cellular 
network. If a user has Internet connec-
tivity via WiFi, walking away from the WiFi 
access point will result in the smartphone 
losing connectivity, implying that the TCP 
connection that has been established over 
WiFi will also fail. One of the benefits of 
Multipath TCP is its ability to seamlessly 
hand over from one interface to another—
making it the perfect candidate to solve  
the these kind of losses of connectivity 
(Figure 1).

Siri is the digital assistant in Apple’s iOS 
and macOS operating systems. Because 
speech recognition requires tremendous 
processing power, Siri streams spoken 
commands to Apple’s datacenter for 
speech recognition; the result is sent back 
to the smartphone. Although the duration 
of a user’s interaction with Siri is relatively 
short, Siri’s usage pattern made this data 
transfer a perfect client for MPTCP.

Many people use Siri while walking or 
driving. As they move farther away from 
a WiFi access point, the TCP connection 
used by Siri to stream its voice eventually 
fails, resulting in error messages.

To address this issue, Apple has been 
using MPTCP—and benefiting from its 
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handover capabilities—since its iOS 7 
release. When a user issues a Siri voice 
command, iOS establishes an MPTCP 
connection over WiFi and cellular. If the 
phone loses connectivity to the WiFi 
access point, traffic is handed over to the 
cellular interface. A WiFi connection that is 
still in sight of an access point can have a 
channel become so lossy that barely any 
segments can be transmitted. In this case, 
another retransmission timeout happens 
and the iOS retransmits the traffic over the 
cellular link.

After establishing two subflows (one over 
WiFi and one over cellular), the network 
error rate decreased by 80%.

Thanks to RTT measurements that also 
trigger handovers, Siri also responds faster 
to user commands. Siri can provide user 
feedback 20% faster in the 95th percentile 
and 30% faster in the 99th percentile.

Deploying MPTCP on the Internet has 
been relatively painless. MPTCP’s ability 
to handle middlebox interference and fall 
back to regular TCP has proven efficient 
and without major issues. Roughly 5% of 
the connections, however, still fall back to 
regular TCP, due to both the deployment 
of transparent TCP proxies in cellular 
networks and firewalls removing MPTCP 
options.

One challenge of MPTCP is its debug-
gability. Subflow handling introduces a 
major code complexity: WiFi interfaces 
appear and disappear. Some of these 
networks may have middleboxes that  
interfere with MPTCP, making subflow  
establishment impossible. Corner-case 
scenarios, which are hard to reproduce 
and only happen when a product is  
deployed at huge scale, require extensive 
logging mechanisms to trace the behavior 
of an MPTCP connection.

Due to the uncertainties introduced by  
middleboxes on a network, it is difficult to 
identify root cause of an issue. As a result, 
one can’t always differentiate between a 
software bug and a middlebox.

Multipath TCP through SOCKS proxies

Besides the servers deployed specifically 
for the previous use case, there are very 
few servers that already support Multi-
path TCP. Despite this, several network 
operators seek to enable smartphone 
users to achieve increased throughput 
by combining existing cellular and WiFi 
networks. Network operators in several 
countries have relied on SOCKS (RFC 
19285) to simultaneously use WiFi and 
cellular networks. From an operator’s 
viewpoint, the main benefit of coupling Continued on next page 

SOCKS with MPTCP is that it is easily  
deployable, since no or few dependencies 
exist with the existing cellular core and 
WiFi infrastructure.6

Several models of commercial Android 
smartphones include the Multipath TCP 
implementation in the Linux kernel and a 
SOCKS client. The SOCKS client running 
on the smartphone intercepts any TCP 
connection attempts to distant servers. 
It then creates a connection to a SOCKS 
server managed by the network operator.

When the user is authenticated, the 
SOCKS client sends a command to the 
SOCKS server, which creates a TCP con-
nection toward the remote server. At this 
point, there is a Multipath TCP connection 
between the smartphone and the SOCKS 
server, and a TCP connection between 
the SOCKS server and the remote server. 
The SOCKS server relays all data sent 
on the Multipath TCP connection over the 
TCP connection, and vice versa. Smart-
phones create additional subflows toward 
the SOCKS server over the other available  
interfaces. The result is an improved user  

Deploying MPTCP on 
the Internet has been 
relatively painless. 
MPTCP’s ability to handle 
middlebox interference 
and fall back to regular 
TCP has proven efficient 
and without major 
issues.

From an operator’s  
viewpoint, the main 
benefit of coupling 
SOCKS with MPTCP 
is that it is easily 
deployable, since no 
or few dependencies 
exist with the existing 
cellular core and WiFi 
infrastructure.

To further reduce latency, iOS measures 

the round-trip times (RTTs) on the two  

interfaces. Bufferbloat is infamously 

known to cause huge RTTs. The WiFi link 

may have an RTT much bigger than that  

of the cellular link. When iOS detects that 

the RTT over WiFi is much bigger than the 

one over cellular, it sends the voice stream 

over the cellular interface.

Finally, input from WiFi Assist4 and a 

trigger to hand over traffic to the cellular 

interface is used. For Siri users, this  

deployment of MPTCP has resulted in a 

significant reduction of network errors. 
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Multipath TCP Deployments, continued 

experience, thanks to aggregated band-
width and seamless handover. 

Hybrid Access Networks

Another important use case for Multipath 
TCP lies in access networks. In many 
regions of the world, the available access 
networks provide limited bandwidth. A 
typical example is rural areas, where it 
is costly for network operators to deploy 
high-bandwidth access networks. Even 
if access network bandwidth is limited, it 
often is possible to subscribe to different 
network services that, when combined, 
provide higher bandwidth and higher  
resiliency. 

Several companies have deployed  
solutions that leverage the unique bonding 
capabilities of Multipath TCP. The first 
relies on SOCKS proxies and enables 
endusers to efficiently combine network 
services from different providers. The 
second is targeted at network operators 
seeking to combine fixed (e.g., xDSL) and 
wireless (e.g., LTE) networks in order to 
provide higher bandwidth to customers.7 

Combining access networks  
with SOCKS

SOCKS is also used with Multipath TCP 

to combine different access networks. In 

this deployment, end hosts are regular 

hosts that do not support Multipath TCP. 

To benefit from the bonding capabilities of 

Multipath TCP, a middlebox is installed in 
the end user’s LAN. This middlebox acts 
as a SOCKS client and interacts with a 
server in the cloud. Both the middlebox 
and the cloud server both use Multipath 
TCP and, therefore, are able to exploit 
any available access network, provided an  
IP address has been assigned to the  
middlebox on each of the access networks.

The middlebox typically acts as a default 
gateway in the end user’s LAN. It inter-
cepts all TCP packets sent by the hosts on 
the LAN to external destinations, and then 
it proxies them over Multipath TCP con-
nections toward a SOCKS server running 
in the cloud. This server terminates the 
Multipath TCP connections and initiates 
regular TCP connections to the final des-
tinations.

This solution is already commercially  
deployed in two countries. Users report 
successfully combining different types of 
access links, including xDSL (from ADSL 
to VDSL), DOCSIS, 3G, 4G, and satellite 
links. 

Multipath TCP in hybrid access 
networks

Some network operators have deployed 
both fixed (e.g., xDSL) and wireless (e.g., 
LTE) networks and wish to combine the 
networks in order to offer higher bandwidth 
services. Multipath TCP may also be used 
to provide these services (Figure 2).

In this deployment, neither the client nor the 
server support Multipath TCP. Multipath 
TCP is used on the CPE and in the hybrid 
aggregation gateway (HAG) that resides in 
a datacenter of the network operator that 
manages both access networks8. 

When a client initiates a TCP connection 
toward a remote server, it sends a SYN 
packet. This packet is intercepted by the 
CPE that virtually terminates the TCP con-
nection and then adds the MP_CAPABLE 
TCP option before forwarding the packet 
over the xDSL network. The HAG, which 
resides on the path followed by all packets 
sent by the client over the xDSL network, 

Figure 2. The Multipath TCP Handshake 

Even if access network 
bandwidth is limited, 
it often is possible to 
subscribe to different 
network services that, 
when combined, provide 
higher bandwidth and 
higher resiliency. 
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intercepts the SYN packet. It virtually  
terminates the Multipath TCP connection 
and then forwards the SYN to the server 
after having removed the MP_CAPABLE 
option. The server then confirms the  
establishment of the connection by  
sending a SYN+ACK. This packet is  
intercepted by the HAG that updates its 
state for this connection and adds an 
MP_CAPABLE option before forwarding 
it toward the CPE. The CPE performs 
similar operations. It updates its state and 
forwards the SYN+ACK to the client without 
the MP_CAPABLE option to confirm the 
establishment of the connection. 

At this point, there are three TCP  
connections. The first is a regular TCP 
connection. It  starts at the client and is  
virtually terminated on the CPE. The 
second is a Multipath TCP connection that 
is virtually terminated on the CPE and the 
HAG. And the third is a regular TCP con-
nection between the HAG and the remote 
server. From an operational viewpoint, it 
is important to note that with IPv6, neither 
the CPE nor the HAG need to translate 
the source and destination addresses of 
the forwarded TCP packets. The client IP 
address remains visible to the destination 
server. This is an important advantage 
compared to SOCKS-based solutions.

Furthermore, in this deployment the  
connection between a client and a server 
can be created within a single round-trip 
time.

Conclusion

Despite its young age, Multipath TCP 
is deployed on a large scale for several 
commercial services. On smartphones, 
it combines cellular and WiFi networks 
both for higher bandwidth and for faster 
handovers in delay-sensitive applications. 
In access networks, it supports hybrid 
access networks that improve customer 
experience by efficiently combining exist-
ing fixed and wireless networks. 
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IRTF UPDATE
By Mat Ford

DURING IETF 96 IN BERLIN, NINE OUT OF THE 
ten chartered Internet Research Task Force (IRTF)  

research groups (RGs) held meetings:

• Crypto Forum (CFRG)

• Information-Centric Networking (ICNRG)

• Network Function Virtualization (NFVRG)

• Network Management (NMRG)

• Software Defined Networking (SDNRG)

• Thing-2-Thing (T2TRG)

• Human Rights Protocol Considerations (HRPCRG)

• Global Access to the Internet for All (GAIARG)

• Internet Congestion Control (ICCRG)

In addition to the meetings of those already chartered RGs, the proposed Network Machine Learning  
Research Group (NMLRG) and the proposed Measurement and Analysis for Protocols Research Group 
(MAPRG) met. Since IETF 96, MAPRG has been formally chartered.

Prior to the IETF 96 meeting, the Association for Computing Machinery (ACM), IRTF and the Internet 
Society held the inaugural Applied Networking Research workshop. This one-day workshop was a “a forum 
for researchers, vendors, network operators and the Internet standards community to present and discuss 
emerging results in applied networking research.” The workshop received 30 paper submissions: 17 full 
papers and 13 short papers of which the program committee accepted nine full papers and nine short 
papers. Full papers were six pages (plus references) in length, and were orally presented at the workshop. 
Short papers were two pages (plus references) in length, and were presented via a combination of lightn- 
ing talks and posters. Fifty-three people attended the meeting and another 25 watched via live online 
streaming. Thanks to generous industry sponsorship, the IETF was able to award six travel grants to student 
attendees from Belgium, Brazil, India, and the United Kingdom.

The IRTF Open Meeting received presentations from Samuel Jero on a security analysis of the QUIC 
protocol (see QUIC: Performance and Security at the Transport Layer, page 17) and Dario Rossi on charac-
terizing anycast adoption and deployment in the IPv4 Internet.

The nominations period for the 2017 ANRP awards closes 6 November. The ANRP is awarded for recent 
results in applied networking research that are relevant for transitioning into shipping Internet products and 
related standardization efforts. Everyone is encouraged to nominate relevant scientific papers they have  
recently authored or read. For details, please see https://irtf.org/anrp.

Join the IRTF discussion list to stay informed about these and other happenings. The website is 
https://www.irtf.org/mailman/listinfo/irtf-discuss. 
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The call for nominations for the 2017 ANRP award cycle will close on  
6  November  2016. Join the irtf-announce@irtf.org mailing list for all ANRP- 
related notifications.

APPLIED NETWORKING RESEARCH 
PRIZE WINNERS ANNOUNCED
By Mat Ford 

THE APPLIED NETWORKING RESEARCH PRIZE (ANRP) IS AWARDED FOR  
recent results in applied networking research that are relevant for transitioning into 

shipping Internet products and related standardization efforts. The ANRP awards present- 
ed during IETF 96 went to the following two individuals:

to Meetecho, audio and video from the presentations is also available at http://recs.conf.
meetecho.com/Playout/watch.jsp?recording=IETF96_IRTFOPEN&chapter=chapter_1 
(from 00:19:40).

ANRP winners have been selected for all of the IETF meetings in 2016. The following 
winners will present their work at the IETF 97 meeting in Seoul:

• Olivier Tilmans, a PhD student at the IP Networking Lab, Université Catholique  
de Louvain, Belgium. Tilmans will present a Fibbing architecture that enables  
central control over distributed routing.

• Benjamin Hesmans, a PhD student at the IP Networking Lab, Université  
Catholique de Louvain, Belgium. Hesmans will present solutions that enable  
applications to control how Multipath TCP transfers data.  

• Samuel Jero for a security analysis 
of the QUIC protocol. See the full 
paper at https://www.sjero.net/
pubs/2015_Oakland_QUIC.pdf and 
the artice in this issue, page 17.  

• Dario Rossi for characterizing 
anycast adoption and deployment in 
the IPv4 Internet. See the full paper 
at http://conferences2.sigcomm.org/
co-next/2015/img/papers/conext15-
final100.pdf.

Jero and Rossi presented their findings 
to the Internet Research Task Force open  
meeting during IETF 96. Their slides  
are available at https://www.ietf.org/ 
proceedings/96/slides/slides-96-irtfopen- 
1.pdf and https://www.ietf.org/proceedings/ 
96/slides/slides-96-irtfopen-0.pdf. Thanks 

Lars Eggert and ANRP winners Samuel Jero (left) and Professor Dario Rossi (right) at IRTF 2016 in Berlin.
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IETF ORNITHOLOGY:  
RECENT SIGHTINGS
Compiled by Mat Ford

GETTING NEW WORK STARTED IN THE IETF USUALLY REQUIRES A BIRDS-OF-A-FEATHER 
(BoF) meeting to discuss goals for the work, the suitability of the IETF as a venue for pursuing the 

work, and the level of interest in and support for the work. In this article, we review the BoFs that took place 
during IETF 96, including their intentions and outcomes. If you’re inspired to arrange a BoF meeting, please 
read RFC 5434, “Considerations for Having a Successful Birds-of-a-Feather (BoF) Session”.

International Meeting Arrangements (imtg)

Description: This meeting was an educational session for experts to share knowledge about human  
rights, business, and strategies for navigating human rights issues within the IETF’s operations.

Proceedings: https://www.ietf.org/proceedings/96/minutes/minutes-96-imtg

Outcome: The community received helpful expert input and a constructive discussion occurred. The 
session was explicitly not to make any recommendations.

Low-Power Wide-Area Networks (lpwan)

Description: A new generation of wireless access technologies has emerged under the generic name of 
Low-Power Wide-Area (LPWA) and with a number of common characteristics that make these technologies 
unique and disruptive for Internet of Things applications. Typical LPWA Networks use license-exempt bands 
to provide low-rate connectivity to vast numbers of battery-powered devices over distances that may span 
tens of miles. Existing pilot deployments show the huge potential and meet industrial interest, but the loose 
coupling with the Internet makes the device management and network operation complex and implemen-
tation specific. There currently is little to no use of IETF technologies in LPWANs at large, and there is a 
need to evaluate their applicability to contribute to the emerging needs of these technologies, in terms of 
longevity, scalability, or better integration to existing systems and processes. (See page 12 for more on 
LPWAN.)

blue throated nightingale

Existing pilot deployments show the huge potential and meet  
industrial interest, but the loose coupling with the Internet makes 
the device management and network operation complex and 
implementation specific. 

Proceedings: https://www.ietf.org/proceedings/96/minutes/minutes-96-lpwan

Outcome: This was a productive meeting that identified several potential work items for a new IETF working 
group to take on. Since the meeting a proposed Working Group charter has been circulated for review by the 
community and it is likely that a newly formed working group will meet during IETF 97 in Seoul.
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Low-Latency Low-Loss Scalable Throughput (l4s)

Description: L4S provides a mechanism to allow scalable congestion controls, like Data Centre TCP 
(DCTCP), to coexist on the public Internet with preexisting classic congestion controlled traffic. L4S is made 
possible by the introduction of new active queue management (AQM) technology that isolates scalable and 
classic traffic in terms of latency, but behaves as a single queue in terms of bandwidth. The purpose of this 
non-WG forming BoF was to inform the community about these developments and to gather feedback.
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L4S is made possible by the introduction of new active queue 
management (AQM) technology that isolates scalable and classic  
traffic in terms of latency, but behaves as a single queue in terms  
of bandwidth. 

Proceedings: https://www.ietf.org/proceedings/96/minutes/minutes-96-l4s

Outcome: A good discussion was had and the proponents provided a very impressive technology demon-
stration as part of their presentation. The work is likely to move forward as multiple, discrete work items in 
existing Transport Area Working Groups. 

Limited Use of Remote Keys (lurk)

Description: HTTPS in typical use authenticates the server by proving ownership of a private key, which 
is associated with a public-key certificate. Currently, most trust models assume that private keys are  
associated and owned by the HTTP server and that the server is responsible for both the hosted content  
and for the network delivery. Although these assumptions were largely true in the past, today, the  
deployment of Internet services largely relies on multiple distributed instances of the service. In  
such architectures, the application expects to authenticate a content provider but is actually  
authenticating the node delivering the content. Since the first BoF during the IETF 
95 meeting in Buenos Aires, mailing list discussion has established 
that there is interest in dealing with the “offload transport 
security without giving the Content Delivery Network my 
private key” use-case.

Proceedings: https://www.ietf.org/proceedings/96/
minutes/minutes-96-lurk

Outcome: Potential approaches to addressing the iden-
tified use case were discussed and a number of serious 
challenges identified. There was no support for forming  
a Working Group, although some aspects of the work 
may be pursued in existing working groups (acme).

European robin  
(Erithacus rubecula)
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Intelligent Transportation Systems (its)

Description: The goal of this group is to standardize and/or profile IP protocols for establishing direct and 
secure connectivity between moving networks. The group is now focussed on specifying mechanisms for 
transmission of IPv6 datagrams over IEEE 802.11p OCB mode.

Proceedings: https://www.ietf.org/proceedings/96/minutes/minutes-96-its

Outcome: This was a good discussion and the narrow focus on adapting IP for use over a specific  
link-layer technology helped the group to make progress. Coordination with the Institute of Electrical and 
Electronics Engineers (IEEE) was identified as important, and the group has since progressed to forming 
an IETF working group, IP Wireless Access in Vehicular Environments (ipwave), that will meet for the first 
time during the IETF 97 meeting in Seoul.

Path Layer UDP Substrate (plus)

Description: The goal of this proposed Working Group is to enable the deployment of new, encrypted 
transport protocols, while providing a transport-independent method to signal flow semantics under  
transport and application control. The initial approach uses a shim layer based on the User Datagram 
Protocol (UDP), which provides compatibility with existing middleboxes in the Internet as well as ubiquitous 
support in endpoints, and provides for userspace implementation. This effort follows on from the spud  
BoF in Dallas and the spud prototyping effort.

Proceedings: https://www.ietf.org/proceedings/96/minutes/minutes-96-plus

This was a very well-attended and contentious meeting. It was clear  
that there was insufficient consensus for this work to proceed in its 
current form.

Outcome: This was a very well-attended and contentious meeting. It was clear that there was insufficient 
consensus for this work to proceed in its current form. More work is required on the problem statement,  
analyzing previous work addressing similar problems, and building a larger community of people interested 
in this approach.

Blue-throated nightingale  
(Luscinia svecica)
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QUIC (quic)

Description: QUIC is a UDP-based transport protocol that provides multiplexed streams over an  
encrypted transport. This BoF proposed formation of a Working Group to standardize QUIC’s core  
transport protocol and the mapping of the transport protocol to the facilities of TLS. An additional work item  
will be to describe how to map the semantics of applications onto the transport. The first mapping will be a 
description of HTTP/2 semantics using QUIC. (For more on QUIC, see page 17.)

Proceedings: https://www.ietf.org/proceedings/96/minutes/minutes-96-quic

Outcome: Around 400 people attended this session! This was a very well-organised meeting with clearly 
defined work and strong consensus that the proposed charter was good. Since the meeting, a new quic 
IETF Working Group has been formed in the Transport Area.

Ledger (ledger)

Description: Moving digital assets (making payments) between accounts operating on different payment 
networks or ledgers is not possible in an open, interoperable way. Interledger is a protocol stack for doing 
this (tranfering digital assets) over the Internet. The project was started within a W3C community group in 
October 2015 and has produced a number of technical specifications that are candidate Internet-Drafts.  
It defines a set of formats for representing digital asset transactions and protocols for executing those  
transactions in a secure and verifiable manner.

The project was started within a W3C community group in October 
2015 and has produced a number of technical specifications that are 
candidate Internet-Drafts. 

The purpose of this BoF was to introduce Interledger and the underlying protocols and to discuss how this 
work might progress at the IETF.

Proceedings: https://www.ietf.org/proceedings/96/minutes/minutes-96-ledger

Outcome: This was a non-WG forming BoF. It provided an opportunity for information sharing with the  
community and exploration of the potential for future IETF work. There was no clear consensus about 
bringing this work into IETF, and discussion is continuing on the mailing list. 
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On-site participants: 1424 

Newcomers: 283

Number of countries: 61

Hackathon participants: 158

IETF Activity since IETF 95  
(3 April–17 July 2016)

IETF 96 AT–A–GLANCE

Be the First Host on Your LAN to Receive  
the IETF Journal! Receive the latest edition of the IETF Journal as soon as  

it is available—in hardcopy or via email. Subscribe today at: 

       www.internetsociety.org/form/ietfj

    Want it faster? Follow the @ietfjournal Twitter stream  
    to read the articles as they are published.

New WGs: 4

WGs closed: 4

WG currently chartered: 144

New and revised Internet-Drafts (I-Ds): 1061

RFCs published: 100

• 55 Standards Track, 3 BCP, 7 Experimental,  

35 Informational  

IANA Activity since IETF 95 (March–June 2016)

Processed 1553+ IETF-related requests, including:

• Reviewed 97 I-Ds in Last Call and 114 I-Ds in Evaluation

• Reviewed 104 I-Ds prior to becoming RFCs,  

63 of the 104 contained actions for IANA

Added 3 new registries since IETF 95 (March–June 2016):  
opus-channel-mapping-families, http-alt-svc-parameters, vnc-uri

SLA Performance (January–June 2016)

• Processing goal average for IETF-related requests: 98.5%

• The 2016 SLA between ICANN and IAOC for the protocol  
parameter work has been approved and signed.

IANA and DNSSEC

• As of 15 July 2016, 1221 TLDs have a full chain of trust from 
the root. http://stats.research.icann.org/dns/tld_report/.

• Ceremony 25 was executed successfuly on 12 May 2016.

• Ceremony 26 is planned for 11 August 2016.  
https://www.iana.org/dnssec/ceremonies/26

RFC Editor Activity since IETF 95 (April–June 2016) 

Published RFCs: 89

• 77 IETF (5 IETF non-WG), 1 IAB, 0 IRTF, 6 Independent

Improvements to the website based on community feedback.

Stats project: testing completed, made preparations for install.

Internal: made a number of small updates to make RPC data  
              more accurate and efficient.
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IETF MEETIng CalEndar 
For more information about past and upcoming IETF meetings visit www.ietf.org/. 

IETF 98 date  26–31 march 2017

  Host  TbD

  location  Chicago, Il, usa

IETF 99 date  16–21 July 2017

  Host  Comcast–nbCuniversal

  location  Prague, Czech republic

IETF 100 date  12–17 november 2017

  Host  Cisco systems

  location  singapore

IETF 101 date  18–23 march 2018

  Host  TbD

  location  TbD

This publication has been made possible through the support of the 
following Platinum Programme supporters of the Internet Society

Special thanks for hosting IETF 96
The Internet Society Fellowship to the IETF,  

as part of the Internet Society next generation  
leaders Programme, is sponsored by
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