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10 YEARS OF THE IETF JOURNAL:  
HOW IT BEGAN
By Mirjam Kühne

DURING THE LATE 1990S AND EARLY 2000S, THE IETF MEETINGS BECAME VERY  
popular and the number of attendees increased significantly. This was likely due to a number of 

factors: the tech boom, the fact that many IETF meetings took place in beautiful California, and an 
increase in the IETF’s work load. At the time, working group sessions were sometimes so crowded that 

FROM THE EDITOR’S DESK
By Mat Ford

DALLAS, TEXAS, WAS THE LOCATION FOR THE 92ND MEETING OF THE INTERNET  
Engineering Task Force hosted by Google. In this issue of the IETF Journal we’ve tried to capture 

some of the highlights of the week and convey a small sample of the many exciting people and discus-
sions that make up an IETF meeting.

Our cover article, a retrospective of the Journal from our first editor, Mirjam Kühne, continues the 
celebration of our publication’s 10-year anniversary. We also have articles about the first-ever IETF 
Hackathon, a newcomer’s report on his freshman experience at an IETF meeting, and a great technical 
article for folks wondering what the buzzwords SDN and NFV are all about.

You’ll also find an update from the cochair of the OSPF Working Group. We encourage all working 
group chairs to consider periodically writing for the Journal!

Our regular columns from the IETF, Internet Architecture Board, and Internet Research Task Force 
chairs, and coverage of hot topics discussed during the plenary meetings wrap up this issue. For more 
details of the Internet Area of the IETF in particular, a Working Group summary report is available at 
https://wiki.tools.ietf.org/area/int/trac/wiki/IETF92.

We are hugely grateful to all of our contributors. Please send comments and suggestions for  
contributions to ietfjournal@isoc.org. You can subscribe to hardcopy or email editions at https://www.
internetsociety.org/publications/ietf-journal/ietf-journal-subscription. 
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MESSAGE FROM THE IETF CHAIR
By Jari Arkko

AS I WRITE THIS, OUR NEXT MEETING IN PRAGUE IS JUST A FEW WEEKS AWAY. I’M  
looking forward to interesting discussions from our new working groups (WGs) and Birds-of-a-

Feather (BoF) sessions, including the Deterministic Networking (DETNET) BoF, Distributed Denial-of-
Service Open Threat Signaling (DOTS) WG, and the privacy-enhanced Real-time Transport Protocol 
Conferencing (PERC) WG. I’m also excited to hear the latest conversations around educating new 
IETF participants from the EDUNEXT BoF, as well as the advances made by our ongoing efforts in 
Web protocol development, Internet of Things, and the privacy of Internet communications.

Active work is also happening in our leadership groups. The Internet Engineering Steering Group 
(IESG) recently reorganised its IETF areas to enable a greater focus on growing areas of work and make the IESG’s 
work more flexible. The reorganisation created a new area that focuses on applications and real-time traffic in the  
Internet and that is managed by three area directors—we increased the number of area directors dealing with routing 
to match the high amount of work happening in that area. Working groups will be assigned area directors who have 
the most relevant expertise for the given topic, regardless of the specific areas in which the working groups reside.

The mission of the Internet Engineering Task Force is to make the Internet work better by producing high-quality and relevant  
technical documents that influence the way people design, use, and manage the Internet. See http://www.ietf.org.

Recent IESG Document and Protocol Actions
A full list of recent IESG Document and Protocol Actions can be found  

at https://datatracker.ietf.org/iesg/ann/new/
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One of the trends that we’re seeing is the more prominent role of open-source 
efforts... [T]here’s plenty to do to make open source and IETF worlds work  
even better together.”

Jari Arkko, IETF Chair

But how the IETF community as a whole works is even more important than the IESG’s organisation. The community 
is where the real work happens! One of the trends that we’re seeing is the more prominent role of open-source efforts. 
The IESG noted the positive experiences that came from the IETF Hackathon (page 10), so we plan to continue and 
expand these events. We also noted the positive results that arose by focusing IETF work related to data models—a 
lot already happens with data models at the IETF, but there’s plenty to do to make open source and IETF worlds work 
even better together. For example, at the IETF 92 Hackathon, Benoit Claise worked on tools to integrate checking 
and Internet-Draft generation of YANG models. When data models can be easily moved to different formats or 
checked against each other, the production of high-quality models becomes easier for everyone. We eagerly await the  
upcoming Hackathon in Prague and continue to brainstorm new ideas for the next one.

Finally, the Internet Architecture Board (IAB) is focusing on a number of issues, including overseeing Internet  
Assigned Numbers Authority stewardship transition discussions in the global community and thinking about the privacy 
issues from an architectural perspective. Internet users and service providers are producing an increasing fraction of 
end-to-end secured traffic in the Internet. Changes like this can have a global impact on the Internet, including how 
networks are managed. The IAB is working with the GSM Association to understand what new tools may be needed 
in this situation, including arranging a workshop on managing radio networks in an encrypted world. See https://www.
iab.org/2015/06/22/call-for-papers-managing-radio-networks-in-an-encrypted-world-marnew-workshop/ to submit 
your thoughts and join the workshop. I look forward to seeing you there! 
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WORDS FROM THE IAB 
CHAIRS
By Russ Housley and Andrew Sullivan

Marching with a New Group

March represents the IETF’s time for change as the new NomCom 
appointments take effect at each March IETF meeting. This year, 
three members of the Internet Architecture Board (IAB) ended 
their terms: Joel Halpern, Eliot Lear, and Xing Li; and the NomCom  
selected three new members to appoint to the IAB: Ralph Droms, 
Robert Sparks, and Suzanne Woolf. We thank Joel, Eliot, and Xing for their service; and welcome Ralph, Robert, and 
Suzanne.

The Internet Architecture Board is chartered both as a committee of the IETF and as an advisory body of the Internet Society. 
Its responsibilities include architectural oversight of IETF activities, Internet Standards Process oversight and appeal, and the 
appointment of the RFC Editor. See http://www.iab.org.

Continued on next page

This year also saw internal change at the IAB. Russ Housley chose not to stand for another term as IAB chair. The IAB 
selects its chair each year and this year it selected Andrew Sullivan, which is why there are two authors on this report.

For Russ, the outgoing IAB chair, the theme of the meeting was transition. “It has been a real pleasure to serve this 
community, and it has been easy to pass the baton to such a credible and qualified individual.”

For Andrew, the new IAB chair, the theme of the meeting was, “Wow, there are a lot of side meetings to go to.”

Immediately after IETF 92, the IAB selected Gonzalo Camarillo and John Levine to sit on the Internet Society Board of 
Trustees, each for a term of three years. The Internet Society announced this selection in April.

Programs

The IAB operates programs for two primary reasons. First, IAB programs facilitate the identification of topics that 
require focus over a period that could extend beyond member terms. Note that individuals need not remain members 
of the IAB in order to continue their work within programs. Second, they enable the IAB to recruit outside expertise—
the IAB can’t know everything.

In Dallas, the work of two programs was highlighted during the technical plenary. First, Brian Trammel gave a  
presentation on the IAB Stack Evolution program, with a focus on the Stack Evolution in a Middlebox Internet (SEMI) 
workshop. The ossification of the Internet protocol stack is a critical issue for the overall architecture. If the Internet  
architecture is not flexible, it will become obsolete. We have witnessed this with previous communications technologies. 
The IAB is committed to seeking improvements in this area, which is why it held the workshop and enthusiastically 

For Russ, the outgoing IAB chair, the theme of the meeting was transition. “It 
has been a real pleasure to serve this community, and it has been easy to pass 
the baton to such a credible and qualified individual.”

Andrew Sullivan, Incoming IAB ChairRuss Housley, Outgoing IAB Chair
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10 Years of the IETF Journal: How It Began, continued 

Some of the active parti-
cipants and I wondered 
if there might be a way 
to keep the information 
gatherers in the loop, 
while also retaining 
space in the working 
group sessions for more 
serious participants

it could be difficult to even enter them, and 
those who actively participated in the work 
became annoyed when seats were taken 
by attendees who were looking to gather 
information, rather than actively participate 
in building standards. 

Some of the active participants and I 
wondered if there might be a way to keep 
the information gatherers in the loop, while 
also retaining space in the working group 
sessions for more serious participants—a 
newsletter, for example. 

We envisioned that a newsletter could 
serve multiple purposes. 

• Those who were only peripherally  
interested in IETF developments 
could read about them without having 
to attend meetings.

• Those who wanted to participate 
on site could use the newsletter 
to convince their manager of the 
meetings’ importance.

• It could be used to engage newcomers 
and other potential participants.

• It could help keep present IETF  
participants of all levels up-to-date on 
activities throughout the organization. 

When I began working at the Internet 
Society in 2003, I saw my chance to 
develop such a newsletter. I was aware 
of the skepticism within the IETF towards 
press and glossy magazines, so I 
decided to build the newsletter into the 
IETF process and, more important, to  
establish it from within the IETF to increase 
the odds of acceptance and support by 

Words from the IAB Chairs, continued 

promoted the Session Protocol for User 
Datagrams (SPUD) Birds-of-a-Feather 
(BoF) meeting. For more details about the 
SEMI workshop, look for the workshop 
report coming soon to an Internet-Draft  
repository near you.

Second, Andrew Sullivan gave a pre-
sentation on the IAB Internationalization 
program, in which he outlined some 
history and reasoning behind a recent 
IAB statement and promoted the Locale-
free UniCode Identifiers (LUCID) BoF. 
Also in Dallas, program participants gave 
a presentation to WG chairs about the 
PRECIS approach to internationalization, 
with a goal of helping chairs know what 
their working groups need to do. In 2014, 
the IAB believed that internationalization 
would be quiescent. It lowered the priority 
of its Internationalization program on the 
theory that the issues there were less 
pressing than other IAB topics. But events 
conspired to make this a bad bet. The 
result was a statement (https://www.iab.

org/documents/correspondence-reports- 

documents/2015-2/iab-statement-on-

identifiers-and-unicode-7-0-0/) about 

identifiers and recent versions of Unicode. 

The IAB has now identified the topic of  

internationalization as a serious gap for 

the Internet community. There are simply 

too many issues for the tiny number of  

interested people to tackle—the result is 

festering problems, like the one that the 

LUCID BoF tried to address in Dallas.

Naturally, the change in IAB personnel 

also meant changes to program oversight 

and membership. Learn more about IAB 

programs and membership at https://www.

iab.org/activities/programs.

Highlights since IETF 91

The IAB published RFC 7452, “Archi-

tectural Considerations in Smart Object 

Networking.” The issues around smart 

objects were again highlighted during the 

Technical Plenary, where they were the 

central topic of the technical presentation.

The IAB published RFC 7500, “Prin-
ciples for Operation of Internet Assigned 
Numbers Authority (IANA) Registries.” 
With the transition of the IANA away from 
the stewardship of the National Telecom-
munications and Information Adminis-
tration (NTIA), it is important to outline the 
principles by which any IANA operation 
must function. That’s what this RFC does.

The IAB continued the liaison rela-
tionship with the Internet Corporation for  
Assigned Names and Numbers (ICANN) 
Root Server System Advisory Com-
mittee (RSSAC). See the joint statement 
at https://www.iab.org/documents/corre-
spondence-reports-documents/2015-2/
iab-liaison-to-icann-root-server-system-
advisory-council-rssac.

Finally, the IAB issued a statement that  
individuals appointed by the IAB to liaison 
positions should serve without expectation 
of direct compensation. See the statement 
at https://www.iab.org/documents/corre-
spondence-reports-documents/2015-2/
iab-statement-on-liaison-compensation.

both the IETF administration and its parti-
cipants. I approached Brian Carpenter, 
chair of the IETF, and Leslie Daigle, chair 
of the Internet Architecture Board (IAB). 
It took some convincing but, in the end, 
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In 2009, after IETF 75 in Stockholm, I 
handed the IETF Journal to my colleagues 
at the Internet Society. I created the first 
issue of the new IETF Journal with high 
hopes that the IETF community would 
accept it. Happily, they did! The Journal 
has been published three times a year 
since then, reporting from each IETF 
meeting, informing the community on the 
developments at the IETF—and now after 
ten years, it has gotten a complete facelift.

I remain grateful to the 
volunteer contributors 
and advisors who made 
and still make the IETF 
Journal the informative 
and varied publication  
it is.

we all agreed that this would best fit as 
an activity of the IETF Education Team 
(see www.ietf.org/edu/)—thereby making 
it an internal IETF activity, rather than an  
external media publication. We also 
decided that the IAB and the IETF chairs 
would be both members of the newsletter’s 
editorial board and regular contributors, as 
they still are today. 

So I joined the Edu Team mainly to set 
up the IETF Journal. And although today 
the IETF Journal is a well-established and  
independent publication—no longer part 
of the Edu Team—I’ve stayed with the Edu 
Team (see http://www.internetsociety.org/
publications/ietf-journal-july-2014/getting-
educated-meet-the-ietf-edu-team). 

Once the concept was approved, we 
needed a name. I was aware of Ole  
Jacobsen’s success with the IP Journal; 
and Jacobsen was a valuable advisor 
during the establishment of our news-
letter. In collaboration with the IP Journal, 
we chose the name IETF Journal and a 
simple, nonglossy design. 

Together with Peter Godwin who helped 
with the layout and copyediting, I created 
the first issue of the IETF Journal. Later, I 
enjoyed a wonderful collaboration with the 
Internet Society’s longtime editor, Wendy 
Rickard, who passed away much too early 
in 2012 (see www.internetsociety.org/ 
articles/remembering-wendy-rickard). The 
first issues had very few photos. Later, 

Peter Löthberg became the Journal’s  
unofficial photographer, primarily because 
he was the only one who could get away 
with holding a camera in people’s faces at 
IETF meetings. 

I had no idea how I would fill an entire news-
letter three times a year without creating 
all the content by myself. So at each and 
every IETF meeting, I pushed myself 
out there, and sought volunteers to write 
updates about hot topics that I’d combine 
with regular features, such as articles from 
the Internet Research Task Force (IRTF), 
a list of Bird-of-a-Feather (BoF) sessions, 
and summaries from the plenary sessions. 
In the beginning, we also listed new RFCs 
published since the previous issue of the 
Journal, but that quickly became unman-
ageable. I remain grateful to the volunteer 
contributors and advisors who made and 
still make the IETF Journal the informative 
and varied publication it is.

Some highlights from my years as editor 
include having the privilege of interviewing 
a number of people for the IETF’s 20th  
anniversary (IETF 65) who attended the 
first IETF meeting and who were still 
active. I gained some great insights into 
the history of the IETF, as well as the future 
challenges these early members foresaw. 
For a different perspective, I also inter-
viewed a number of newcomers at IETF 
65. You can find these interviews at http://
www.internetsociety.org/publications/ietf-
journal-spring-2006. I’d be curious to hear 
what some of them have to say now—
several of them are still active in the IETF 
community.

Also in 2006, we 
added a regular feature: 
reports from what later 
became the Internet 
Society Fellows to the IETF 
programme, a programme 
that enables engineers and  
policy makers from devel- 
oping countries to get involved 
in the workings of the IETF.

IETF 92

Associate Editor Wendy Rickard and Managing 
Editor Mirjam Kühne preparing the next IETF 
Journal at IETF 69. Photo: Peter Löthberg

Since the last issue of the IETF Journal went to press, the Internet passed a major milestone in 

its journey from research network to preeminent global communications medium. �e �nal blocks 

of unicast IPv4 address space were allocated to the Regional Internet Registries on 3 February 2011. 

In this issue, Internet Architecture Board (IAB) 

chair Olaf Kolkman gives us his statement at 

this juncture in Internet history (page 3).

During IETF 79, the Internet Society hosted 

a panel discussion on the topic “Handheld, 

Wireless, and Open: Priorities for the Mobile 

Future Internet.” �e diversity of devices now 

connecting to the Internet is creating new chal-

lenges for engineers, operators and users alike. 

On page 5 we present a snapshot of the event 

itself and on page 12 we have a more detailed re-

�ection from Leslie Daigle on some of the issues raised by “�e Untethered Future of the Internet.”

In addition to our other regular features, we include an opportunity to get to know the Internet 

Society Fellows who attended IETF 79 (page 11) as well as an in-depth look at the challenges being 

faced by operators in the presence of IPv4 address depletion and the need to deploy IPv6 throughout 

their service portfolio (page 4). Finally, Christian Jacquenet gives us some valuable insight into 

France Telecom’s recent progress with IPv6 deployment (this page).

As usual, sincere thanks to all our contributors. We invite you to send comments and suggestions 

for future issues to iet�ournal@isoc.org.  

the 

�e IPv4 world as we know it is coming to an end. IPv6 is the only perennial solution to global IPv4 

address depletion, but transition will take several years, if not decades. 

As a consequence, service providers have to deal with two distinct issues:

1. �e need to face the forthcoming global IPv4 address depletion, which means the introduction 

of IPv6 capabilities into network and service infrastructures

2. �e need to guarantee IPv4 service continuity during the transition period when global IPv4 ad-

dresses will become even more scarce: that is, make sure customers can still access IPv4 content 

from an IPv4 terminal despite the scarcity of public IPv4 addresses.
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An IETF View of IANA 
By Thomas Narten

The Internet Engineering Task Force (IETF) currently outsources its supporting functions:  
Request for Comments (RFC) publication, secretarial support, and the registration and  

publication of Internet Protocol Parameters. The IETF protocol parameters function, widely known 
within the IETF as the Internet Assigned Numbers Authority (IANA), the RFC Editor, and IETF 
Secretariat all perform functions that are critical to the operation of the IETF.

From the Editor’s Desk
By Mat Ford

The 88th meeting of the Internet Engineering Task Force was hosted by Huawei in Vancouver, 
Canada, a very popular location for IETF meetings over the years.

Our cover article in this issue is “An IETF View of IANA,” and explains the relationships among 
the IETF, IANA, and ICANN, and how they all work together. We also have articles about the  
proceedings of the GeoNet and IGOVUPDATE BoF meetings, plus the BoF meetings that are 
covered in our regular IETF Ornithology column.

We celebrate the most recent winner of the Applied Networking Research Prize in “Cloud Storage 
Dissected: A View Inside Dropbox,” and document the Internet Society panel event that debated the 
question of what success looks like for IPv6 deployment. 

As usual, you’ll find our regular columns from the IETF, IAB, and IRTF chairs, as well as 
coverage of hot topics discussed during the plenary meetings. For more details of the Internet Area 
of the IETF in particular, a Working Group summary report is available at http://wiki.tools.ietf.org/
area/int/trac/wiki/IETF88.

We are hugely grateful to all of our contributors. Please send comments and suggestions for con-
tributions to ietfjournal@isoc.org. You can subscribe to hardcopy or email editions at  https://www.
internetsociety.org/publications/ietf-journal/ietf-journal-subscription.  
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* The articles published in the IETF Journal are not intended to reflect the opinions or the position of the IETF 

or the Internet Society. See http://www.ietf.org. Continued on page 5

A report from IETF 91, November 2014, Honolulu, Hawaii. Published by the Internet Society  

in cooperation with the Internet Engineering Task Force.*

OPEN STANDARDS, OPEN SOURCE,  

OPEN LOOP by David Ward

T HERE EXISTS AN UNAVOIDABLE QUESTION FOR BOTH COMMUNITY PARTICIPANTS 

and observers: are standards development organisations (SDOs), such as the Internet Engineer-

ing Task Force (IETF), still relevant in today’s rapidly expanding environment of Open Source Software 

(OSS) projects?

FROM THE EDITOR’S DESK

By Mat Ford

T HE NERDS RETURNED TO PARADISE FOR THE IETF 91 MEETING, HOSTED BY CISCO  

in stunning Waikiki, Honolulu. Despite the temptation to devote the week to surfing, attendees  

got a lot of great work done at this memorable meeting.

Our cover article discusses the challenges for standards organisations like the Internet Engineering 

Task Force (IETF) in the face of agile software development paradigms. We also have articles about 

the upcoming IETF website revamp, a new initiative on human rights and Internet protocols, and a 

report on the WiFi privacy trial that ran on the meeting network in Hawaii.

You’ll read about the most recent winners of the Applied Networking Research Prize, and learn about 

the Internet Society panel event that explored the question, Is Identity an Internet Building Block?

Our regular columns from the IETF, the Internet Architecture Board, and the Internet Research Task 

Force chairs, plus coverage of hot topics discussed during the meeting’s plenary sessions wrap up the 

issue. For more details of the Internet Area of the IETF in particular, a Working Group summary report 

is available at http://wiki.tools.ietf.org/area/int/trac/wiki/IETF91. And last, the issue debuts a new look 

for the IETF Journal, part of a year-long celebration of the publication’s 10-year anniversary.

We are hugely grateful to all of our contributors. Please send your comments and suggestions for  

contributions to ietfjournal@isoc.org. You can subscribe to hardcopy or email editions at https://www. 

internetsociety.org/publications/ietf-journal/ietf-journal-subscription. 
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Congratulations to everyone who has 
helped the IETF Journal succeed. Did it 
keep the number of information-gathering 
participants at bay? Did anyone use it to 
convince their manager of the importance 
of a meeting? I don’t know. But I do know 
that I enjoy reading it and that it helps keep 
at least this IETF participant up-to-date on 
developments now that I don’t attend every 
meeting. 
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“We want to show smart-
object developers that  
IP will be a cheaper  
Layer 2 because of the 
large ecosystem of 
personnel, experience, 
and tools that we in the 
IETF have developed.”

—Dave Thaler, Panelist

IAB RELEASES GUIDELINES FOR 
INTERNET-OF-THINGS DEVELOPERS 
By Carolyn Duffy Marsan

A NEW REQUEST FOR COMMENT (RFC), WHICH PROVIDES GUIDANCE TO NET-
work engineers designing Internet-connected smart objects, was the main topic at the 

Technical Plenary session of IETF 92 in Dallas. 

RFC 7452, entitled “Architectural Consid-
erations for Smart-Object Networking,”  
explains how and when IP-based protocols 
can be used for embedded devices that 
have constrained energy, bandwidth, size, 
memory, and other factors. 

RFC 7452 was written as a follow-up to the 
Internet Architecture Board’s (IAB’s) Smart 
Object Workshop, which was held in March 
2011. During that workshop, the IAB noted 
that many smart objects used protocols 
other than IP because developers felt that 
IP was too heavyweight. The goal of RFC 
7452 is to demonstrate the benefits of inter-
connecting smart objects with the Internet. 

Thaler and another coauthor, Hannes 
Tschofenig, presented RFC 7452 to the 
Technical Plenary audience. 

Thaler noted that the IETF has seven 
working groups making progress in various 
areas related to smart objects, as well as a 
new Internet Research Task Force group. 
Other standardization organizations are 
also active in smart objects: the ZigBee  
Alliance adopted a standard for IPv6-
based wireless mesh networks called 
ZigBee IP, and Bluetooth version 4.2 
enables low-power IP connectivity. 

“Meanwhile, hackers themselves have 
also been working overtime,” Thaler said. 
“We’ve had attacks against televisions, 
hacks against thermostats, hacks against 
lightbulbs. We’ve had hacks against front-
door locks and power outlets and even 
certain toilets.” 

Given the threats associated with these  
Internet-connected devices, Thaler said 
it is important for the IETF community to  

understand smart-object architecture. 

Thaler said smart objects differ from PCs 
in four main ways. First, these devices 
are constrained in such areas as memory 
or bandwidth. Second, they interact  
directly with the physical world even when 
a human isn’t present, as in thermostats 
and security systems. Third, they may be 
physically accessible by untrusted parties, 
or inaccessible by trusted parties, making 
them hard to secure. Further, they have a 
long lifespan, up to 40 years. 

If smart-object developers use IP, they 
must devote resources such as memory 
and power to it, and they have to worry 
about securing the device from Internet-
based attacks. Alternatively, developers 
who don’t put IP in a smart object will need 
an application-layer gateway and may 
end up reinventing work that the IETF has 
already done like congestion control and 
security mechanisms. 

RFC 7452 examines four common commu-
nication patterns for smart objects: 

1. Device-to-device within the same 
network, which rarely uses IP today 
and instead uses such protocols as 
Bluetooth, Z-Wave or ZigBee. Given 
that these devices often have a direct rela-
tionship, they usually have built-in security 
and trust, but they also use device-specific 
data models that require redundant devel-
opment efforts. 

2. Device-to-cloud, in which a device 
connects to a cloud service through 
a widely deployed communications 
mechanism such as WiFi. Typically, the 
device and cloud service are from the 
same vendor. One risk is that the device 
might become unusable if the vendor goes 
away, a scenario that standard protocols 
would mitigate. In addition, standards in 
such areas as configuring smart objects 
with cryptographic keys could slash devel-
opment time and eliminate silos. 

3. Device-to-application-layer gateway, 
which uses a nonubiquitous network-
ing layer, as well as local authentication 

Dave Thaler, IAB member and coauthor of RFC 
7452, presenting the RFC at the Technical Plenary.

“Companies make decisions based on 
what’s cheapest and most financially ben-
eficial for them,” explained Dave Thaler, an 
IAB member and coauthor of RFC 7452. 
“We want to show smart-object developers 
that IP will be a cheaper Layer 2 because 
of the large ecosystem of personnel, expe-
rience, and tools that we in the IETF have 
developed.”
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Previous attacks on 
smart objects illustrate  
common problems such 
as limited software  
update mechanisms, 
missing key management, 
missing access control, 
lack of encryption, and 
vulnerability to physical 
attacks. 

and authorization. These types of 
smart objects require interoperability 
with non-IP devices. Sometimes this  
approach is taken for integrating IPv6-only 
devices, which means a gateway is nec-
essary for legacy IPv4-only devices and 
services. Often the smart object and the 
gateway are from the same vendor, and 
the gateway is a smartphone app. While 
the application-layer gateway approach 
supports IPv6, it adds complexity and cost 
to the development process.

4. Back-end data sharing, which creates 
data silos from proprietary schemas. 
The result is federated cloud services or 
cloud application programming interfaces. 
Standard protocols can help but are not 
sufficient to eliminate data silos because 
common information models are needed 
between the vendors. 

“A plethora of data models is being defined 
right now, but most are out of the scope 
of the IETF, which focuses on data models 
for routers and bridges but not thermostats 
and light bulbs,” Thaler said. 

Smart-object developers have indicated 
some desire for common mechanisms, 
such as an application-layer mechanism 
to configure WiFi settings, but it isn’t clear 
whether the IETF has a role in developing 
these mechanisms. Another worry for the 
IETF is that the lack of standardization 
will affect the Internet’s end-to-end capa-
bilities, Thaler added. 

“When we talk about cost with smart 
objects, we have to think about total cost  
of ownership, which is the sum of at least  
three things: hardware, energy, and deploy- 
ment costs and maybe some other things,” 
Thaler said. “This notion of ‘IP is too expen- 
sive’ is focusing just on hardware.” 

RFC 7452 acknowledges that the Internet-
of-Things (IoT) model creates many new 
security threats, but the IETF has security 
recommendations that are applicable. For 
example, the IETF recommends using 
random numbers for authentication, key 
generation, key transport, and other capa-
bilities. In PCs and servers, that’s easy to 

accomplish. But embedded systems don’t 
usually have access to random numbers 
due to the size and power of their pro-
cessors. Without randomness, embedded 
systems are more vulnerable to attack. 

‘In the wild, you actually see many systems 
basically having no sources of random-
ness, generating the same keys over and 
over again, which is obviously fatal for  
security,” Tschofenig said. 

Key length is another important consid-
eration with smart objects. 

“Because many IoT devices have con-
straints in processing power and memory, 
the temptation is huge to reduce key size 
to increase performance. But if you go 
below a certain threshold, the security 
isn’t worth anything anymore,” Tschofenig 
added. “IETF recommends 112-bit sym-
metric keys to be used as a standard. If 
you look at many IoT products, you will see 
that those do not meet the recommended 
key size.” 

Previous attacks on smart objects  
illustrate common problems such as limited 
software update mechanisms, missing key 
management, missing access control, lack 
of encryption, and vulnerability to physical 
attacks. 

“It was reported that hackers used light-
bulbs missing configuration settings to 
turn on and off the lights, which is pretty  
annoying,” Tschofenig said. “Other products 
have the very same vulnerabilities, like 
surveillance cameras, baby cameras and 
cameras at gas stations… If you switch to 
industrial control systems, you can very 
easily see the potential for harm.”

IoT also enables physical attacks. Special 
hardware is available to bypass access 
control mechanisms or extract keys. 
These tools are getting cheaper and more 
accessible, so the IAB expects a rise in 
physical attacks.  

“I think it’s fair to say that Internet-of-Things 
security we see today is very much like PC 
security was 20 years ago,’’ Tschofenig 
said. “If you look outside the consumer 
space to the industrial environment, you 
already see the potential or direction of 
where this is headed. One example is an 
attack last year at a German steel factory 
where attackers managed to change the 
process and damage the steel factory.”

Privacy challenges with the deployment 
of IoT technologies also arise, such as the 
quality of user consent and data gathering 
about user behavior. For example, a smart 
watch sending out radio signals would 
enable the person wearing it to be phys-
ically tracked. Tschofenig added that these 
privacy problems associated with smart 

Continued on next page 

Hannes Tschofenig, IAB member and coauthor  
of RFC 7452, presenting the RFC at the Technical 
Plenary.
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objects do not yet have a satisfactory  
solution. 

“Without a user interface in the device, it 
is very difficult to ask the user for consent 
in a real-time fashion,” Tschofenig says. 
“Also, there is a desire on the part of com-
panies to collect lots of data from different 
devices and correlate those to find lots of 
interesting insight. Doing that obviously 
raises privacy concerns for the end users.”

RFC 7452 concludes that developers 
should always use state-of-the-art key 
length, encryption, and automatic key 
management in smart objects. The guide-
lines also say developers should integrate 
a software update mechanism and a 
hardware-based random number gener-
ator while taking physical attacks into 
account. 

“We believe that using IETF and Internet 
protocols for Internet of Things is definitely 
do-able and important and prevents a lot of 
problems,” Tschofenig summed up.

One point of contention during the question 
and answer period was the issue of 
whether Internet of Things devices need a 
predetermined end-of-life date. Tschofenig 
pointed out that the idea of having an  
expiration date for IoT devices was  
mentioned in a recent US Federal Trade  
Commission report and was inspired  
by Microsoft discontinuing Windows XP. 
However, several audience members 
argued that a secure update protocol that 
is small enough for devices to run without 
a buffer needs to be developed so that 
devices don’t have an expiration date. 

After the technical topic, the IAB high-
lighted its Stack Evolution in a Middlebox 
Internet (SEMI) workshop held in January. 
Brian Trammell outlined the findings of the 
workshop, which focused on the evolution 
of interfaces to transport and network-layer 
services beyond UNIX domain sockets,  
as well as a strategy for improving path 
transparency in the presence of firewalls 
and middleboxes. 

IAB Releases Guidelines for Internet-of-Things Developers, continued called HOPS, for How Ossified is the 
Protocol Stack?

“We’re making decisions on how to move 
forward. We need data to do it, and we need 
to get the people with the data together  
with the people who have the questions to 
ask of the data,” Trammel said. 

In addition, the IETF’s Session Protocol for 
User Datagrams (SPUD) group is looking 
at methods of encapsulation for path ex-
posure in user-space transports. SPUD 
is considering such issues as what infor-
mation should be exposed and what in-
centives will exist to expose information 
and only accurate information. 

Trammel said the goal of the workshop 
was to discuss ossification of the transport 
player and how to fix it for emerging  
applications such as Real Time Commu-
nications in Web browsers (RTCWEB). 
He said the IAB is looking into this now 
because there is new energy in the 
IETF to create more flexible interfaces 
through such working groups as Transport 
Services (TAPS). Plus, the transport layer  
is under pressure due to increasing deploy- 
ment of encryption, with everything being 
sent over Transport Layer Security (TLS). 

“There is also pressure created by  
increasing deployment of encryption,” said  
Trammel. “If we do everything over TLS, 
which is the easiest way to do it, we’re going 
to break a lot of deployed middleboxes. 
There is an opportunity between breaking 
everything and having no privacy.”

The SEMI workshop featured 20 research-
ers, who were invited to present papers on  
deeper understanding of transport archi- 
tectures, broadening transport interfaces,  
and defining approaches to middlebox  
cooperation. The presenters were split on  
TCP, with some wanting to support it and 
others wanting to replace it. 

The workshop concluded that future work 
on middlebox cooperation was necessary, 
including mechanisms for detection of 
path characteristics, path impairment, and 
troubleshooting. Other goals are a better 
understanding of how transport should 
evolve and interface improvements that 
will expose more information to applica-
tions about transport. One hard problem 
is identifying trust issues and deployment 
incentives for middlebox cooperation and 
evolution approaches. 

The workshop concluded with a commit-
ment to measurement. Participants said 
service providers and platform developers 
have access to data which, in aggregate, 
could better inform decisions about 
transport protocols. This issue is being  
discussed under the IETF mailing list 

“I think it’s fair to say that  
Internet-of-Things security  
we see today is very 
much like PC security 
was 20 years ago.’’ 

–Hannes Tschofenig, Panelist

Next steps include the workshop report,  
cooperating with ETSI’s NFV Forum  
on middlebox issues, UDP encapsulation 
guidelines, and a statement on archi-
tectural assumptions in transport evolution. 

Finally, Andrew Sullivan, the new IAB 
chair, explained the IAB’s statement on 
Identifiers and Unicode 7.0.0. The issue 
occurs when a script contains both a  
precomposed form of a character and  
decomposed form of a character and these 
two forms are not canonically equivalent. 
While humans can’t tell the characters 
apart, machines treat them differently. This 
problem occurs in both Arabic-script and 
non-Arabic script characters. 

The IAB has called for further work on 
this problem, which was discussed in the 
Locale-free UniCode Identifiers Birds of a 
Feather held during IETF 92. 
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OPEN SHORTEST PATH FIRST:  
THE STATE OF THE LINK STATE 
By Acee Lindem

For OSPFv2, we have chosen to leave 
the base protocol intact and originate 
separate link-state advertisements 
(LSAs) to advertise TLVs for applications 
such as segment routing and maximally 
redundant trees. The OSPFv2 Prefix/Link 
Attributes draft has completed WG last-
call and publication has been requested. 
There are no less than five known  
implementations. There is, however, one 
disadvantage to this approach in that 
the attributes for additional applications 
are advertised independent of the base 
OSPF topology and IP reachability. 
Hence, implementations must correlate 
the base LSAs with the attribute LSAs.

For OSPFv3, a more ambitious  
approach is proposed in which even the 
base LSAs are replaced with completely 
TLV-based LSAs. With this encoding, 
all the information for a given prefix or 
link can be advertised in the same LSA, 
thereby greatly simplifying implemen-
tation and reducing network overhead. 
These mechanisms will position OSPFv3 
as an ideal candidate for the Next Gen-
eration Interior Gateway Protocol (IGP) 
since OSPF has the distinct advantage 
over other IGPs in that information can 
be partitioned and advertised in multiple 
LSAs, as opposed to monolithic protocol 
data units (PDUs). With OSPFv3, when 
the topology or reachability changes, 
only the affected LSAs need to be read-
vertised. These mechanisms are defined 

in the OSPFv3 Extended LSAs draft. 
The discussions, reviews, and editing 
have gone well, and we are now waiting 
for implementations. There are basically 
two barriers to implementation. The first 
barrier is that OSPFv3 is not nearly as 
widely deployed as OSPFv2 and, as a 
result, there is less incentive to extend 
it. The second barrier is the complexity 
added by the protocol’s backward-com-
patibility mechanisms. 

With these base LSA extension mech-
anisms, OSPF is being used to support 
some exciting new applications. Segment 
Routing is probably the most important 
of these as it avails the existing Multi-
Protocol Label Switching (MPLS) data 
plane without any MPLS specific control 
plane protocols (i.e., no LDP or RSVP). 
In addition, segment routing simplifies 
traffic engineering and offers improved 
IP Fast Reroute (IPFRR) coverage 
because packets can be steered over 
any router adjacency.  

Other applications using the TLV-based 
OSPF encodings include an IPFRR  
algorithm known as Maximally  
Redundant Trees (MRT), support of the 
Bit-Indexed Egress Replication (BIER) 
multicast data plane, and support for 
additional OSPF metrics in satellite 
networks. 

Model-Driven Programmability (MDP) is 
a common requirement for many IETF 
working groups. In the OSPF WG, we 
formed a multivendor design team that 
has met weekly for almost a year to define 
a common OSPF YANG model. We have 
reached consensus, despite some sig-
nificant differences in vendor configu-
rations. One key decision was settling on 
the virtual routing and forwarding (VRF)-
centric over the protocol-centric model. 
In VRF-centric model, protocol configu-
ration for individual VRFs (aka, routing 
instances) are contained within that 
VRF rather than the being consolidated 
within a single routing protocol instance. 
Another key hierarchal decision that will 
impact multiple IETF models is whether 
to adopt a proposal from OpenConfig to 
group the operational state at the same 
level as the configuration. In the current 
version of the OSPF model, there are 
separate configuration and operational 
state YANG hierarchies. However, the 
model will likely be reorganized by the 
time this article is published. Since this 
decision impacts many YANG models, 
the discussion is also taking place in the 
NETMOD working group.

Finally, the working group is also looking 
at ways to scale OSPF beyond its  
practical limits. One such proposal is  
the Topology Transparent Zone (TTZ)  
enhancement that abstracts an arbitrary  
portion of an OSPF network as a full  
mesh of connections between the routers  
bordering that abstracted topology.  
Another is the OSPF stub neighbor  
proposal that optimizes LSA flooding in 
hub-and-spoke topologies. 

WORKING GROUP UPDATE: OPEN SHORTEST PATH FIRST (OSPF)

THE OPEN SHORTEST PATH FIRST (OSPF) PROTOCOL IS ONE OF TWO  
Interior Gateway Protocol (IGP) routing protocols being standardized in the IETF. It 

is widely deployed in both enterprise and service-provider networks, and is the control 
plane protocol of choice in optical networks. The OSPF Working Group (WG) is one 
of the older IETF working groups and, after more than two decades, you’d think that it 
would be reaching maintenance mode. Yet, in fact, we are at a crossroads as we stan-
dardize flexible type-length-value (TLV)-based extension mechanisms. 

One key decision was 
settling on the virtual 
routing and forwarding 
(VRF)-centric over the 
protocol-centric model
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IETF HACKATHON BRINGS RUNNING 
CODE BACK TO IETF 
By Charles Eckel

THE FIRST-EVER IETF HACKATHON WAS HELD 21–22 MARCH, THE WEEKEND  
before IETF 92 in Dallas, Texas. It was a late addition to the meeting schedule, an 

answer to the call to action in Dave Ward’s talk at IETF 91, Open Standards, Open Source, 

Participants of the first-ever IETF Hackathon, 21–22 March 2015 

Open Loop (see www.internetsociety.org/
publications/iet f- journal-march-2015/
open-standards-open-source-open-
loop). Cisco’s DevNet team collaborated  
with IETF leaders to put the event  
together in short order. Stated goals  
included bringing running code back into 
the IETF, bridging the gap between open 
source and open standards, and introduc-
ing more developers and young people  
to the IETF. It was a huge success by  
these and other measures, as evident by  
the announcement of a second Hackathon 
at IETF 93 in Prague.

The Hackathon featured six technology 
areas representing a mix of existing IETF 
working groups, proposals with Birds-of-
a-Feather (BoF) sessions occurring later 
in the week, and a combination of the  
following new and established open-
source projects:

• BIER (Bit Index Explicit Replication)

• NETVC and Daala (Internet Video 
Code)

• I2RS/OpenDaylight + NETCONF/
YANG

• Services Function Chaining (SFC)  
in OpenDaylight (ODL)

• SPUD (Session Protocol  
Underneath Datagrams)

• STUN/DISCUSS (Differentiated  
prIorities and Status Code-points 
Using Stun Signaling)

We kicked things off with a series of brief 
presentations to introduce each technology 
and proposed sample project. Participants 
self-organized into teams and started 
hacking. The knowledge transfer and pro-
ductivity that ensued was astounding. 

People were so engrossed in their projects 
that lunch sat untouched for half an hour. 
Even the fresh cookies provided as an  
afternoon snack didn’t distract—a scenario 
unimaginable to most IETF veterans.

Nearly everyone stayed for dinner and 
many worked well beyond the advertised 
closing time of 21:00; the last few groups of 
dedicated developers were kicked out over 
an hour later.

There was no loss of enthusiasm the next 
morning—many people arrived before the 
advertised start time of 09:00. Even a few 
new faces arrived, their previously estab-
lished travel plans or airline strikes not  
allowing them to participate the previous 
day. They were welcomed, plugged into 
existing teams, and started contributing.

By Sunday midafternoon, teams switched 
gears to prepare and deliver short  
presentations of their accomplishments to 
their peers and a set of esteemed judges:  
Jari Arkko, Richard Barnes, and Mark  
Nottingham. Following the presentations, 
the judges conferred to determine the 
winners. At stake were bragging rights, 
plus tech goodies that included Raspberry 
Pis, Infiniter green laser pointers, and  
Kill-o-Watt power meters.

Projects included the following:

• BIER powered HOMENET multicast 
routing

• NETVC/Daala, new contributor 
added, video analyzer created

• OpenDaylight ietf-syslog model used 
to configure Linux rsyslog daemon

• OpenDaylight developer VM 
created, used, and refined to provide 
complete development environment 
for I2RS, SFC, ietfsyslog project,  
and others projects involving  
OpenDaylight

• NETCONF integration for SFC

“My personal thanks for 
helping out in the IETF 
Hackathon and plugging 
me to the right group to 
contribute. I should say  
I had good time hacking 
as a first time IETFer.”

—Hariharan Ananthakrishnan



11

IETF 92 IETF JOURNAL • JULY 2015 • VOLUME 11, ISSUE 1

Continued on next page 

SDN, NFV, AND ALL THAT
By Yaakov Stein

IN THE PAST FEW YEARS, THE TERMS SOFTWARE-DEFINED NETWORKING (SDN) 
and network functions virtualisation (NFV) have emerged from nihility—SDN was coined 

circa 2009, NFV in 2012—to being the subjects of dozens of conferences, research groups 
(including the Internet Research Task Force’s SDNRG and NFVRG), industry groups, and 
open source communities. But what exactly are SDN and NFV, and how are they relevant 
for work in the IETF?  

Background 

There was once a clear dichotomy between  
communications and computation: tele-
phones were pure communications 
devices, and mainframes were for number 
crunching. Today, while few people use 
their home computers to solve differ-
ential equations, many do use them to 
retrieve content from the Internet, to  
exchange email, and to video conference 
with friends. Similarly, our phones have 
morphed into app-full smartphones that 
contain stronger central processing units 
(CPUs) than computers of past times.

Despite this blurred distinction between 
communications and computation, conven-
tional network elements, such as routers 
and switches, are still hardware devices 
and not software packages running on 
standard servers. NFV’s mission  is to 
bring about the transformation of network 
functionalities from proprietary hardware 
to software that can run on open compu-
tational platforms. Moreover, this virtualiz-
ation of network functionalities facilitates 
their relocation to where they are least  
expensive or most effective.

Another notable distinction involves  
implementation of novel computation and 
communications systems. Producing a 
new app (from conception to delivery) can 
take from hours to days, while implemen-
tation of a new protocol (from conception 
through standardization to deployment) 
often takes years. This timescale chasm 
is a result of a fundamental difference 
between algorithms and protocols.

Both algorithms and protocols are recipes 
for accomplishing desired tasks. Yet 

algorithms are logically carried out by a 
single entity, while protocols are used to 
communicate between remotely situated 
entities. So when coding a new algorithm, 
one needs to consider the input, the  
environment, and the desired output. 
When implementing a new protocol, on 
the other hand, one needs to additionally 
take into account the behavior of remote 
entities. The conventional approach to 
protocol design involves exhaustively  
standardizing all protocol details and to  
extensively testing interoperability. 

Software-defined networking proposes 
the alternative approach of eradicating 
protocols altogether by replacing intelli-
gently conversing network elements with 
white-box switches that are completely 
configured by centralized controllers.

SDN

The most popular definition of SDN is that 
it separates the control plane from the  
forwarding plane. The logical separation 
into planes was already well documented by 
the 1980s, and it is commonly recognized 
as worthwhile to distinguish three planes: 
forwarding, control, and management. 
SDN’s genuine originality is the physical 
separation of forwarding and control 
functions. While conventional network 
elements comprise both forwarding 
hardware (for handling user packets) and 
control protocol software (with which 
they interact with neighboring network  
elements), white-box switches retain only 
the forwarding functionality and do not  
participate in any distributed protocols. 

• SFC traceroute draft implemented, 
revealing error in the specification 
fixed by a new version of draft

• YANG model inventory; tool that 
produces RFC/Internet-Draft 
template from YANG model

• SPUDlib open source project con-
tributors increased by 200 percent

• SPUD prototype draft implemented, 
used as input in BoF later in week

• STUN/DISCUSS demo created

We look forward to continuing to shape 
the future of the IETF—including another 
Hackathon at IETF 93 in Prague. See 
the IETF meeting wiki (https://www.ietf.
org/registration/MeetingWiki/wiki/ ietf-
hackathon) for more information, links to 
presentations and projects, and photos. 
For the latest IETF Hackathon information, 
including how to join us at IETF 93, see 
https://www.ietf.org/hackathon/. 

“I got to learn a lot and 
meet talented folks. I 
don’t know why such an 
event hasn’t happened 
before 2015, it should 
have been part of IETF 
meetings since day one.”

—Sunil Vallamkonda

Each Hackathon team worked on one of six open-
source projects.
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Distributed routing 
protocols are excellent  
at discovering basic  
connectivity and very 
good at optimizing a 
single monotonic cost 
function (such as hop 
count); but there are 
many tasks that are 
beyond their capabilities.

SDN, NFV, and All That, continued 

All the control functionality is performed 
by centralized software, and forwarding  
behavior is remotely configured.

A white-box switch is an abstraction 
of the forwarding behavior of network  
elements in packet networks. Today’s 
packet networks comprise many different 
network elements, including routers, 
switches, network address translations, 
and firewalls. Yet, at a high enough level of 
abstraction, all of these network elements 
perform exactly the same operations. They 
all receive a packet from some input port, 
observe some fields of the packet, perform 
some computations (e.g., table look-up or 
longest prefix match), take some decisions 
(whether and how to forward the packet), 
optionally modify the packet, and forward 
the packet through some output port. 
The difference between different network  
elements is in the details: which fields they 
observe, what decision algorithm they 
perform, and so forth.

Once we have abstracted away the  
differences between different network  
elements, we no longer need to populate 
our network with them. Instead we  
universally deploy white-box switches and 
simply configure them with the desired  
forwarding behavior. Of course this con-
figuration requires a protocol between the 
SDN controller and the white-boxes, but 
this is simple configuration protocol. SDN 
proponents further hide the fact that they 
ever use protocols by calling this an appli-
cation programming interface (API), and 
more specifically the southbound interface 
between the SDN controller and the SDN 
switches.

As previously mentioned, the SDN com-
munity acknowledges two planes: forward-
ing and control, while the networking world 
recognizes an additional management 
plane. The distinction between control and 
management was once based on whether 
a human was in the loop (management) 
or not (control). Over time, many sophis-
ticated functions once left to humans are 

The primary advantage of SDN is that it 
enables network agility. If the Internet had 
been based on SDN, transitioning to IPv6 
would have taken twenty seconds rather 
than twenty years (and I may be overly  
optimistic regarding the twenty years).

Another advantage of the SDN approach 
relates to the kind of paths that can be 
found and the optimizations that can be 

performed. Distributed routing protocols  
are excellent at discovering basic con- 
nectivity and very good at optimizing a 
single monotonic cost function (such as 
hop count); but there are many tasks 
that are beyond their capabilities. SDN 
assumes an omniscient controller that has 
access to the entire network topology and 
state. All of this information may be stored 
as a graph, and routing is thus reduced to 
running graph optimization algorithms.

For example, consider the problem of 
finding two disjoint paths between S and 
D (e.g., two paths with no links or network 
elements in common) in order to provide 
a high-availability service. It is clear that 
distributed protocols are not suitable for 
solving this problem, while algorithms such 
as Suurballe’s are available to solve it on a 
stored graph.

Similarly, distributed routing is not very 
good at finding paths obeying arbitrary 
constraints or minimizing nonmonotonic 
cost functions (dynamic programming  
algorithms, such as Dijkstra’s, only work 
when local decisions lead to global 
minima). Another problematic case is that 
of a network that needs to support strong 
isolation, i.e., to prevent the existence of a 
node from being discoverable by certain 
other nodes. 

now more ably handled by software, and 
SDN further bolsters this development. 
However, a distinction remains between the 
two: control plane functions are local and 
fast (e.g., routing or protection switching), 
while management plane functions are 
centralized (e.g., in a network operations 
center or data center) and slow (expe-
riencing at least a round-trip time, and  
frequently intentional hold-off timers). Thus 
determining a path through the network at 
a central site and then configuring network 
elements to execute this path is, in fact, 
a management-plane function. In this 
light, a more appropriate wording of the 
basic tenet of SDN is that it replaces the  
distributed control plane with a centralized 
management plane.

[T]he whole idea of 
centralized management 
might seem to be a giant 
step backwards, from 
the robust Internet based 
on distributed routing 
protocols, to the public 
switched telephone 
network.
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Every time we plan the 
implementation of a 
computational task,  
we need to consider 
where to instantiate it on 
the hardware-software 
spectrum.

On the other hand, SDN networks suffer 
from a significant disadvantage—the 
whole idea of centralized management 
might seem to be a giant step backwards, 
from the robust Internet based on  
distributed routing protocols, to the public 
switched telephone network. Obviously, 
the centralized controller is a single point 
of failure, and even if the controller is made 
fail-proof, connectivity must be contin-
uously maintained between the controller 
and every SDN switch. 

NFV

The NFV movement was initiated by 
service providers in order to address 
their existential problem: over time the  
aggregate data rates they need to process 
increase exponentially, and their expenses 
tend to scale with data rate. On the other 
hand, competition has compelled their 
revenues to remain constant or even to 
decrease. It is clear that constant income 
can’t indefinitely sustain exponentially  
increasing expenses. 

Further aggravating this problem is that 
the number of new service types has been 
accelerating even as their lifecycles have 
been diminishing. New services engender 
not only the capital expense of acquiring 
new devices, but the allocation of shelf 
space, the power to accommodate them, 
and the training of staff to configure and 
maintain them.

How can expenses be forced to track 
revenue at a safe operating margin? The 
argument proffered is that users can afford 
to increase their data rates because com-
mercially available platforms are growing 
exponentially more powerful due to 
Moore’s law. If service providers adopt the 
same commercial platforms, then margins 
will remain unchanged. Furthermore, since 
software can be written and upgraded 
quickly and at low cost, new service types 
could be rapidly developed and deployed. 

To understand the mechanism that 
enables utilization of commercial com-
putational platforms as network devices, 
one needs to understand the concept of  
virtualization that has become immensely 
popular in data centers.

Every time we plan the implementation of 
a computational task, we need to consider 
where to instantiate it on the hardware-
software spectrum. Usually it is optimal 
to situate simple logic that needs to run 
at high speeds as close to the hardware 
as possible; while complex functions with 
low computation needs are best located 
close to the software end of the spectrum. 
Concretization is the act of moving a task 
usually implemented closer to the software 
end of the spectrum towards the hardware 
end. Virtualization is the opposite pro-
cedure, i.e., moving a task usually  
implemented closer to the hardware end 
of the spectrum towards the software end 
(from left to right in the aforementioned 
figure), although the term is frequently 
reserved for the extreme leap of taking 
hardware functionality directly to software. 

The reasons for performing concretization  
are obvious: reduced cost, miniaturization, 
better performance, higher energy effi- 
ciency, and so forth. The reasoning behind  
virtualization is initially harder to grasp. 
One desirable attribute gained by software  
implementation is flexibility; virtualization  
also facilitates upgrading of functionality or 
even adding new functionality. 

Continued on next page 
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Even more initially bewildering is the 
concept of a virtual machine (VM). A VM is 
software that emulates hardware (e.g., an 
x86 CPU) over which one can run software 
as if it is running on a physical computer. 
One reason for using VMs is that a single 
host CPU can run multiple fully inde-
pendent guest VMs, each with its own  
operating system and/or applications. This 
enables a datacenter to economically rent 
out tremendous numbers of virtual CPUs.

Software-defined radio (SDR) is an 
example of virtualization of physical layer 
communications processing. Transmitters 
and receivers were once exclusively  
implemented by analog circuitry, which 
was subsequently replaced by digital signal 
processor (DSP) code both for higher  
accuracy and to enable more-sophisticated  
processing. The SDR approach leveraged 
this development and further allowed 
downloading of DSP code for the trans-
mitter and/or receiver of interest. The term 
SDN was coined to mimic SDR, although 
the analogy is actually to NFV.

NFV is virtualization of layers higher than 
the physical one. The specific pain being 
addressed is that each new service offered 
requires the deployment of one or more 
new hardware appliances throughout the 
service provider’s network. NFV proposes 
implementation of new virtualized net- 

working functionalities (VNFs) in industry 
standard servers, thus reducing expenses, 
consolidating multiple equipment types, 
reducing time-to-market, and simplifying 
both initial deployment and maintenance. 

NFV is managed by what is called the 
MANO (management and orchestration) 
made up of the NFV orchestrator, the 
VNF Manager (VNFM), and the virtualized  
infrastructure manager (VIM). The VIM 
manages the lifecycle of VMs, the VNFM 
manages the life-cycle of VNFs (e.g.,  
inventory, set-up, maintenance, tear-down 
of VNF instances), and the orchestrator 
controls the VIMs and VNFMs.

While NFV was originally proposed to 
enable relocation of VNFs from the field 
to data centers where economies of scale 
may be realized, Distributed NFV now  
advocates placement of VNFs where the 
function is most effective or inexpensive—
in data centers, at points of presence 
(PoPs), or even at the network edge. 

Epilogue

This discussion is designed to both help 
put SDN and NFV into perspective and 
elucidate their relevance to IETF work. 
Were NFV to be universally adopted, 
equipment vendors would disappear or at 
least need to transform into specialized 
software development houses. Were 
SDN to completely replace conventional  
networking protocols, the last vestiges of  
differentiation between computation and 
communication will disappear—and with 
them the need for the IETF as we know it.

There are strong reasons to doubt such 
radical predictions will come to pass. There 
are many networking tasks, especially in 
the network core, that require processing 
too intensive to be economically feasible 
for general purpose processors. Indeed, 
Moore’s law predicts that CPUs will leap 
forward by factors of two every two years, 
but that gap will not be breached since 
communications rates are increasing by 
that factor every nine months. Thusly, NFV 

will remain mostly suitable at the network 
edge and for control tasks.

SDN has been widely adopted in data-
center applications, but seems to be less 
suitable for some other applications. Its  
reliance on a centralized management 
plane not augmented with a local control 
plane, means that it may be sluggish when 
reacting to network events and may break 
down upon network failure when intelligent 
control is most needed. The paradigm 
of a single omniscient controller is not in 
accord with the present Internet, which is a 
product of multiple autonomous systems. 
Even staunch SDN advocates don’t expect 
IP routing to disappear; at the very least 
they rely on it to help whiteboxes find and 
communicate with the SDN controller.

SDN, NFV, and All That, continued 

One reason for using 
VMs is that a single host 
CPU can run multiple 
fully independent guest 
VMs, each with its own  
operating system and/or 
applications.

While SDN and NFV are  
being developed else-
where, the IETF should 
view these technologies 
not as threats, but as 
force multipliers... In 
short, SDN and NFV are 
rapidly becoming tools 
we can’t afford to leave 
outside our toolbox.

While SDN and NFV are being developed 
elsewhere, the IETF should view these 
technologies not as threats, but as force 
multipliers. They can simplify experi-
mentation with new networking ideas,  
accelerate deployment of new service 
types, enable new forms of path optimi-
zation, and simplify network management. 
In short, SDN and NFV are rapidly  
becoming tools we can’t afford to leave 
outside our toolbox.  
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ISOC FELLOW PRESENTS  
FIRST-HAND V6 NET EXPERIENCES 
By Carolyn Duffy Marsan

THE IPV6 OPERATIONS (V6OPS) WORKING GROUP HAD AN OPPORTUNITY TO 
learn first-hand about the promises and pitfalls of IPv6 deployment in India, thanks to 

a presentation from Internet Society Fellow and IETF newcomer, Suprita Lnu.

“I thought she did an excellent job, and 
I wasn’t the only one,” said Fred Baker, 
cochair of the v6ops working group. 
“Comments in the room and on Facebook 
were very complimentary.” 

Lnu is a network engineer with Mumbai-
based broadband service provider  
Reliance JIO Infocomm, which is deploying 
v6-only 4G services across India. Her role 
there is the design and implementation of 
fiber-to-the-home services, and she works 
closely with vendors on standardization 
of Internet Protocol/Multiprotocol Label 
Switching (IP/MPLS) devices and their 
configurations. She has been following 
IETF working group activity and Request 
for Comments (RFCs) for seven years, but 
until now hadn’t participated in a meeting 
or contributed a document. 

Lnu was sponsored to attend IETF 92 via 
the Internet Society’s Fellowship to the 
IETF Programme, which supports tech-
nology professionals from developing 
economies. Programme participants are 
paired with a mentor and are expected 
to contribute to the IETF’s work. The 
goal of the programme is to increase the  
diversity of IETF participation and to foster 
global awareness of the Internet’s premier 
standards body. 

Lnu’s mentor at IETF 92 was Baker, a 
former IETF chair and current Cisco 
Fellow, who was impressed with her from 
their first contact.

“I concluded that not only would she benefit 
from meeting the IETF, but the IETF would 
benefit from meeting her,” Baker said. “She 
is on the design team for a network in a  
developing country that is, from scratch, 
deploying an IPv6-only network with an 
IPv4 overlay for legacy systems. While that 

is the point we will all eventually reach, she 
and her company are among those blazing 
the path.” 

For Lnu, attending the IETF meeting was 
“a dream come true.” 

“I wanted to get more insight into the 
IETF working process and guidelines 
of the working groups and RFC devel-
opment,” she said. “It was great to meet 
Xing Li from CERNET Center/Tsinghua 
University, author of the MAP-T Draft, 
which we have been testing extensively for  
implementation in our own network, and to 
discuss some of the challenges we were 
facing. His experience with his implemen-
tation at CERNET is indispensable for our 
testing and implementations.” 

Lnu said she feels more confident about 
sharing her ideas on the v6ops mailing 
list, as well as other IETF and Internet  
Research Task Force (IRTF) working 
groups whose meetings she attended,  
including Softwire, IS-IS for IP Internets 
(isis), Software Defined Networking 
(sdnrg), Network Function Virtualization 
(nfvrg), and BGP-Enabled Services (bess). 

“I was glad to be able to scribe the meeting 
minutes for the Radext (RADIUS Exten-
sions) working group,” she said. “It gave 
me the opportunity to closely understand 
the workflow and draft process.”

But the highlight of IETF 92 for Lnu was 
giving a presentation at the v6ops meeting. 

“The opportunity provided by V6OPS 
chairs Fred Baker and Lee Howard to 
present [our] IPv6 deployment status,  
operational challenges, and MAP-T trial 
experience was a prestigious moment for 
me,” she said. “Meeting Chris Grundemann, 
[former] director of the Internet Society 
Deploy360 Programme, was also great and 
[having] him appreciate my presentation 
in the V6OPS working group was very  
encouraging.” 

Suprita will bring what she learned about  
the IETF back to her peers at Reliance  
JIO Infocomm and the South Asian Net- 
work Operators Group, which meets in 
August in Mumbai. She also plans to  
increase her involvement with the V6OPS, 
SOFTWIRE, and ISIS working groups.

“The Internet Society Fellowship to the 
IETF Programme is an awesome initiative 
to involve people from developing and 
emerging countries into the IETF process,” 
she said. “This is a win-win situation for 
both the parties and is highly appreciated.” 

Baker said Lnu was an ideal candidate for 
the Internet Society Fellowship to the IETF 
Programme.  

“I’m looking for not only a contribution to 
the fellow’s education and career, but a 
contribution by the fellow to the IETF,” 
Baker said. “That’s the type of person I 
would like to invite to the IETF.” 

For Lnu, attending the 
IETF meeting was  
“a dream come true.”

Lnu said she had a wonderful time at IETF 
92, especially interacting with other v6ops 
contributors. She intends to follow up her 
experience by writing documents about 
Reliance JIO Infocomm’s v6 deployment 
experiences and operational challenges. 

“The opportunity to attend an IETF meeting 
in-person for the first time can only be 
[repaid] by my continuous contribution 
to the whole community,” she said. “The 
whole process of RFC creation, from its 
birth as a draft to being assigned a number 
with RFC status, is now clear… Authoring 
an RFC now feels achievable.”  
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A NEWCOMER’S EXPERIENCE  
AT IETF 92
By Aaron Gember-Jacobson

IETF 92 WAS A UNIQUE EXPERIENCE FOR ME, PARTICULARLY COMPARED TO 
the Association for Computing Machinery (ACM) and USENIX conferences I regularly 

attend. As an organization, the IETF is focused on concrete solutions and detailed speci-
fications for working systems, as opposed to conceptual research. This practical focus 
appealed to my interest in systems-building research and is one of the reasons I chose to 
attend IETF 92.

By attending the working and research 
group sessions that are closely related to 
my research, including the SFC, NFVRG, 
and SDNRG groups, I gained a better  
understanding of what problems are cur-
rently in need of solutions, what problems 
will need to be solved in the near future, 
and what constraints shape the space of 
possible solutions. For example, the SFC 
session had a presentation on dealing with 
legacy network functions, a problem I have 
attempted to address in some of my own 
research. The presentation itself affirmed 
for me the relevancy of this problem and 
discussions during the session helped 
me realize that the solution I’d originally 
proposed—repurposing a field in the 
Ethernet or IP header to serve as a tag—is 
not well suited for an actual deployment. I 
now think it’s worth exploring how program 
analysis techniques can help organis-
ations easily retrofit legacy functions with 
support for new SFC standards.

The NFVRG session included several 
presentations on open-source virtual 
network function management and  
orchestration (MANO) frameworks. These 
specific MANO frameworks address some 
of the practical issues I have encountered 

in my research, including the high-speed 
forwarding of packets to network-function 
virtual machines. As a result, I look forward  
to using them to conduct more-realistic  
evaluations of some of my own solutions 
and systems.

A favorite session was the plenary presen-
tation on security in the Internet-of-Things. 
This topic has received little attention at the 
networking conferences I usually attend, 
so I was especially pleased with the great 
introduction I gained to this emerging area.

In summary, attending IETF 92 gave me 
new research problems to think about, and 
helped me identify better ways to evaluate 
my research. What’s more, it’s improved 
my teaching: I am now better equipped to 
teach students about Internet standards 
and the Internet-of-Things. I’ll be back. 

 

Attending IETF 92 
gave me new research 
problems to think about, 
and helped me identify 
better ways to evaluate 
my research.

I gained a better  
understanding of what 
problems are currently in 
need of solutions, what 
problems will need to be 
solved in the near future, 
and what constraints 
shape the space of 
possible solutions.
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APPLIED NETWORKING RESEARCH 
PRIZE WINNER ANNOUNCED
By Mat Ford 

 2016 ANRP NOMINATIONS

The call for nominations for the 2016 ANRP award cycle is now open. Nominations 
can be submitted via the submissions site (https://irtf.org/anrp/2016) or by email 
to anrp@irtf.org. The nomination deadline is 31 October 2015. Join the irtf- 
announce@irtf.org mailing list for all ANRP related notifications.

THE APPLIED NETWORKING RESEARCH PRIZE (ANRP) IS AWARDED FOR  
recent results in applied networking research that are relevant for transitioning into 

shipping Internet products and related standardization efforts. The ANRP award presented 
during IETF 92 went to Aaron Gember Jacobson for designing and evaluating a network 
functions virtualization (NFV) control plane. See his full paper at http://agember.com/docs/
gember-jacobson2014opennf.pdf. 

Jacobson presented his findings to the Internet Research Task Force open meeting 
during IETF 92. Slides from the presentation are available at https://www.ietf.org/ 
proceedings/92/slides/slides-92-irtfopen-0.pdf and, thanks to Meetecho, audio and video  
from the presentations are available at http://recordings.conf.meetecho.com/Playout/ 
watch.jsp?recording=IETF92_IRTFOPEN&chapter=chapter_0.

Aaron Gember-Jacobson, first ANRP winner of 2015
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IRTF UPDATE  
By Lars Eggert

DURING IETF 92 IN DALLAS, TEXAS, SIX OUT OF THE NINE 
chartered Internet Research Task Force (IRTF) research groups 

(RGs) held meetings:

• Crypto Forum (CFRG)

• Internet Congestion Control (ICCRG)

• Information-Centric Networking (ICNRG)

• Network Function Virtualization (NFVRG)

• Network Coding (NWCRG)

• Software-Defined Networking (SDNRG)

In addition to the meetings of those already-chartered research groups, a proposed research group on Human Rights 
Protocol Considerations Research (HRPC) held its first public meeting. A second proposed Thing-to-Thing research 
group related to Internet-of-Things networking held a longer kickoff meeting on the weekend before the IETF.

Since IETF 91, one new RFC was published on the IRTF RFC Stream by the Crypto Forum RG: RFC 7539 on ChaCha20 
and Poly1305 for IETF Protocols. 

At the IRTF Open Meeting at IETF 92, the first winner of the Applied Networking Research Prize (ANRP) of 2015 pre-
sented his research. Aaron Gember-Jacobson presented a design for a control plane for network function virtualization 
(NFV) and showed the results of a performance evaluation (See page 17).

Gember-Jacobson, first ANRP winner of 2015, presents at the IRTF Open Meeting.

The nominations period for the 2016 
Applied Network Research Prize (ANRP) 
awards is open now and will close on 31 
October 2015. The ANRP is awarded 
for recent results in applied networking  
research that are relevant for transition-
ing into shipping Internet products and 
related standardization efforts. You are  
encouraged to nominate relevant scientific 
papers that you have recently authored or 
read for consideration. Please see https://
irtf.org/anrp for details.

Stay informed about these and other 
happenings by joining the IRTF dis-
cussion list at www.irtf.org/mailman/
listinfo/irtf-discuss. 
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IETF ORNITHOLOGY:  
RECENT SIGHTINGS 
Compiled by Mat Ford

GETTING NEW WORK STARTED IN THE IETF USUALLY REQUIRES A BIRDS-  
of-a-feather (BoF) meeting to discuss goals for the work, the suitability of the IETF  

as a venue for pursuing the work, and the level of interest in and support for the  
work. In this article, we’ll review the BoFs that took place during IETF 92, including  
their intentions and outcomes. If you are inspired to arrange a BoF meeting, please  
be sure to read RFC 5434, “Considerations for Having a Successful Birds-of-a-Feather 
(BoF) Session.”

Locale-free UniCode Identifiers (lucid)

Description: The Internet Architecture Board (IAB) recently issued a statement 
about issues found by the use of some characters in identifiers (https://www.iab.org/ 
documents/correspondence-reports-documents/2015-2/iab-statement-on-identifiers-and-
unicode-7-0-0/). The IAB expects that the IETF investigate ways to address this problem. 
Work could be done in existing Working Groups or elsewhere. The purpose of the BoF 
meeting is to define a plan.

Proceedings: https://www.ietf.org/proceedings/92/minutes/minutes-92-lucid

Outcome: This meeting was not intended to form a Working Group. There was vigorous  
discussion of the problem statement and possible ways forward. Meeting participants 
agreed that there is potentially a serious problem here and that getting the Unicode 
Technical Consortium experts engaged and working on the drafts are key next steps.

Managing, Ordering, Distributing, Exposing, and Registering telephone 
Numbers (modern)

Description: The MODERN working group will define a set of Internet-based mech-
anisms for the purposes of managing and resolving telephone numbers (TNs) in an Internet 
Protocol (IP) environment. Existing mechanisms for these purposes face obsolescence as 
the voice communications infrastructure evolves to IP technology and new applications 
for TNs become possible. The traditional model of a TN having an association to a single 
service provider and a single application is breaking down. Although its use as a network 
locator is going away, its use as an identifier for an individual or an organization will remain 
for some time. Devices, applications, and network tools increasingly need to manage TNs, 
including requesting and acquiring TN delegations from authorities.

Proceedings: https://www.ietf.org/proceedings/92/minutes/minutes-92-modern

Outcome: There was lively discussion of the problem of adapting telephone-number 
handling to all-IP networks. The charter discussion was very detailed and indicated that 
more work on the charter is necessary before a WG can be formed. There was strong 
support to form a WG to address this problem.

Automated Certificate Management Environment (acme)

Description: This meeting was to discuss ongoing work related to automated public-key 
certificate management. Let’s Encrypt (https://letsencrypt.org/) was a primary discussion 
point, but other Certificate Authorities and other stakeholders were also represented.

The traditional model  
of a TN having an 
association to a single 
service provider and  
a single application  
is breaking down. 
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IETF Ornithology, continued 

Golden eagle 
(Aquila chrysaetos)

Proceedings: https://www.ietf.org/proceedings/92/minutes/minutes-92-acme

Outcome: There was strong community support for working on this problem and  
consensus in the room to try to charter a WG as soon as possible via further discussion 
on the mailing list.

Simplified Use of Policy Abstractions (supa)

Description: The purpose of SUPA is to develop a methodology by which management 
of network services can be done using standardized policy rules. The working group 
will focus in the first phase on interdatacenter traffic management in the use case of a  
distributed data center, including the automated provisioning of site-to-site virtual private 
networks of various types.

Proceedings: https://www.ietf.org/proceedings/92/minutes/minutes-92-supa

Outcome: There was agreement in the meeting that there is a problem to solve here, it is 
reasonably well understood and that there may be some work relevant to the IETF. Further 
work is required to more clearly articulate and scope the charter of a proposed WG in this 
space.

DDoS Open Threat Signaling (dots)

Description: There is a need for a standards-based approach for on-premise distributed 
denial-of-service (DDoS) mitigation devices to communicate threat and telemetry data to 
service provider based solutions. On-premise DDoS mitigation devices are sophisticated 
entities that may already identify, profile, and mitigate a wide range of attacks. Although 
flow export, syslog, and Simple Network Management Protocol (SNMP) are currently 
used by service providers to identify anomalies, there is no agreed standard allowing for 
any device to signal to any other device or service provider what the anomaly is and the  
subsequent threat telemetry data. 

DDoS open threat signaling (DOTS) would enable any on-premise DDoS mitigation device 
to effectively communicate the current threat landscape and load and response data to 
a mitigation service provider. The upstream solution would then have a clear view of the 
threat should the on-premise solution be required to redirect attack traffic to a more capable 
handler. A vendor-agnostic approach would allow any combination of vendor, service 
provider, or community-driven efforts to interoperate. DOTS would be extensible and may, 
in the future, be expanded as a method of real-time information exchange between other 
security devices and potentially across organisations.

Proceedings: https://www.ietf.org/proceedings/92/minutes/minutes-92-dots

Outcome: This meeting was not intended to form a WG. Attendees discussed two draft 
documents and held a panel discussion with people building services and appliances 

related to DDoS threat signaling. It was agreed that there was work worth stan-
dardizing in the IETF here, if appropriately and narrowly scoped. Charter text 

will be refined on the mailing list.

A vendor-agnostic 
approach would allow 
any combination of 
vendor, service provider, 
or community-driven 
efforts to interoperate.
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There are efforts 
underway by several 
groups to produce a 
next-generation RF video 
codec, including VP10  
by Google and Daala  
by Mozilla/Xiph.Org. 

Black-bellied Whistling Duck 
(Dendrocygna autumnalis)

Internet Video Codec (netvc)

Description: The Internet needs a royalty-free (RF) video codec that can become the 
backbone for universal deployment of video related technologies. Royalty-bearing  
codecs put constraints on implementors that are unacceptable, but current RF codecs 
are not yet competitive with royalty-bearing offerings. This dilemma stalls innovation and 
means large sets of consumers don’t have access to the best video technology.

There are efforts underway by several groups to produce a next-generation RF video codec, 
including VP10 by Google and Daala by Mozilla/Xiph.Org. While far from complete, these 
efforts aim to surpass the royalty-bearing competition. Efforts within other standards orga-
nizations to create RF video standards have been unsuccessful so far, but have showed 
that many consumer device manufacturers would support an RF codec.

The success of Opus from the CODEC WG has also shown that collaboration, based on 
the IETF’s principles of open participation, can produce better results than competition 
between patented technologies. 

Proceedings: https://www.ietf.org/proceedings/92/minutes/minutes-92-netvc

Outcome: There was unanimous agreement that there was a problem that needed 
solving and strong support for the idea that the scope of the problem was well-defined and  
understood. The majority of those present felt that an IETF WG should be formed. [Note: 
The Internet Video Codec (netvc) WG was formed on 18 May 2015.]

Session Protocol for User Datagrams (spud)

Description: The deployment of new transport protocols, as well as the extension of  
existing IETF-defined transport protocols faces the continuing challenge of how to make 
these protocols robust against packet and flow modification in the Internet at the hands of 
middleboxes. The increasing deployment of these middleboxes have made expectations 
about packet handling behaviors implicit. For example, a Transmission Control Protocol 
(TCP) packet with the SYN and ACK flags set not only synchronizes sequence numbers 
and sets up state on both endpoints for a TCP connection (its explicit meaning), it also 
confirms network address translation (NAT) mappings along the path and signifies to any 
firewalls along the path that the endpoint has accepted the connection (implicit meanings). 
One strategy to resolve this tussle was identified and discussed during the recent IAB 
workshop on Stack Evolution in a Middlebox Internet (SEMI): provide a mechanism for  
applications at the end as well as boxes along the path to explicitly declare their  
assumptions and intentions.

Proceedings: https://www.ietf.org/proceedings/92/minutes/minutes-92-spud

Outcome: This was not a Working Group forming meeting. A good community discussion 
of the SPUD proposal was had and while it was clear that there is not work ready for stan-
dardization here, there is further discussion to be had about where to continue the work 
(e.g. in the IAB program, or the IRTF). 
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Participants: 1,176

Newcomers: 172

Number of countries: 57

IETF Activity since IETF 91  
(9 November 2014–22 March 2015)

New WGs: 4

IETF 92 AT–A–GLANCE

Be the First Host on Your LAN to Receive  
the IETF Journal! Receive the latest edition of the IETF Journal as soon as  

it is available—in hardcopy or via email. Subscribe today at: 

       www.internetsociety.org/ietfjournal

    Want it faster? Follow the @ietfjournal Twitter stream to 
         read the articles as they are published.

WGs closed: 8

WG currently chartered: 139

New and revised Internet-Drafts (I-Ds): 1797

RFCs published: 78

• 35 Standards Track, 4 BCP, 5 Experimental,  

33 Informational  

IESG Restructuring

Decisions made include:

• Flexible assignment of ADs to WGs (tools) 

• Flexible definition of areas (RFC 7475)

• Additional focus on data models work, routing area 

• Area-reorganisation for APP/RAI

• Various WG moves between ADs and areas

IANA Activity since IETF 91 (November 2014–February 2015)

Processed 1345+ IETF-related requests, including:

• Reviewed 96 I-Ds in Last Call and 104 I-Ds in Evaluation

• Reviewed 108 I-Ds prior to becoming RFCs,  
55 of the 108 contained actions for IANA

Document collaboration with the IETF

• RFC 5226bis is in IESG evaluation. https://datatracker.ietf.
org/doc/draft-leiba-cotton-iana-5226bis/.

SLA Performance (November 2014–February 2015)

• Processing goal average for IETF-related requests: 99.25%

IANA and DNSSEC

• As of 20 March 2015, 679 TLDs have a full chain of trust from 
the root. http://stats.research.icann.org/dns/tld_report/.

Stewardship Transition 

• We look forward to successful execution of the plans, while 
being mindful of continuing work in the names community, 
and international attention at all levels.

RFC Editor Activity since IETF 91  
(November 2014–16 March 2015)

Published RFCs: 79

• 65 IETF (7 IETF non-WG), 0 IAB, 2 IRTF, 5 Independent

US

CN
JP

CA
GE
UK
FR
NL

Others
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IETF MEETING CALENDAR 
For more information about past and upcoming IETF meetings visit www.ietf.org/. 

IETF 93  Date  19–24 July 2015

  Hosts  CZNIC and Brocade

  Location  Prague, Czech Republic

IETF 94 Date  1–6 November 2015

  Host  WIDE

  Location  Yokohama, Japan

IETF 95  Date  3–8 April 2016

  Host  TBD

  Location  Buenos Aires, Argentina

IETF 96 Date  17–22 July 2016

  Host  Juniper Networks

  Location  Berlin, Germany

This publication has been made possible through the support of the 
following Platinum Programme supporters of the Internet Society

Special thanks for hosting IETF 92
The Internet Society Fellowship to the IETF,  

as part of the Internet Society Next Generation  
Leaders Programme, is sponsored by
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