
Focus on Security, Net Neutrality, at IETF 75
From the Editor’s Desk, by Mirjam Kühne

This issue of the IETF Journal is especially meaningful for me because it will be my last. After five 
years as editor, I am moving on to new tasks and challenges. Working with the IETF community 
on this publication has been one of the highlights of my career. I thank everyone who has helped 
with and contributed to the IETF Journal during my 
tenure. 

A variety of topics were covered at IETF 75, with 
IPv6 and the Domain Name System Security Ex-
tensions (DNSSEC) high on the list. As with IETF 
74, the Internet Society took the opportunity to or-
ganize another highly successful panel, this time de-
voted to DNSSEC (page 12). For meeting host .SE, 
which has been a pioneer in the area of DNSSEC, 
the attention to that topic must have been especially 
welcome. 

Also in this issue we talked with Tina Tsou, the first 
woman to chair a working group from a Chinese business enterprise (page 24), and Geoff Mulligan, 
chair of the IPSO (Internet Protocol for Smart Objects) Alliance. Geoff offers an interesting look at 
the Internet of Things and how it relates to the deployment of IPv6. 

Alissa Cooper and Ted Hardie discuss the history of GEOPRIV, a mechanism that develops and 
refines representations of location in Internet protocols (page 16); and Iljitsch van Beijnum takes us 
through Multipath Transmission Control Protocol (TCP), which enables TCP to use multiple paths 
simultaneously and to distribute the load among the subflows of each path based on congestion (see 
below).

Also in this issue is a summary of the administrative and technical plenaries, including a discus-
sion on network neutrality and what the IETF can do about it.

Many thanks to those who contributed to this issue; I wish enjoyable reading for all. And I look 
forward to seeing you all again in the future. 
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Multipath TCP
By Iljitsch van Beijnum

As engineers, we have to build reliable systems from unreliable parts. Cables get cut, and from time 
to time, routers, switches, and power systems fail. Network operators address these eventualities by 
installing redundant connections and equipment. Routing protocols are then able to find the shortest 
of the multiple available paths between any two points. 

The dirty little secret of Internet routing is that even if a VoIP user and an FTP user were able 
to agree on which path properties are the most desirable, when given multiple options‚ our routing 
protocols aren’t very good at selecting the best path. In reality, once the routing protocols have done 
their job, only a single path—or, possibly, a small number of equal-cost paths—is used to transmit 
packets, ignoring possible alternative paths.
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The fountain outside the City Conference Centre 
in Stockholm.

A report from IETF 75, July 2009, Stockholm, Sweden. Published by the Internet Society in cooperation with 
the Internet Engineering Task Force*
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New BoF Meetings

Descriptions and agendas for all 
BoF meetings can be found at 
http://www.ietf.org/meetings/past.
meetings.html.

Applications Area
ogpx: Open Grid Protocol

Internet Area
netext2:  Network-Based 

Mobility Extension, 
2nd Stage

multimob Multicast Mobility

RAI Area
codec:  Internet Wideband 

Audio Codec

Transport Area
mptcp: Multipath TCP

Message from the IETF Chair
By Russ Housley

I was quite pleased by the success of IETF 75. Despite the worldwide economic 
downturn, 1,084 people from 50 different countries attended, signifying a 
continuing relevance of and enthusiasm for the work of the IETF. Significant 
progress had been made by many of the working groups (WGs).

The wonderful people at .SE hosted the meeting, which was held in Stockholm 
in July 2009. The meeting opened with a welcome reception hosted by Stock- 
holm mayor Sten Nordin at Stockholm city hall, a beautiful brick edifice on 
Lake Mälaren. The building is reminiscent of a medieval palace and is one of 
the Swedish capital’s most emblematic structures; the impressive, Nobel Prize 
Banquet is held every December in the same room in the building. During the 
reception, the mayor made a toast for a successful meeting, which certainly came 
to pass.

On Tuesday, .SE hosted a social event at the Vasa Museum. The Vasa is a 
17th-century regal warship that was salvaged from the bottom of the sea just 
outside the port of Stockholm, where it sank on its maiden journey. Today it 
stands as a reminder of the ramifications of placing political ego ahead of sound 
engineering.

The IETF 75 meeting-site network was subcontracted to VeriLAN Networks; 
and VeriLAN’s staff, working with dedicated volunteers, provided a robust and 
reliable network.

Since IETF 74, eight new WGs were chartered, and six WGs were closed. 
About 112 WGs are currently chartered. Between IETF 74 and IETF 75, 
the WGs and individual contributors produced 517 new Internet-Drafts and 
updated 955 Internet-Drafts, some more than once. The Internet Engineering 
Steering Group (IESG) approved 108 Internet-Drafts for publication as RFCs. 
The RFC Editor published 90 new RFCs.

Like IETF 74, one of the hot topics during IETF 75 involved tools to facilitate 
the transition from IPv4 and IPv6, with discussions continuing about the 
requirements for NAT-PT. Throughout the week, an IPv6-only network was 
available so that attendees could experience the Internet without IPv4.

I look forward to IETF 76 in Hiroshima, Japan, scheduled for 8–13 November 
2009. The meeting will be hosted by the Widely Integrated Distributed 
Environment (WIDE) Project. Beyond that, IETF 77 will be held in Anaheim, 
California, 21–26 March 2010. As always, scheduling information for future 
IETF meetings can be found at http://www.ietf.org/meetings/meetings.html, 
and I look forward to seeing you at those meetings. 

Russ Housley, IETF Chair



IETF 75 IETF Journal • September 2009 • Volume 5, Issue 2

3

IETF 75  
Facts and Figures

Registered attendees 
from 50 countries ..................1084

New WG .....................................6

WGs closed ................................8

WG currently chartered ..........112

New Internet-Drafts ................517

Updated Internet-Drafts ..........955

IETF Last Calls .......................134

Internet-Drafts approved for 
publication ................................90

RFC Editor Actions 
(March–June 2009)

120 RFC published of which

• 59 Standards Track

• 2 BCP

• 24 Informational

• 5 Experimental

115 Internet-Drafts submitted for 
publication

•  87 submitted by the IETF 
WGs

•  15 submitted by IETF 
individuals

•  13 submitted by IRTF, IAB 
and independent submissions 
combined

IANA Actions (March–June 2009)

1714 IETF-related requests 
processed

•  908 Private Enterprise 
Numbers

• 75 Port Numbers

• 52 TRIP ITAD Numbers

• 52 media type requests

•   42 language subtag related 
requests

Continued on next page

Olaf Kolkman, IAB Chair

Words from the IAB Chair
By Olaf Kolkman

The technical plenary at IETF meetings is organized by the Internet Architec-
ture Board (IAB) and is considered an IAB working session. Sometimes a topic 
is presented because the IAB wants to get a message across to the community, 
sometimes we think a topic will be informative or entertaining for the IETF 
community, and sometimes the IAB itself wants to be informed about a topic or 
an issue, and we believe we would benefit from a discussion with the community. 
The topic of the technical plenary at IETF 75 falls into the last category.

What we tried to accomplish was a more in-depth understanding of how pol-
icy and technical requirements and realities interact and how IETF technology 
can be designed for, or impacted by, the tussle between the two. It was not the 
IAB’s intention to arrive at or promote a specific position in the network neu-
trality debate but, rather, to more clearly understand what impact the issue may 
have on Internet technology.

Barbara van Schewick and Mark Handley introduced the topic at the session. 
Barbara focused on the background of the debate, including the various defini-
tions, perspectives, motives, and arguments that most commonly come up in 
the debate. She approached the topic mainly from a technoeconomic perspec-
tive. Mark tried to tease out the implications of those issues for the IETF, par-
ticularly with regard to designing protocols. Using the “Tussle in Cyberspace”1

paper as a starting point, Mark talked about how the debate affects multiple 
IETF-related technologies, including congestion control and deep packet in-
spection. He argued that value-neutral design is not possible.

The slide material and the notes from the session can be found in the proceed-
ings section of the IETF Web site, at http://datatracker.ietf.org/meeting/75/
materials.html.

While the IAB has not developed a position with regard to the debate, I 
would like to share, on a personal note, how being exposed to the perspectives 
brought by the speakers and the plenary discussion gave me food for thought. For 
example, a parallel was drawn with a discussion that took place in 2000 when 
the IETF was asked to take a position on the inclusion—in the IETF standards-
track documents—of functionality designed to facilitate wiretapping. (As an 
aside, that parallel was drawn by the audience, and so in that sense, this plenary 
served its purpose as a working session.) I went back to RFC 2804—which 
documented the discussion—and I tried to assess whether the question of 
“the morality of an act ‘on the wire,’ ” as raised in section 4 of that document, 
applies in the context of congestion control, since questions around congestion 
control often link with morality issues, including decent behaviour and fair use.

To me, the topic of the technical plenary at IETF 75 reinforced the idea that in 
many cases, IETF engineers have an opportunity to steer in a certain direction the 
technology they develop. I believe that when we, as engineers, design protocols, we 
have the responsibility to apply a systemic approach whereby we do not stifle the 
ability for innovation at the edges. The ability to bring new applications to the 
Internet without needing the core to adapt is what made the Internet what it 
is today.

When I talked about this with Marcelo Bagnulo, he went one step further, 
in essence saying that in the process of creating designs, some IETF engineers 
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IETF 75 Plenary Report 
By Mirjam Kühne

Following a welcome address by IETF chair Russ Housley, who thanked the 
volunteers and contributors who had made the meeting a success, the IETF 75 
administrative plenary kicked into full swing. Danny Aerts, CEO of .SE, which 
hosted IETF 75 in Stockholm, offered a few comments about the importance of 
the work being done by the IETF community and the support it receives from the 
Swedish local Internet community. According to Danny, a primary motivation for 
having .SE host an IETF meeting was that it provided an opportunity to promote 
DNS security.

Mirjam Kühne

The subject of the Domain Name Sys- 
tem Security Extensions (DNSSEC) 
emerged as one of the key themes of 
IETF 75 (see panel article, page 12). In 
his opening address, Russ noted that .SE 
long ago embraced DNSSEC. Recently, 
.ORG signed up, which led to all IETF-
related domains being signed, including 
iab.org, iesg.org, ietf.org, and irtf.org. It 
is expected that the DNS root zone will 
be signed by the end of the year.

After experimenting with the schedu- 
ling of working group (WG) sessions 
on the Friday afternoon of the IETF 
meeting, the Internet Engineering 
Steering Group (IESG) decided to 
continue that schedule. “The Friday af-
ternoon sessions are necessary,” said 
Russ. “It helps avoid conflicts, and it 
provides important face-to-face meeting 
time.” Russ did, however, recognize 
that scheduling Friday afternoon WG 
sessions does conflict with the meeting 
time usually reserved by the Internet 
Society Advisory Council. 

Jun Murai of the Widely Integrated 
Distributed Environment (WIDE) 
Project, which is hosting IETF 76, ad-
dressed the plenary audience briefly. 
Jun invited the audience to come to Hi-
roshima, Japan, this coming November, 
pointing attendees to the IETF 76 
meeting information that appears on the 
IETF Web site.

Finally, Russ recognized the efforts 
of the team that had devised and imple-
mented the newly revised IETF Web 
site, noting that the new look ended up 
requiring much more effort than had 
been originally expected. 

Postel Award Announced

Internet Society president and CEO 
Lynn St. Amour announced that this 
year’s Jonathan B. Postel Service Award 
recognizes the pioneering work of the 
four principal investigators who con-
ceived and later led the creation of the 
Computer Science Network (CSNET). 
The winners are Peter J. Denning, 

David Farber, Anthony C. Hearn, and 
Lawrence Landweber. The award also 
recognizes Kent Curtis, a U.S. National 
Science Foundation program officer and 
visionary who was responsible for en-
couraging and funding CSNET and for 
providing the critical bridge that con-
nected the original research undertaken 
through the Advanced Research Projects 
Agency Network (ARPANET) to the 
modern Internet. 

Dave Crocker accepted the award in 
the name of CSNET and announced 
that the prize money would be donated 
to charities that support the Internet.

IAOC Report

Bob Hinden began his report on the 
activities of the IETF Administrative 
Oversight Committee (IAOC) by re-
flecting on the story of a ship on display 
at the Vasa museum in Stockholm, 
where the IETF 75 social was held. As 
the story goes, the ship sank during its 
maiden voyage. It is assumed that the 
cause was the addition of a second layer 
of cannons, which had not been part of 
the ship’s original design. Bob offered 

Words from the IAB Chair, continued from page 3

and working groups may steer the work 
(often not even consciously, because 
there is no IETF-wide guidance) in di-
rections different than others do. Dur-
ing the plenary we were presented with 
an example of design work within the 
IETF, wherein a network neutrality–
related choice had been made. In Rec-
ommended Simple Security Capabili-
ties in Customer Premises Equipment 
for Providing Residential IPv6 Internet 
Service (draft-ietf-v6ops-cpe-simple 
-security-07), the recommended be-

haviour for incoming Internet Protocol 
Security (IPsec) traffic is to forward by 
default, while the recommended de-
fault behaviour for non-IPsec traffic is 
to apply endpoint-independent filtering. 
This fosters the usage of IPsec protec-
tion, which in turn may have significant 
implications regarding the capabilities 
of the network to discriminate traffic 
through packet inspection methods.

That last example illustrates what 
the IAB tried to accomplish in this 
plenary—that is, raising consciousness 

about the various neutrality issues that 
can be impacted by the IETF as well as 
the day-to-day work of individual engi-
neers within the IETF.

Reference

1. D. Clark, J. Wroclawski, K. Sollins, R. 
Braden. “Tussle in Cyberspace: Defining 
Tomorrow’s Internet”; Proceedings of 
the ACM SigComm 2002 Conference, 
Pittsburgh, August 2002; Computer 
Communications Review, vol. 32, no. 4, 
October 2002. 
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Also with regard to IPR issues, it 
was noted that there are times when the 
Trust has to respond to requests for 
physical proof of IETF attendance. 
Earlier this year, the Internet Society and 
the IETF received two requests for such 
documents, and copies of the relevant 
material were made and provided. Cur-
rently, the blue attendance sheets serve 
as the only physical proof; everything 
else is recorded online. 

The IETF Trust was created on 15 
December 2005 under a Trust agreement 
between the Corporation for National 
Research Initiatives and the Internet 
Society. Unlike the IETF, the Trust is 
a separate legal entity, and the terms of 
the Trust agreement cannot easily be 
changed until July 2010. In advance of 
that date, the Trust will initiate a review 
of its activities, and it is planning to have 
a document ready for review by the com-
munity prior to IETF 76. 

Open-Mic Comments

Other than a few questions directed to 
the Trust regarding the TLP and other 
legal activities, the bulk of the open-
mic session during the administrative 
plenary was devoted to the ietf-discuss 
mailing list. A handful of participants 
expressed concern that the high volume 
of traffic on the general discussion 
mailing list was making it difficult to 

Comic BoFup that story to the IETF community as 
a cautionary tale, suggesting that it’s a 
good example of what can happen when 
requirements get added after the speci-
fications are in place. 

In financial terms, the IETF is stable. 
The financial crisis discussed in the past 
two meetings did not result in a decrease 
in number of meeting attendees. How- 
ever, the IAOC is considering intro-
ducing day passes for future IETF 
meetings. 

The current year-end forecast assumes 
a contribution by the Internet Society of 
USD 1.3 million (USD 1.45 million had 
been originally budgeted). To date, the 
IETF has not had to use either Internet 
Society stimulus money or the shortfall 
funds of meeting attendees. 

Bob further reported that the RFC 
Editor process has been reviewed and 
restructured. The new model will include 
an RFC production centre, an RFC 
publisher, an editor for the RFC Series, 
and another editor for independent 
submissions. The current RFC Editor 
contract with the University of Cali-
fornia’s Information Sciences Institute 
will end at the end of 2009. 

The IETF Trust

IETF Trust chair Marshall Eubanks 
reported that changes have been made 
to the Trust Legal Provisions (TLP) and 
the Trust Procedures since the last IETF 
meeting, including steps to improve di-
alogue with the community. The Trust 
intends to solicit community partici-
pation on the subject of committees in 
a variety of ways. In the case of intel-
lectual property rights (IPR) issues, 
which tend to have long histories, the 
creation of an IPR and TLP subcom-
mittee was proposed, as was a TLP dis-
cussion mailing list. 

Currently, the Trust is working on a 
procedure for future modifications of the 
TLP. Assuming that consensus on the 
general ideas can be reached, the Trust 
would submit in September a formal 
document describing the new process.

identify the comments to document Last 
Calls that get sent to that list. One par-
ticipant suggested that a separate list be 
created solely for announcements and 
discussion of Last Calls.  Others felt it 
would be confusing to add more lists to 
the existing ones—which include ietf@ 
ietf.org and ietf-announce@ietf.org—
and that e-mails related to Last Calls 
can be identified by their subject line and 
easily filtered from the rest of the traffic.

The general consensus was that it is best 
to keep the Last Calls on the discussion 
list. One participant suggested setting up 
RSS and Atom feeds for each Last Call, 
which would enable people to subscribe 
to whichever feed interests them.

IETF 75 Technical Plenary

The Thursday afternoon technical plen- 
ary began with Internet Architecture 
Board (IAB) chair Olaf Kolkman’s an-
nouncement that the document titled 
Principles of Internet Host Configu-
ration has been published as RFC 5505 
and that Design Choices When Ex-
panding DNS has been published as 
RFC 5507. The documents titled On 
RFC Streams Headers and Boilerplates 
and the RFC Editor Model have both 
been submitted to the RFC Editor. The 
IAB is still working on IAB thoughts 
on IPv6 Network Address Translation, 

Continued on next page
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IETF 75 Plenary Report, continued from page 5

Peer-to-Peer Architectures, Defining 
the Role and Function of IETF Protocol 
Parameter Registry Operators, and Ev-
olution of the Internet Protocol model.

The IAB is also still working on Unco-
ordinated Protocol Development Con- 
sidered Harmful, a new document that 
aims to demonstrate the importance of 
a coordinated approach to successful 
collaboration between standards devel-
opment organizations (SDOs) and to 
explain a model for inter-SDO collab-
orative protocol development that has 
been successfully executed by the In-
ternational Telecommunication Union’s 
Telecommunication Standardization  
Sector (ITU-T) and the IETF.

During the IAB retreat earlier this 
year, three items were identified as the 
main areas of interest: IPv4 and IPv6 
coexistence and how to work toward the 
best results in IPv6 transition, security 
of the routing data and the routing 
control plane, and internationalization 
issues within the DNS and the appli-
cations layer and between the DNS and 
applications.

There were also a number of person- 
nel changes within the community: Eric 
Burger has been appointed to the Inter- 
net Society Board of Trustees, and 
Patrik Fältström is the new liaison to the 
ITU-T. Patrik replaces Scott Bradner, 
who has been serving as liaison since the 
role was created in 1995.

The IAB responded to the Na-
tional Telecommunications and In-
formation Administration’s notice of 
inquiry on the upcoming expiration of 
the joint project agreement with the In-
ternet Corporation for Assigned Names 
and Numbers, reiterating the role of 
the IETF with respect to protocol pa-
rameters. A link to the response is 
available from http://www.iab.org/. 

Network Neutrality Debate

A large part of the IETF 75 technical 
plenary was devoted to a discussion on 
the subject of network neutrality. IAB 
member Marcelo Bagnulo addressed 

the audience, explaining that the goals 
of the discussion were threefold: to serve 
as a means of presenting the debate to 
the IETF community, to open up a di-
alogue on how the issue might affect the 
work of the IETF, and to see whether 
there is a role for the IETF to play.

Barbara van Schewick, assistant pro-
fessor of law at Stanford Law School pre-
sented an overview of the current debate 
around network neutrality. The term 
network neutrality describes a principle 
whereby a network is free of restrictions 
on content, sites, or platforms; on the 
kinds of equipment that may be attached; 
and on the modes of communication 
allowed, as well as one whereby commu-
nication is not unreasonably degraded by 
other communication streams.1 Concerns 
have been raised that broadband pro-
viders could use their infrastructures to 
block Internet applications and content. 
In the United States in particular, but 
certainly in other countries as well, the 
possibility of regulations designed to 
mandate the neutrality of the Internet 
has been subject to fierce debate. 

Barbara noted that while the network 
neutrality debate addresses legal content, 
it does not address the proper treatment 
of illegal content or illegal applications—
which is of particular concern to the 
IETF—nor does it address interference 
with Internet use driven by the gov-
ernment. She pointed out that while not 
all network providers are interested in 
blocking content, there are incentives 
to do so, including increased profit, ex-
clusion of unwanted content, and man-
agement of network bandwidth.

While the issues associated with net- 
work neutrality have become compli- 
cated, the key question, according to 

Barbara, is, Do we want regulation, 
or is competition sufficient? And what 
can the IETF do about it? “I have seen 
people who try to protect nondiscrimi-
nation, but how do you do that without 
being too restrictive?” she asked. “Should 
all applications be treated alike?

“There are lots of trade-offs,” Barbara 
pointed out in conclusion. “I have seen 
that providers will usually argue, ‘If I 
can’t do this, I will make smaller profits, 
so I will deploy less infrastructure.’ The 
other case is the limiting of network in-
novation. The choice will mean very dif-
ferent results, and the trade-off needs to 
be viewed in relation to the choices be-
forehand.” 

Mark Handley, professor of net-
worked systems at University College 
London, talked about why the IETF 
should care about the issue of network 
neutrality. “Much of the debate concerns 
legal and economic elements, and we are 
not good at this,” he said. However, the 
issues related to network neutrality are 
different in different parts of the world, 
and the IETF’s technologies have to be 
able to work everywhere in the world.2

What aspects of net neutrality are most 
relevant to the IETF? Mark said they 
are the blocking, rate-limiting, and pri-
oritizing of traffic to or from certain des-
tinations or from certain applications.

According to Mark, even though block- 
ing from destinations is not normally an 
IETF issue, when it comes to security, 
the IETF does not have a “good story” 
regarding defence against distributed 
denial of service or regarding spam 
prevention. Such a story would likely 
involve technical mechanisms that are 
not network neutral. In some places, 
governments block content because the 
content is considered illegal or because 
it poses political problems, which gen-
erally are not technical issues. However, 
the technology is often applied to work 
around such blocks. Application neu-
trality, however, is clearly within the 
scope of the IETF. The question is 
whether the IETF has provided the 
right building blocks to allow network 

Dave Crocker accepts the Jonathan B. Postel 
Service Award on behalf of CSNET at IETF 75.
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operators to manage their networks ef-
fectively, taking security and congestion 
control into account. Mark warned that 
the community could end up with a 
network in which innovation can exist 
only within a narrow set of boundaries 
or one in which regulators would step in 
and prohibit broad classes of traffic pri-
oritization. 

Mark concluded that network neu-
trality is, for the most part, an economics 
problem. To date, the IETF has not given 
Internet service providers effective tools 
to make the economics work properly. If 
this doesn’t get fixed, he said, the IETF 
might be faced with bad legislation and 
hence architectural stagnation, or with 
ubiquitous deep packet inspection (DPI) 
and architectural stagnation. He cau-
tioned the IETF that DPI may become 
the new network address translation and 
that if used widely, we would get stuck 
and unable to change things. This would 
seriously endanger the openness and in-
novation of the Internet because DPI 
describes a mechanism that looks at the 
actual contents of traffic rather than at 
just source and destination IP-address 
and port.

In the discussion following the pres-
entations, Mark emphasized his desire 
to “identify technical areas in which the 
IETF can help reduce the net neutrality 
effects.” He said he does not believe that 
the IETF should ignore the debate; 
rather, it should facilitate a discussion 
about technological possibilities that 
can help.

According to Ted Hardie, a similar 
discussion arose at a prior IETF meet- 
ing. “How is the discussion about gov-
ernments or politicians who want to 
change the network for their benefit 
different from the discussion about en-
abling operators to maximize profit?” he 
asked. “We made a conscious decision 
to protect the end-to-end network and 
to allow the network to be controlled by 
those people who pass the packets rather 
than the people who initiate the flows. 
Maybe it’s time to let neither profit nor 
governments control the Net.”

Peter Löthberg added that if operators 
simplified their networks and—instead 
of deploying equipment primarily to 
maintain its organizational structure—
built a highly optimized network with 
modern technology to simply deliver 
packets, they would have a reasonable 
profit, and congestion in the network 
would be reduced automatically. 

When asked to clarify what he meant 
by his statement that pricing was not 
an economic challenge but a techno-
logical one, Mark responded that at the 
moment there is no mechanism to hold 
people accountable for the traffic they 
are creating. “The bottom line is that we 
don’t even have the technological mech-
anisms to solve this problem,” he said.

Leslie Daigle said that in her own 
and the Internet Society’s experience 
in working in both the policy and tech- 
nical worlds, it has been important to 
educate regulators and policy makers 
about the implications of heavy-handed 
and rigid regulations that focus specif-
ically on current network technologies. 
“The sweet spot is to get regulators to 
the point where they understand that 
the definitions of good behaviour and 
bad behaviour lie outside the technical 
realm and in the land of appropriate 
competition and fairness,” she said.

Another attendee suggested that the 
IETF look more toward the user—for 
instance, by providing better authenti-
cation mechanisms and “a better means 
to filter out the bad guys in the middle.”

During the IAB open-mic session, 
the discussion about what the IETF—
and the IAB in particular—can do 
about network neutrality was continued. 
Some of the IAB members said they felt 

that the IAB is not in a position to solve 
this problem but that it can facilitate 
the work that is out there. “We create 
a playing field, not the outcomes,” said 
Stuart Cheshire.

Dave Oran pointed out that the role of 
the IAB is to look at the interaction where 
economics and the protocol architecture 
for the Internet meet. “Issues of local 
optima and policy for single networks are 
not where we add value,” he said. 

References

1. The definition of net neutrality offered 
here is adapted from a definition found 
in Wikipedia (http://en.wikipedia.org/
wiki/Network_neutrality). 
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to design protocols when users will 
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Multipath TCP, continued from page 1

The idea behind multipath TCP is to 
make use of the additional paths that are 
ignored by the routing system. Doing so 
can provide (1) more bandwidth and 
better resiliency for the user and (2) 
higher network utilization for network 
operators. During the IETF 75 meeting 
in Stockholm, there was a well-attended 
birds-of-a-feather (BoF) session that 
explored multipath TCP. The outcomes 
of the BoF are expected to lead to the 
formation of a multipath TCP working 
group within the IETF.

Adjusting to Path Properties 
through Congestion Control

Multipath TCP (MPTCP) involves 
modifying TCP to give it the capability 
to send a given packet over a given path. 
It then runs the regular NewReno con-
gestion control algorithms separately 
for each path, so each path has its own 
congestion window that reflects the 
path’s available bandwidth. Therefore, 
MPTCP can send (1) many packets 
over paths with a large congestion 
window and/or a small round-trip-time 
(RTT) and (2) fewer packets over paths 
that have a small window and/or a large 
RTT. This way, a multipath TCP can 
automatically—and quickly—adjust to 
congestion in the network, moving traffic 
away from congested paths and toward 
uncongested paths. Routers can also dis-
tribute packets over multiple paths, but 
routers have no end-to-end congestion 
information. Additionally, routing pro-
tocols that change routing based on link 
utilization have never gained a foothold 
because they can cause dangerous oscil-
lations as they move traffic to idle links, 
which can then become congested, move 
traffic back, and so on.

Another concern over having routers 
distribute packets that belong to the same 
flow (TCP session) over multiple paths is 
that different paths have different RTTs, 
which means that packets will arrive out 
of order. When this happens, the fast-
retransmit algorithm that is part of the 
Reno set of congestion control algorithms 

will do what its name suggests. When 
packets n+1, n+2, and n+3 arrive but 
packet n is still missing (three duplicate 
acknowledgements), TCP concludes 
that packet n was lost, and it retransmits 
it without waiting for a timeout. It also 
assumes that sending was happening 
too fast, so it reduces its sending rate by 
halving the congestion window, which 
lowers the number of packets that can be 
in flight before the receiver acknowledges 
that it has received earlier packets. How- 
ever, if packet n was sent over a path with 
a slightly larger RTT than the path used 
for sending packets n+1, n+2, and n+3, 
n probably was not lost, so there was no 
need to retransmit and reduce the sending 
rate. To prevent this issue, routers work 
hard to avoid sending—over multiple 
paths—packets belonging to a single 
flow (see RFC 2992). Multipath TCP 
can solve this issue by simply executing 
the fast-retransmit algorithm for each 
path separately.

Fairness and Resource Pooling

A more challenging issue is that of fair- 
ness. Suppose there are two paths be- 
tween points A and B; let’s call them left 
(l) and right (r). Flow X takes the left 
path, flow Y takes the right path, and 
flow Z is a multipath TCP flow that 
uses both paths, with a subflow Zl over 
the left and a subflow Zr over the right. 
Assuming normal congestion control, 
Zl will compete on an even footing with 
X, such that both Zl and X get half the 
available bandwidth on the left path (in 
the absence of other traffic). The same is 
true for Zr and Y. This means that the 
total send rate of Z (Zl + Zr) is double 
that of X or Y. This is a little unfair, but 
not to an alarming degree. However, 
what if a multipath TCP thinks it has 
five paths, but in reality all of these 
paths share a bottleneck? In this case, 
the multipath flow will take five times as 
much bandwidth as other flows, which 
falls squarely outside the limits of what 
is acceptable. Presumably, paths toward 
the same destination will regularly share 
a common bottleneck, and there is no Regular TCP and multipath TCP

obvious fast and reliable way to detect 
this condition.

As a result, on one hand, multipath 
TCP requires a way to couple the con-
gestion control state of the different 
subflows such that MPTCP is rea-
sonably fair to unmodified TCP flows 
when multiple MPTCP subflows share a 
bottleneck. On the other hand, MPTCP 
must be sufficiently aggressive so that 
it is at least as fast as unmodified TCP 
on the fastest path. For instance, in the 
previous example, if the left path has a 
bandwidth of 100 Mbps, and the right 
path, 10 Mbps, the fact that MPTCP 
flow Z starts to lose packets at around 5 
Mbps over the right path should not get 
in the way of subflow Zl’s reaching about 
50 Mbps on the left path, or Z will be 
slower than X. Obviously, users will be 
reluctant to deploy multipath TCP if it 
performs worse than unmodified TCP!

A step beyond “first do no harm to 
my own performance” and “be fair on 
shared bottlenecks” is the notion of re-
source pooling. Suppose a network op-
erator has deployed a number of parallel 
links, and several MPTCP flows run 
over two of those links each. With the 
appropriate coupling of the per-subflow 
congestion control for each multipath 
TCP flow, the packet loss rates that 
NewReno congestion control uses to 
adapt to the network bandwidth will 
equalize, and the set of links will start 
to behave as a single resource. Assume 
again the earlier example, but now with 
100 Mbps on both paths. Perfect re-
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source pooling would mean that X takes 
67 Mbps on the left path; Y, 67 Mbps 
on the right path; and Z, 33 Mbps on 
each path for a total of 66 Mbps. This 
is the same as would happen on a single 
200 Mbps path. Compare this to the 
situation today, where a network op-
erator bundles two links. In the best-
case scenario, two flows would each get 
50 Mbps on a shared link, and the other 
flow would get the full 100 Mbps on the 
other link. But the situation where three 
flows share one link and run at 33 Mbps 
each while the second link remains idle 
is also relatively common. According 
to the literature, it takes about 1,000 
sessions to get good utilization out of a 
set of bundled links.

Improved Resilience

In addition to potentially providing 
more bandwidth for the multipath user 
and resource pooling, as well as im-
proved utilization for the network op-
erator, MPTCP may also improve 
resilience; in other words, if one path 
fails, MPTCP can continue to work 
over an alternative path. On one hand, 
presumably, the routing system would 
detect such a path failure and repair it, 
but routing protocols take 30 (OSPF) to 
90 (BGP) seconds to detect a failure. 
Multipath TCP, on the other hand, 
could detect a failure within a few 
round-trip times. This does require some 
smart retransmission algorithms. TCP 
must deliver data to the receiving appli-
cation in the original order, so if packet 
n is lost, packets n+1, n+2, and so on 
must be buffered by the receiver until 
packet n is retransmitted successfully. 
Therefore, it is important to avoid re-
transmitting packets on a broken path. 
And waiting for a normal timeout on 
one path can slow down progress on 
other paths if the receive buffer fills up 
and the subflows using the other paths 
must stop sending.

The Drafts

There are currently two multipath TCP 
drafts. 

On one hand, draft-ford-mptcp-multi 
-addressed-00: TCP Extensions for 
Multipath Operation with Multiple 
Addresses adds a mechanism to TCP to 
explicitly add new subflows to an estab-
lished TCP session, where each subflow 
has its own source and destination ad-
dresses. For this to work, at least one 
end (preferably both ends) must have 
at least two addresses, and both ends 
must implement the multipath TCP ex-
tensions. Packets are sent down different 
paths by addressing them to the dif-
ferent destination addresses available for 
the remote system. The multiaddressed 
multipath TCP has a second sequence 
number space carried in TCP options, 
so that the regular seqnum and acknowl-
edgement fields can remain compatible 
with existing middleboxes such as NATs 
(network address translations).

On the other hand, draft-van-beijnum 
-1e-mp-tcp-00: One-ended multipath 
TCP is one ended; in other words, it 
modifies only the sender. This means 
that like regular TCP, only a single 
source address and a single destination 
address are supported. This means there 
is no easy way to send packets down dif-
ferent paths. However, if the one-ended 
multipath TCP is deployed in content 
networks that have multiple links to the 
Internet by using provider independent 
address space, this could work. In one 
instance, a server could have two inter- 
faces, where the packets transmitted 
over one interface are sent through one 
Internet connection, and the packets 
transmitted over another interface are 
sent over another Internet connection. 
This solution takes advantage of the fact 
that congestion control, including fast 
retransmit, is implemented in the TCP 
sender, so it is possible to use multiple 
paths without changing the receiver, as 
long as the receiver uses selective ac-
knowledgements (SACK, RFC 2018). 
This solution assumes that middleboxes, 
such as firewalls and NATs, are deployed 
only at the receiving end, where the two 

paths have converged, so the middlebox 
sees normal TCP traffic.

An intriguing avenue for future de-
velopment would be modifying routers 
such that when they need to distribute 
packets over multiple links or paths, 
they do so based on the path selection 
choices made by multipath TCP on the 
sending host. Doing so would make it 
possible to gain MPTCP benefits 
without the need for multiple addresses 
or multiple connections to the Internet. 
However, in order to do that, an 
MPTCP host would have to include in-
formation about the desired path in the 
IP or TCP header where routers can 
find it to base their path selection de-
cisions on. Unfortunately, there aren’t 
any unused bits in the IPv4 or IPv6 
headers, and TCP options have the dis-
advantage of not being in a fixed place, 
thereby making it harder for a router to 
inspect those. For this reason, and 
because requiring changes to both hosts 
and routers makes deployment a lot 
harder, it was decided to not work on in-
volving routers in multipath TCP for 
the time being in the pre-BoF dis-
cussions.

Why TCP?

As discussed earlier, using congestion 
control to adjust to the available band- 
width on each path is a powerful ad-
vantage of implementing the multipath 
capability in the transport layer. But 
why TCP, and not a new or separate 
protocol? For instance, the Stream Con- 
trol Transmission Protocol (SCTP, RFC 
4960) already supports using multiple 
addresses, thereby making it easier to 
use multiple paths at the same time. 
However, as currently defined, SCTP 
uses only one path at a time, and it 
switches to another path only after the 
current path fails. There has been a fair 
amount of academic work on multipath 
SCTP under the moniker CMT (con-
current multipath transmission). SCTP 
CMT shares the same basic issues with 

Continued on next page
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on Internet Drafts in the areas of Web 
application performance and streaming 
performance measurements.

The meeting has already changed the 
way Vinayak works. “An example is RFC 
2330 [Framework for IP Performance 
Metrics], which provides a framework for 
the measurements I am doing. Previous 
to this, some of the metrics that we had 
been using were more ad hoc, or not so 
well defined. Now I am trying to make 
them conform to this RFC. 

For fellow Haris Shamsi, a founding 
member of the IPv6 Task Force Paki- 
stan, the meeting’s combination of 

ISOC fellows and mentors at IETF 75 in Stock-
holm.
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Connecting the Dots at IETF 75
By Matthew Roberts

As first-time IETFers, fellows from developing regions quickly figure out the lessons to 
bring home. 

Despite worldwide apprehension about global economic unsteadiness, the seven 
Internet Society Fellowship to the IETF Programme fellows arriving in 

Stockholm for IETF5 75 brought with them their optimism and high expectations 
for a productive meeting. The fellowship programme is designed to help stimulate 
Internet growth in developing nations by immersing technologists from those 
regions in the work being done by the IETF. Each meeting, a new set of fellows, in-
cluding a handful of returning fellows, are given the opportunity to improve their 
technical skills and become more engaged in the standards development process. 

The IETF Journal contacted each of 
the fellows to see what they thought 
of the experience and to ask them to 
report on the impact the event has had 
on their work. Most of the fellows’ sen-
timents were captured in the comment 
made by Vinayak Hegde, who told us 
candidly: “I had high expectations for 
IETF 75, and it more than lived up to 
them. It was easy to approach anyone 
and ask questions, and people were very 
helpful and friendly.” Vinayak, who’s 
been a member of the Internet Society’s 
Chennai (India) Chapter since the 
Chapter’s inception, came to Stockholm 
to work with other like-minded people 

technical information and organiza-
tional technique will have a lasting 
impact. Aside from attending a number 
of IETF working groups (WGs)—v6ops 
[IPv6 Operations] and 6lowpan [IPv6 
over Low power Wireless Personal 
Area Networks] in particular—which 
really helped him in his work at Paki-
stan’s largest mobile communications 
company, it was, he said, “the meth-
odology of rough consensus and the 
way chairs tackle the experts group that 
really helped me devise a way to com-
municate with the team and the asso-
ciates I am working with in Pakistan.” 
Furthermore, Haris plans to adopt the 
same decision-making methodologies 
in work-related matters. “IETF 75 was 
among a few of the best experiences of 
my life,” he wrote by e-mail. “The event 
not only gave me a chance to meet up 

congestion control fairness and per-
formance and retransmission policies as 
multipath TCP does, but the amount of 
protocol work required is minimal, since 
SCTP already supports multiaddressing. 
Unfortunately, moving existing appli-
cations from TCP to SCTP involves a 
number of challenges, such as making 
SCTP work through NATs, the need 
to modify applications, and lack of an 
easy way to negotiate SCTP versus TCP 
between a client and a server. In addition, 
SCTP uses a much more complex packet 
format than TCP does and a CRC32 
checksum that is expensive to compute 
in software, making SCTP less appro-
priate for high-bandwidth applications. 
None of the issues is insurmountable, 

but together they make adoption of 
SCTP as a TCP alternative a challenge. 
As such, implementing multipath in 
TCP, which is used for about 85 percent 
of all Internet traffic, is a more attractive 
deployment strategy.

Multipath TCP discussions are taking 
place at https://www.ietf.org/mailman/
listinfo/multipathtcp.
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with the experts from around the world 
but also helped me understand the 
process and methodology of the IETF.”

Aminul Haque Chowdhury, of Ban-
gladesh, is studying for his master of 
science degree in South Korea. While 
pursuing his studies, he’s working on 
the Internet drafts 6LoWPAN Boot-
strapping and 6LoWPAN IPv6 ND 
Optimizations as well as on the draft 
6LoWPAN Routing Requirements. 
Like Haris, Aminul also felt the event 
was helpful to him in his work—in part 
because two of the WGs, 6lowpan and 
roll, are involved in similar research 
areas. He attended those two meetings 
at IETF 75, as well as the manet (Mobile 
Ad-hoc Networks) WG, the Transport 
area meeting, and the peer-to-peer re-
search group meeting. 

For Aminul, the goal is to apply tech-
niques that can maximize infrastructure 
as much as possible. “In Bangladesh,” 
he wrote by e-mail, “we were connected 
with the information superhighway via 
fibre-optic cable for more than three 
years. However, the Internet is still ex-

pensive and not available everywhere.” 
Aminul claims that though his country 
has a good fibre-optic network—mainly 
because it supports the railway com-
munication system via fibre optic—the 
country still is not using 100 percent 
of its capacity. “There are many ISPs 
growing day by day, but with only a few 
exceptions, bandwidth is too low,” he 
wrote.

Hamid Mukhtar, who is from Paki- 
stan but who is a graduate student in 
South Korea, is pursuing research on 
network management, mobility, and col- 
lateral issues associated with IP-based 
wireless sensor networks—more spe-
cifically, 6lowpans. He’s also working 
on standardization of network man-
agement through the IETF’s 6lowpan 
WG and he has contributed a draft to 
the 6lowpan WG. Hamid says he’s in-
terested in the work going on in the 
mext WG, and he wants to extend it for 
the mobility issues of the 6lowpanWG. 
To see Hamid’s draft, visit http://tools.
ietf.org/draft/draft-daniel-lowpan-mib/
draft-daniel-lowpan-mib-00.txt.

Ronald Nsubuga, who is MTN 
Uganda’s senior administrator of IP 
Data Networks, also attended IETF 75 
as a fellow. He said that for many years 
he has wanted “to meet the team that has 
developed the Internet” and to “represent 
the AfriNIC members in this process of 
RFC, BCP and Internet practices de-
velopment worldwide.” His experience, 
he said, was gratifying. “I found it to be 
an eye-opener to see so many works that 
have been contributed by different en-
gineers to Internet development over 
the years,” he said. For Ronald, the con-
nection to the other attendees and their 
work was immediate. “The meeting con-
nected with my work in the sense that 
most of the protocols being used today 
still need to be developed and tested for 
future use—like IPv6 and DNSSEC—
with the respective challenges that come 
along,” he said by e-mail. 

Ronald added that Uganda has long 
been connected to the Internet through 

satellite providers. “As of late July we had 
the first test over SEACOM’s fibre cable, 
and you can imagine the excitement!” he 
wrote. “On top of that, other operators are 
working along with different operators to 
get other cables laid—like TEAMS and 
EASSY—for better connectivity. As we 
are waiting to see a huge drop from 500 
ms–1,000 ms (which we are getting via 
satellite) down to 160 ms–300 ms, that 
will be a huge improvement. It’s the same 
thing we are anticipating in the drop of 
prices for the cost of the bandwidth and 
good capacity.”

 Even so, Ronald admits there are 
challenges, such as the high cost of 
connectivity and little attention being 
paid to IPv6 adoption and deployment 
because, as he said, “many operators 
were still looking at IPv6 adaptation as 
a thing, or technology, that doesn’t have 
a business case.”

Fellow Dorcas Muthoni Gachari runs 
a software firm (http://www.openworld.
co.ke) in Kenya that provides professional 
services ranging from requirements 
definition and specification, system 
analysis, system design, software devel-
opment, customization, integration, and 
imple-mentation to training, support, 
and maintenance. According to Dorcas, 
the company’s focus is on public corpo-
rations “with special emphasis on e-gov-
ernment Web applications for Kenya and 
the wider African region.” In addition to 
her regular responsibilities, Dorcas runs 
a user group (linuxchix) for woman en-
gineers across Africa, “where we mentor 
young women to pursue careers in com-
puting as well as build capacity for prac-
ticing women.” 

Dorcas said she frequently offers 
her training facility to a Kenyan user 
group called Skunkworks, and that in 
the future, together with other IETF 
alumni, the group plans to conduct tu-
torials that would attract more Kenyan 
engineers to IETF working groups.
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What advice do the fellows have for 
future fellows and other newcomers 
to the IETF? Fellow Afaf Maayati of 
Morocco suggests reading first of all 
the tao of the IETF. Afaf works at Mo-
rocco’s National Telecommunications 
Regulatory Agency (ANRT) as a project 
manager of the ccTLD .ma and is a par-
ticipant in the Pilot Project for Arabic 
Domain Names.

She also suggests that future fellows 
understand in advance that “At IETF 
working group meetings there is no in-
troduction or background material, so 
a future fellow has to be prepared in 
advance by reading the IETF working 
group documents relevant to an area of 
interest.” 

Newcomers, however, are not without 
support, Afaf acknowledges. “It’s also 
very interesting and instructive to attend 
the newcomers’ training, on the first day 
of the IETF,” she suggests. “So, plan to 
be there!”

IETF fellows are paired with mentors, 
most of whom are veteran IETFers and 
experienced Internet technologists and 
engineers. Often, the mentors make 
lasting impressions on the fellows. 

“My mentor was Fred Baker, and 
he chairs the v6ops WG,” says Ronald 
Nsubuga. “He was very helpful in the 
preparations for the IETF meeting. 
For example, he gave me a clear dif-
ference between a working group and a 
BoF [birds-of-a-feather session], which 
I wanted to know, to follow what home 
gate is all about.”

The Internet Society extends its 
sincere gratitude to the sponsors of the 
ISOC IETF Fellowship to the IETF 
Programme: Afilias, Google, Intel, Mi-
crosoft, and Nominet Trust. To find out 
more about becoming a sponsor and 
about sponsorship’s benefits to your or-
ganization, visit http://www.isoc.org/
educpillar/fellowship/ or send e-mail to 
fellow-sponsor@isoc.org. 

Connecting the Dots, continued from page 11 The Long Road to DNSSEC 
Deployment
By Wendy Rickard

A panel discussion at IETF 75 helps shed light on the need for DNS security and the reasons 
why it has taken so long. 

F ew technologies are more critical to the operation of the Internet than the 
Domain Name System (DNS). At the time of its development—and for many 

years since—the DNS has functioned without many formal security mechanisms, 
thereby making it vulnerable to DNS spoofing and other malicious attacks. In 2008, 
Dan Kaminsky released his now famous bug, demonstrating how easily an attacker 
can trick Internet users by temporarily taking over a domain name and redirecting 
queries to another server. 

The vulnerabilities of the DNS were 
discovered long before the Kaminsky 
bug, with discussions taking place as far 
back as 1990. The watershed moment 
came in 1995 in the form of a paper pub-
lished by Steve Bellovin in which he de-
scribed the system’s key weaknesses. In 
1997, a set of open standards that would 
authenticate DNS data by using public 
key infrastructure to digitally sign DNS 
records was developed and published as 
RFC 2065: Domain Name System Se-
curity Extensions (DNSSEC). 

In simple terms, DNSSEC is de-
signed to enable authentication of DNS 
response data. It verifies responses to 
make sure that what you get from a 
DNS server is what the zone adminis-
trator intended. It does not address all 
threats (nothing does), but it provides a 
building block for providing additional 
data security—and not just within the 
DNS but also within the applications 
and services that are built on it. 

After nearly 15 years of discussion 
and development, deployment of the 
DNSSEC is gaining momentum. In 
July 2009, the Internet Society or-
ganized a panel discussion in Stockholm 
as part of IETF 75 for the purpose of 
making the issues associated with the 
adoption of DNSSEC accessible to a 
broader audience. Details, including 
presentation materials and a transcript, 
are available at http://www.isoc.org/
isoc/conferences/dnspanel/. Moderated 

by Leslie Daigle, the Internet Society’s 
chief Internet technology officer, the 
panel featured a distinguished group of 
developers, administrators, and Internet 
infrastructure operators who talked 
about their experiences with DNSSEC, 
the problems they’ve had to overcome, 
and what they see as next steps toward a 
more robustly secure Internet. 

DNSSEC History

In the scheme of things, 15 years seems 
like a long time to wait for a DNS se-
curity framework to be put in place. 
Panellist Olaf Kolkman said he believes 
the delays can be traced to three “key 
actors” in the DNS deployment world 
that created a chicken-and-egg problem. 
The first is the DNS hierarchy, which in-
cludes the root and moving into the en-
terprises and companies that make the 
high-level decisions. They are the people 
who need to sign and deploy DNSSEC 
so that those in the second group, 
who maintain ISP infrastructure, can 
validate the components that are used 
for validating the name servers. Finally, 
there are the people who can provide op-
erating system and applications support 
once everything is in place. 

The chicken-and-egg problem comes 
in when the DNS hierarchy decision 
makers ask why they should invest in 
signing when signatures are not being 
validated; when the ISPs ask why they 
should invest in validation when there 
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Continued on next pageDNSSEC panellists at IETF 75.
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is nothing to validate; and when the op-
erating system and application support 
folks ask why they should invest in de-
velopment when there is so little infra-
structure. 

When RFC 2535 was published, 
DNSSEC seemed ready for deploy- 
ment. There was a period of code 
development and standardization, in-
cluding regular interaction between the 
two, from 1995 to 2000, but there was 
very little deployment, except in a few 
labs. In 2000, the first real deployment 
trials began. Sweden’s .se registry was 
interested in signing but discovered 
privacy and scalability issues. As Olaf 
explained, it wasn’t until the registry 
world was making the jump to early de-
ployment that both the standardization 
team and the development team noticed 
that something had been missed. The 
standardization efforts began anew. By 
2008, the privacy and scalability issues 
had been addressed in the form of a 
technology known as NSEC3. 

Soon afterward, training became 
available, and software was being de-
veloped to facilitate deployment outside 
the laboratory setting. Top-level do- 
mains started signing, and things started 
bubbling up. 

“Right now, I think we are at the sweet 
spot when it comes to deployment,” 
Olaf said. “We are at the sweet spot of 
making the Internet as a whole a more 
secure place.”

A View from the Registry

As the top-level-domain registry for 
Sweden, .SE takes the issue of DNS 
security seriously. The company began 
working with DNSSEC in 1999, but it 
wasn’t until the Kaminsky bug that the 
company began to thinking beyond the 
technology and about things like edu-
cation on, marketing for, and pricing of 
DNS security services. 

As panellist Patrik Wallström of 
.SE explained, the company orig-

inally charged a fairly high price for 
DNSSEC, but after the Kaminsky bug, 
the company dropped the pricing alto- 
gether. “We consider this to be an im-
portant piece of the Internet infra-
structure,” he said. 

With the Kaminsky bug still fresh in 
everyone’s minds, .SE was noticing that 
a large number of servers were vulnerable 
to attack. In the interest of reducing that 
number, .SE launched a DNS security 
promotional Web site. The site features 
a movie that demonstrates an attack on 
the DNS. It also enables visitors to see 
whether their computers are vulnerable 

to the Kaminsky bug; if so, the visitor is 
given advice about what to do. It can also 
test a visitor’s domain to see whether it 
runs DNSSEC. 

Now the company is working to help 
registrars become active in promoting 
DNSSEC, and it is working with all of 
the major Swedish resolver operators to 
make sure they validate domain names 
as well. 

In general, .SE is using education 
and public relations to make people in 

Sweden aware of what the Kaminsky bug 
really means and why they should secure 
their name servers. As a result, a number 
of high-profile domains have signed. The 
value of the company’s educational and 
promotional efforts became especially 
evident when the Swedish tax office and 
the Swedish election tax office domain 
names signed. “The vote survived the 
recent election and the recent tax returns, 
so we have really proved that DNSSEC 
works by now,” said Patrik. 

Deployment, however, was not with- 
out problems. In particular, problems 
arose with one large domain in Sweden, 
but, as Patrik explained, that ended up 
being a bug in the BIND, which two 
of the major ISPs were using. There 
was, however, a problem with home 
routers that did not let large packets 
through, but that was resolved, as was 
the problem with name servers, which 
they solved with better monitoring. 
The major problem now is with regis-
tration transfers in cases when one reg-
istrar does DNSSEC and the other does 
not. Patrik said this would eventually 
be solved through education. Cur-

“The vote survived the recent election and the recent tax returns, 
so we have really proved that DNSSEC works by now.” —Patrik 
Wallström of .SE on the value of the company’s educational 
efforts, which resulted in the signing of the Swedish election and 
tax office domain names. 
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The Long Road to DNSSEC Deployment, 
continued from page 13

rently, all Swedish registrars that have 
registrations for the .se domain have an 
agreement with .SE that, at the very 
least, they must be able to remove DNS 
records from the delegation. 

Speaking to the experiences of the 
.org domain space was Jim Galvin, who 
pointed out that the Public Interest 
Registry, which runs .org, was created 

to serve the public interest. “The .org 
brand is known for being informative, 
well-intentioned, trustworthy, and the 
source of valuable information,” he said. 
“DNSSEC was a natural extension of 
all of those elements, and so it seemed 
pretty obvious that it was the right 
thing to do.” The .org TLD finalized 
signing the zone with DNSSEC on 
2 June 2009. 

The threats to the DNS cannot be un-
derstated, said Jim. As recently as July 

2009, Irish Internet service provider 
Eircom, within the previous few weeks, 
reported it had been targeted by a cache 
poisoning attack that redirected cus-
tomers to sites they did not intend to 
visit.1 As scary as those attacks were, 
securing the DNS, as Jim pointed out, 
is not about just the DNS. “It is not 
about the man-in-the-middle attacks 
and getting false information about the 
DNS,” he said. “It is about securing an 
infrastructure protocol.” Clearly, that 

protocol matters more and more as so-
cieties become increasingly dependent 
on the Internet for storing and relaying 
sensitive data such as online health 
records and conducting online trans-
actions. 

Jim offered specific advice about 
what TLDs and other community 
members could do as they make plans 
to sign their domain. First, he suggests 
making technology the key driver for 
whatever is done—as opposed to public 

relations, marketing, or management 
issues. “DNSSEC will change your op-
eration and the way you do things,” he 
said. “It is important to put the time 
into making sure that things are going 
to work right. And you can’t let that be 
driven by anything other than the tech-
nology itself.” 

Second, Jim suggests adopting a 
strategy of collaboration. “There are 
plenty of experts and they are all willing 
to help, and you should let them,” he 
said. Finally, he advocates a phased ap-
proach, particularly for an undertaking 
as large as DNS security. 

Today, roughly 50 percent of the 
queries that Afilias gets are asking for 
DNSSEC information—something Jim 
says should be kept in mind if you’re a 
TLD or a larger enterprise. Equally 
notable is that from 1 June to 3 June, 
when .org was signed, TCP traffic in-
creased by two orders of magnitude. 
While it did not have a measurable 
impact on operations, PIR is still, as Jim 
pointed out, thinking about what they 
can do to optimize that and make things 
better in the future. 

Panellist Matt Larson of VeriSign 
discussed plans to sign the .com and 
.net TLDs. VeriSign has had a long in-
volvement with DNS security—not 
just with DNSSEC but also with the 
NSEC3 extension. The company helped 
develop the NSEC3 extension and has 
been involved with the addressing of 
issues of privacy and scalability. Ac-

PIR’s Jim Galvin presents at DNSSEC panel at 
IETF 75. 
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The threats to the DNS cannot be understated. As recently 
as July 2009, Irish Internet service provider Eircom, within the 
previous few weeks, reported it had been targeted by a cache 
poisoning attack that redirected customers to sites they did not 
intend to visit.

 IETF 75 participants at ISOC’s DNSSEC panel in Stockholm.
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IETF 75 participants attend the ISOC DNSSEC 
panel. 
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DNSSEC Panelists
Leslie Daigle, The Internet Society 

(moderator)
Jim Galvin, Public Interest 

Registry
Olaf Kolkman, NLnet Labs
Richard Lamb, ICANN
Matt Larson, Verisign
Patrick Wallström, .SE

cording to Matt, when a zone is signed 
with DNSSEC, the size of that zone 
can grow quite large—as large as three 
or four times its size. At a current rate 
of 90 million delegations between .com 
and .net, the effect of DNSSEC could 
be enormous. However, Matt assured 
the audience that NSEC3 should allow 
them to scale “much more gracefully.” 

Given the breadth of change that 
would result from DNSSEC, VeriSign 
has conducted a handful of pilot projects. 
This has allowed the company to gain 
operational experience. One of the pilot 
projects dealt with NSEC3, but the 
most recent pilot involved signing the 
root zone, in which VeriSign used the 
production signing infrastructure that it 
uses for its certificate business to secure 
and handle the cryptographic signing 

of a test root zone. The actual signing 
of the production root zone will use a 
similar architecture. 

“If you have a domain underneath 
.com or .net and you want to sign it 
and take full advantage of DNSSEC, 
it does require that .com and .net also 
be signed,” said Matt. “In my opinion, 
it is one of the largest changes we’ll have 
done with DNS, so as a result, we are 
approaching this cautiously.” 

Not surprisingly, VeriSign will be 
using the NSEC3 protocol, and its reg-
istrars will be provisioning DS records. 
In addition, a set of root zone signing 
requirements has been developed by the 
U.S. Department of Commerce and is 
undergoing technical review. The actual 
signing is going to be a collaborative 
effort between VeriSign and the In-
ternet Corporation for Assigned Names 
and Numbers (ICANN). VeriSign and 
ICANN are the current contractors 
to the Department of Commerce and 
the partners that provide the root zone 
today. 

The road to signing the root has been 
a long and difficult one, said panellist 
Richard Lamb of ICANN. However, it 
is regarded by ICANN and many in the 
community as an essential step toward 

greater DNS security. The benefits of 
DNSSEC in this regard are varied. First, 
it removes deployment barriers, and it 
lends simplicity by having a single key, 
as opposed to multiple TLDs. Second, 
it allows for compromise recovery. And 
finally, DNSSEC makes it possible to 
unsign, if that becomes necessary. 

According to Richard, the issue of cy-
bersecurity has captured the attention of 
the U.S. White House and is the basis 
for a report being circulated within the 
Obama Administration. “We cannot 
improve cybersecurity without improv- 
ing authentication,” said Lamb. 

“Today there is a generalized aware- 
ness of the need to implement the se-
curity extensions already at the root of 
the Domain Name System,” Richard 
said. “With the widespread deployment 
of DNSSEC, we will be able to create 
a platform for innovation, new product 
development, and international coop-
eration.”

Reference

1. http://www.siliconrepublic.com/news/
article/13448/cio/eircom-reveals-cache 
-poisoningattack-by-hacker-led-to 
-outages. 

Panellist Olaf Kolkman demonstrates his commitment to DNSSEC at ISOC panel discussion in 
Stockholm.
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a specific type of input, such as the 
Dynamic Host Configuration Protocol 
(DHCP) messages described in RFC 
4776: Dynamic Host Configuration 
Protocol (DHCPv4 and DHCPv6) 
Option for Civic Addresses Config-
uration Information. The rule maker 
might be the individual student, the 
student’s parents, or even the student’s 
school. Assuming for a moment that the 
parents are the rule makers, they would 
determine to whom location infor-
mation could be given, what granularity 
of information would be available, and 
whether or not those receiving the in-
formation could retransmit it to others. 
The parents might, for example, create a 
rule that would allow anyone to request 
and receive their child’s time zone in-
formation (useful for avoiding late-night 
calls) and to pass that information on 
to others. A second rule might allow 
precise data to be sent to requesting 
family members but limit the retrans-
mission of that information to others.

The location object created after the 
rules have already been applied would 
contain the permitted data appropriate 
to the requester along with any specific 
privacy rules. Note that the rules that get 
created are always grants of permission, 
never of denial. If a rule grants access 
to time zone data to all, no rules can be 
applied later that restrict that access; the 
rules can only expand to include new 
data. This somewhat limits the form in 
which rules can be described, but it also 
ensures that if an externally referenced 
rule is not available when a location 
object is created, the resulting object has 

GEOPRIV: Creating Building Blocks 
for Managing Location Privacy 
on the Internet
By Alissa Cooper and Ted Hardie

Technical standards bodies that reuse the IETF’s work sometimes describe 
its method as creating reusable building blocks rather than whole-system ar-

chitectures that are carefully tailored to specific environments. That approach has 
long reflected the variety of environments in which IETF protocols are required to 
operate. The real utility of a building block tends to surface only after reuse starts to 
snowball. HTTP provides an obvious example, since it’s been transporting much 
more than hypertext for a decade, and its success has spurred a generation of protocol 
designers who have reused the most portable elements of its design.

The work of the Geographic Location/
Privacy working group (GEOPRIV 
WG) has always been a little different 
because the decision to create a new type 
of building block was not made in re-
sponse to a specific technical need. In 
the case of GEOPRIV, the IETF’s lead-
ership recognised a set of problems with 
a series of technical proposals around 
location: the first was that proposals 
ignored the privacy implications of the 
release of location data, and the second 
was that almost all existing security 
mechanisms were designed around in-
dividual protocols. With the creation of 
GEOPRIV, the Internet Engineering 
Steering Group (IESG) set out to charter 
a group that would focus as much on the 
privacy implications of the data trans-
mitted as on the successful transmission 
of the data itself. Moreover, the IESG 
recognised early that data continually 
leaks from one protocol to another—for 
example, by moving from the Web to 
e-mail. Therefore, it charged the group 
with developing a system that worked 
both within and across many protocols.

Key Building Blocks

The work of the GEOPRIV WG is en-
capsulated by the diagram at the right 
from draft-ietf-geopriv-arch-00.

In this model, a location generator 
passes information about the location 
of a target (such as an individual with 
a mobile device) to a location server, 

where the rules for disseminating that 
information are applied. A new location 
object (LO) is then created and passed to 
location recipients. That location object 
reflects the information that the specific 
recipient is permitted to have and em-
bodies the rules governing how the re-
cipient can use the object. 

There are a number of different kinds 
of rules that might be applied to the lo-
cation information. One key type of rule 
describes whether the recipient may or 
may not retransmit the location object 
to other parties. The protocol used for 
that transmission has no effect on the 
permission. It does not matter whether 
the retransmission is by e-mail, instant 
message, or broadcast; the same rules 
apply in every case.

To give a concrete example, imagine 
for a moment that our target is a student 
with a laptop. The location generator 
could be a programme on the student’s 
laptop that derives information from 
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no data that would have been removed 
by a rule that is missing.

The format used for carrying this 
information—Presence Information 
Data Format Location Object (PIDF-
LO)—is described in RFC 4119: A 
Presence-based GEOPRIV Location 
Object Format, RFC 5139: Revised 
Civic Location Format for Presence 
Information Data Format Location 
Object (PIDF-LO), and RFC 5491: 
GEOPRIV Presence Information Data 
Format Location Object (PIDF-LO) 
Usage Clarification, Considerations, 
and Recommendations and is an ex-
tension of the format used for carrying 
presence information for instant mes-
saging buddy lists. However, instead 
of saying “available for chat,” “busy,” or 
“bored,” the status element carries either 
geolocation (latitude, longitude, and al-
titude) or civic location (street address, 
town name, and so on) plus the usage 
rules and, optionally, the method by 
which the information was derived and 
the identity of the provider of the in-
formation. The extension of the PIDF 
“status” element with these fields means 
that any presence-based system should 
be able to quickly and easily adapt to the 
GEOPRIV architecture. The system is 
not limited to presence systems, though, 
and any protocol that can carry an XML 
MIME [extensible markup language 
Multimedia Internet Message Ex-
tensions] type can carry a PIDF-LO 
object. That means applications for 
e-mail and the Web start off with an ad-
vantage for adopting GEOPRIV, since 
each already uses MIME to determine 
which external programmes or sub-
routines should handle specific content 
types.

Adaptability

Even within the IETF suite, there are 
protocols for which XML and MIME 
are not part of the available tool kit. 
Adapting the GEOPRIV architecture 
to those protocols presents a significant 
challenge. RFC 5580: Carrying Lo-
cation Objects in RADIUS and Di-

ameter, which describes the methods 
by which location objects can be carried 
in RADIUS and Diameter, is one 
recent document that shows how to 
apply the GEOPRIV model in a sit-
uation where PIDF-LO is simply too 
large to fit within the protocol’s current 
format. While movement between this 
format and the existing objects requires 
some translation, RFC 5580’s fidelity 
to the GEOPRIV model means that it 
matches the chartered aim of avoiding 
protocol-specific solutions despite intro-
ducing concepts such as “home network” 
and “visited network,” which were not 
present in the initial work. While the 
RADIUS bitmaps and PIDF-LO XML 
snippets may look very different, the 
boxes and arrows in the diagram still 
apply.

There are additional contexts that 
require GEOPRIV to be adaptable, in- 
cluding instances when not all of its 
boxes and arrows are present. One ex- 
ample is emergency services. One of 
the great driving forces for making lo-
cation determination ubiquitous is the 
need to have it available for routing 
emergency services, but that same force 
may sometimes create tension in the 
GEOPRIV model. GEOPRIV is built 
around the idea that a rule maker should 
control access to information about the 

targets for which it is responsible. In 
most cases, that means that an indi-
vidual should have the right to control 
access to information about that indi-
vidual’s location. 

By contrast, in emergency services, 
the laws of a local jurisdiction can and 
often do set rules that do not change 
with the desires of the individual. The Continued on next page

jurisdiction becomes a kind of over-
riding rule maker, but one whose rules 
are not encoded with the location itself 
in a unified object such as a PIDF-LO. 
That means location systems must track 
the context (an emergency versus a non-
emergency situation) in order to cor-
rectly apply the relevant rules. 

In other words, in the context of an 
emergency, there may be tremendous 
temptation to skip all of the steps en- 
compassed in the GEOPRIV model. 
While skipping those steps in an 
emergency situation may be required, 
there is some risk that doing so might 
lead to skipping those steps under 
normal conditions. To those not familiar 
with the privacy concerns that gave rise 
to GEOPRIV, the very first step of 
the GEOPRIV flow looks temptingly 
complete: location information flows 
from one party to another.

That may even be the case for those 
familiar with only some of GEOPRIV’s 
more recent work, in which much of the 
focus has been on protocols that provide 
location information to location gen-
erators. An example is the proposal for a 
“geo” uniform resource identifier (URI), 
which aims to encode a location in a 
format that can be carried in the same 
protocol slots as a Web site reference or 

an e-mail address. With no identity in-
formation and no rules, this URI is not 
a location object. When combined with 
other information in an e-mail or on a 
Web site, though, it easily takes on that 
role. In draft-ietf-geopriv-geo-uri-02, 
the authors give an example location of 
geo:48.2010,16.3695,183, noting in the 

GEOPRIV is built around the idea that a rule maker should control 
access to information about the targets for which it is responsible. 
In most cases, that means that an individual should have the right 
to control access to information about that individual’s location.
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GEOPRIV, continued from page 17 location information raises significant 
child-safety concerns as more and more 
children are in possession of location-
aware devices.

Finally, location information is, and 
will continue to be, of particular in-
terest to governments and law enforcers 
around the world. The existence of de-
tailed records of individuals’ movements 
should not automatically facilitate the 
ability of governments to track citizens. 
Unfortunately, in some jurisdictions, 
laws dictating what government agents 
must do to obtain location data are 
either nonexistent or out-of-date.

Privacy Paradigms

Traditionally, it is the recipients of data 
who decide the extent to which an indi-
vidual enjoys privacy protections on the 
Internet. Internet users may or may not 
be aware of the privacy practices of the 
entities with which they share data. Even 
if they are aware, they have generally 
been limited to making a binary choice 
between sharing or not sharing data with 
a particular entity. Internet users have 
not historically been granted the oppor-
tunity to express their own privacy pref-
erences to the recipients of their data and 
to have those preferences honoured.

This paradigm is problematic because 
the interests of data recipients are often 
not aligned with the interests of data 
subjects. While both parties may agree 
that data should be collected, used, dis-
closed, and retained as necessary to 
deliver a particular service to the data 
subject, the data subject may not agree 
about how the data should otherwise be 
used. For example, in order to receive a 
newsletter, an Internet user may gladly 
provide an e-mail address for use by 
a Web-based service, but the person 
may not want the service to share that 
e-mail address with others, whereas the 
service might profit from such sharing. 
From the user’s perspective, the choice 
between providing the address for both 
purposes or not providing it at all is less 
than ideal.

data, such as an individual’s medical 
records or bank statements, could, ar-
guably, be considered more sensitive 
than location information, since they 
provide snapshots of an individual’s par-
ticular activities at any given moment or 
specific details about certain aspects of 
the person’s life. On the other hand, lo-
cation information may be collected 
everywhere and at any time—often 
without explicit user interaction—and 
that information may potentially de-
scribe both what a person is doing and 
where the person is doing it. The fact 
that an individual’s mobile device lo-
cation is obtained when the person is 
at a bank can reveal not only that the 
person was at the bank but also what 
time it was and which branch it was. 
Location-based services may allow for 
amassing such data points about an in-
dividual’s every movement, potentially 
spurring the creation of richly detailed 
profiles of individual behaviour.

The availability of location infor-
mation may also allow an individual’s 
whereabouts to unwittingly become 
more public than the person desires, with 
potentially serious consequences. Lo-
cation information could, for example, 
reveal that an individual was in a par-
ticular medical clinic or government 
building, leading to the possibility of the 

sharing of sensitive information about 
an individual that the person never 
meant to have shared. The ubiquity of 
location information may also increase 
the risk of stalking and domestic vi-
olence if perpetrators are able to use—or 
abuse—location-based services to gain 
access to location information about po-
tential victims. Additionally, access to 

text that it’s the address of one of their 
offices. While this may be a combi-
nation of identity and location of which 
the authors are willing to permit un-
limited distribution, we can only infer 
that information from its inclusion in 
an Internet-Draft (based on the draft’s 
boilerplate about redistribution). The 
geo URI itself gives us no way to know 
for sure; it’s merely a reference to a lo-
cation without any rules for privacy and 
redistribution that make location objects 
survive context changes with that infor-
mation intact.

The fact that location objects encode 
those rules means they can survive 
those context shifts, demonstrating a 
key benefit of GEOPRIV’s model. Re-
taining that benefit, regardless of the 
apparent simplicity of other choices, 
is necessary to the future success of 
services based on location, as well as to 
minimization of the privacy issues that 
could flow from their wide deployment 
and use.

Location-Specific Privacy Risks

While location-based services raise some 
privacy concerns that are common to all 
forms of personal information, in some 
instances many of those concerns are 
heightened, while others are uniquely 

applicable in the context of location in-
formation.

Location information is frequently 
generated on or by mobile devices. 
Because individuals often carry mobile 
devices with them, location information 
may be used to form a comprehensive 
record of an individual’s movements and 
activities. On one hand, other kinds of 

Location information may be collected everywhere and at any 
time—often without explicit user interaction—and that information 
may potentially describe both what a person is doing and where 
the person is doing it.
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define how it will be used. The combi-
nation of heightened privacy risk and 
the need for standardization compelled 
the GEOPRIV designers to shift away 
from the prevailing Internet privacy 
model, instead empowering users to 
express their privacy preferences about 
the use of their location information.

The GEOPRIV work does not, by 
itself, offer technical means through 
which it can be guaranteed that lo-
cation-privacy rules will be honoured 
by recipients. The privacy protections in 
the GEOPRIV architecture are largely 

the results of recipients of location in-
formation being informed of relevant 
privacy rules and of the need to use that 
information in accordance with those 
rules. The distributed nature of the ar-
chitecture inherently limits the degree 
to which compliance can be guaranteed 
and verified by technical means.

By binding privacy rules to location 
information, however, GEOPRIV pro- 
vides valuable information about 
users’ privacy preferences so that non-
technical forces—such as legal con-
tracts, government consumer protection 
authorities, and marketplace feedback—
can better enforce privacy preferences. 
For example, in a growing number of 
countries, if a commercial recipient of 
location information violates the lo-
cation rules that are bound to the in-
formation, the recipient can be charged 
with violating consumer or data pro-
tection laws. When rules are not tied 
to location information, consumer pro-
tection authorities are less able to protect 
consumers whose location information 
has been abused.

Location information is available 
through more interfaces and devices 
than ever before, yet because of the sen-
sitivity of location information, that 
relationship requires a model for con-
veyance that has privacy protections 
built in. Binding privacy rules to lo-
cation information requires recipients 
of location information to confront 
privacy head-on. The building blocks 
GEOPRIV has created provide the ma-
terials to create adaptable frameworks 
that pave the way for privacy-protective 
location conveyance. 

The GEOPRIV model departs from 
this paradigm for privacy protection. 
As covered earlier, location information 
can be uniquely sensitive. And as siloed 
location-based services emerge and 
proliferate, they increasingly require 
standardized protocols for communi-
cating location information between 

services and entities. Recognizing both 
of these dynamics, GEOPRIV gives 
data subjects the ability to express their 
choices with respect to their own lo-
cation information rather than allow- 
ing the recipients of the information to 

The combination of heightened privacy risk and the need for 
standardization compelled the GEOPRIV designers to shift away 
from the prevailing Internet privacy model, instead empowering 
users to express their privacy preferences about the use of their 
location information.

Stockholm City Hall, venue for Nobel Prize banquet and site of IETF 75 welcome reception.
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A Talk with Geoff Mulligan of the 
IPSO Alliance
The IETF Journal sits down with Geoff Mulligan, chair of the newly formed IPSO (IP for 
Smart Objects) Alliance, to discuss why he believes that IP offers the most promising means 
for connecting smart objects. 

IETF Journal: What was the mo-
tivation behind the formation of the 
IPSO Alliance and what is the organ-
ization’s mission?

Geoff: A little more than a year ago, a 
number of companies were working on 
smart objects and what is referred to as 
the Internet of Things. Unfortunately, 
nothing was being done to promote 
the use of IP as a viable protocol for 
connecting smart objects. In fact, the 
market was fragmenting into many pro-
prietary ad hoc solutions for connecting 
these devices, with failed attempts to 
couple the solutions with Band-Aids 
of gateways. Those actions only created 
complexity and instability, and they de-
creased security. This was happening 
mainly because people didn’t know 
about the work being done in the IETF 
and the applicability of the IP protocol 
suite to this space. 

We started the alliance to bring to-
gether a critical mass of companies that 
would create the right ecosystem for 
this type of work. Then we could say 
that all of those companies—the chip 
vendors, the software vendors, and the 
end-system vendors—believe that IP 
is the right way to go when it comes 
to connecting smart objects and sensor 
networks. Once we established that, we 
could move toward education by writing 
white papers, conducting tutorials, and 
participating in meetings that promote 
the concept. So, first and foremost, the 
IPSO Alliance is there to market the 
idea that IP is the best possible protocol 
for connecting smart objects. 

The second part involves technology 
demonstrations and technology support. 
In other words, let’s show how this ac-
tually works; let’s actually build it. Let’s 
show that, for instance, we can build an 

IPv6 battery-operated sensor the size 
of a quarter and put it on the Internet 
so we can dispel the myths about how 
small these objects can be. On the tech-
nology side, we want to help facilitate 
interoperability testing and interoper-
ability events. We’ve done a couple of 
interop events to show how objects are 
plugged together—or, nowadays, un-
plugged, because a lot of the technology 
today is wireless.

IETF Journal: Can you briefly de-
scribe what you mean by the Internet of 
Things?

Geoff: I think of the Internet of Things 
as that edge between human existence 
and technological existence. There are 
myriad things that people interact with 
on a daily basis, and once they have an 
IP address, they become part of the In-
ternet of Things.

IETF Journal: Is the Internet of Things 
connected to the Internet that we know 
today?

Geoff: That’s a really good question. 
The answer is yes and no. Just because 
something runs IP doesn’t mean it has to 
be connected to the Internet. With the 
right security and management there is 
no reason why not, if you want or need 
to interact with other devices on the In-
ternet. Without the right security and 
management, even though there may be 
a device that you’d like to connect to the 
Internet, you may not want to. 

On the other hand, the Internet of 
Things is called that because it uses the 
Internet. However, there will be smart 
objects that use IP but are not con-
nected to the Internet, and sometimes 
they’re not connected for reasons of 
privacy, safety, or security. For example, 
the brakes on your car could have an IP 

Geoff Mulligan of the IPSO Alliance.
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sensor, but do you want anyone else on 
the Internet pinging that sensor?

IETF Journal: What is a smart object?

Geoff: The IPSO Alliance defines 
smart objects as devices that are a com-
bination of sensors, controllers, or ac-
tuators with computational capability 
and some communication capability 
that enables them to be connected to 
a wider array of networks and devices. 
IP smart objects are those whose com-
munication capability happens to be, or 
should be, IP. 

IETF Journal: How is the work of the 
IPSO Alliance related to the IETF? 
And what kinds of work are you per-
sonally doing with the IETF?

Geoff: I’m cochair of the IETF 6lowpan 
working group (WG).

Very early on, when we defined what 
the IPSO Alliance is, we also wanted to 
define what IPSO isn’t; and what it isn’t 
is yet another alliance trying to mas-
querade as a standards organization. 
We wanted to make sure it did not look 
like we were competing with the IETF. 
In fact, what we are doing is promoting 
the standards that come out of the 
IETF along with standards that come 
out of other standards organizations, 
such as IEEE, W3C [the World Wide 
Web Consortium], and IEC [Interna-
tional Electrotechnical Commission]. 
We want to demonstrate how these 
standards can work together, and how 
it actually works—particularly when it 
comes to very small components, such 
as temperature and motion sensors in 
a home or building talking to ther-
mostats to improve energy usage or to 
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smoke detectors communicating with 
gas appliances to improve home safety. 
In addition, we want to help provide a 
translation between end-user require- 
ments and IETF tech-speak. That way 
we can come to the IETF and par-
ticipate in the working groups and say, 
here are the issues the IETF needs to 
work on; these are the holes that need 
to be filled.

IETF Journal: What protocol work 
currently being done in the IETF is im-
portant to the IPSO, and when would 
you like to see those specs completed? 
Did you identify things the IETF 
needs to be doing that have not yet been 
done?

Geoff: The IETF working groups that 
currently are of interest to IPSO are 
6lowpan, roll, manet, auto-conf, mipv6, 
and mobileIP. 

The work being done in 6lowpan 
and roll is critically important. If we’re 
talking about trillions of devices, we 
need IP addresses. The IPSO Alliance 
is promoting IP as the protocol that runs 
to the very edge of the line that separates 
the network from actual physical work; 
there are no gateways and no translation 
in between. That means that IPv6 is the 
only viable alternative. The IPv6 Main-
tenance WG, known as 6man, is im-
portant because if you need to manage 
trillions of devices, this is not something 
you want to do manually. 

We are also interested in transport 
protocols because we do not want to skip 
any portions of the stack. Therefore, we 
need to understand how TCP or UDP 
really works for these small embedded 
devices. 

What are holes? What are the things 
we don’t know? We believe that UDP is 
good enough for many applications, but 
we don’t know if it’s good enough in all 
situations. It may well be that we need 
to look at something between UDP and 
TCP—something that is a bit more re-
liable and that provides a bit more func-
tionality. Our member companies are 

saying that they would like a UDP-like 
thing, but one that also has sequence 
numbers and that itself has acknowl-
edgments. Where the Transport Area is 
concerned, this would be an important 
thing to have. 

Also missing is an application proto- 
col for embedded devices: http isn’t 
right; TFTP [Trivial File Transfer 
Protocol] is fine for some things; and 
SNMP [Simple Network Management 
Protocol] is close. So, trying to define 
what works at the application layer is 
going to be very important in the next 
phases of our work. 

There are a few other things missing 
in the 6lowpan WG. For example, how 
do devices get commissioned in a boot-
strapping phase and then get on the 
network without someone having to 
connect to it and set an SSID and give it 
a channel? We can’t do that for a trillion 
devices. The devices need to become 

self-actualized without human inter-
vention. This is a tough problem. How 
will a device know what network to join 
when it comes online if it can join any 
of a number of networks. This is one of 
the areas that 6lowpan needs to look at 
going forward.

IETF Journal: What is the smallest 
device or object that can be addressed 
with an IP address?

Geoff: We’re finding that there’s almost 
no limit to how small a device or object 
can be. Some of the devices currently 
on the network include ones that have 
less than 32 kilobytes of flash and 2 kil-
obytes of RAM, and they operate on a 
couple of AA batteries for many years. 

In order to have a reasonable life span, 
battery-powered devices aren’t switched 
on continuously, but you can ping them 
and they respond. We still find that 
these extremely small devices appear 
to be always on, even though they’re 
sleeping 99.6 percent of the time. The 
devices have less computing power than 
the average digital watch, and yet they 
can still be on the Internet.

Therefore, we can think about putting 
outlets, smoke detectors, light switches, 
and lights on the Internet, so if the 
lights go out, we can ring your phone or 
we can send a text message. Could it be 
handled in other ways? Yes, but the In-
ternet infrastructure is already there, so 
why build another?

IETF Journal: What are the privacy 
concerns with this kind of technology?

Geoff: People like to measure things 
that can be measured. We can count 
people, but for reasons of privacy, some 

people don’t want to be counted. I’m 
not so much worried about things being 
tracked; there are many occasions when 
tracking is a good idea. For example, I 
may want to know where my coffee cup 
is. But for many people or for certain 
things, tracking might not be such a 
good idea. The Internet of Things isn’t 
really changing this—tracking can be 
done today— but it is accelerating it. 

Unfortunately, technologies have a 
tendency to outpace our ability to un-
derstand how to manage them. It’s im-
portant to ensure that the security 
protocols that the IETF has developed 
can be applied so that if it’s my device, I 

Continued on next page

“We want to demonstrate how these standards can work together, 
and how it actually works—particularly when it comes to very 
small components, such as temperature and motion sensors in a 
home or building talking to thermostats to improve energy usage 
or to smoke detectors communicating with gas appliances to 
improve home safety.”—Geoff Mulligan of the IPSO Alliance



IETF Journal • September 2009 • Volume 5, Issue 2IETF 75

22

Developing Internet Technology 
Research and Standards
By Leslie Daigle

These days, there are a lot of activities in the world that are focused on under-
standing and/or developing “the future Internet.” On one end of the spectrum 

are national or regional research programmes whose goals are to develop networking 
technologies that are free of the perceived failings of the current Internet (such as 
security issues, congestion, and traffic management issues); on the other end are 
formal specification activities within international organizations that target mainly 
some hypothetical other network, without regard for how that network might be de-
ployed. However, there’s a paradox: if you can predict the future of the Internet, it’s 
no longer the Internet.

That rather flip statement embodies a 
lot of what many IETF participants un-
derstand implicitly: that the future of 
the Internet is not planned; it evolves 
based on the networks that get built 
and how they are used (applications and 
services). The global interdependencies 
that are inherent within and between 
networks and their uses make interoper-
ability the best basis for technology de-
velopment. While these concepts may 
be well understood by IETF partic-
ipants, it has become increasingly im-
portant to explicitly articulate them and 
to ensure that they get more generally 
understood—if we still consider the 
principle of evolution based on interop-
erability and innovation the right basis 
for development of the Internet.

In that model of development, there 
are three key types of activity from 
which feedback needs to be fostered: (1) 
development of technical specifications, 

(2) deployment, and (3) answering open 
questions (research). The IETF focuses 
primarily on the first activity, but it 
has a close relationship with the third 
in the shape of the Internet Research 
Task Force (IRTF). The IETF process 
itself is deliberately open to and seeking 
feedback from the second activity: de-
ployment experiences.

Technical Specifications

The Internet was built on the premise of 
interoperability based on independent 
implementations of common specifica- 
tions: Internet specifications. By focus- 
ing on interoperability for passing traffic 
between networks, Internet standards 
describe the protocols on the wire 
without prescribing device character-
istics, business models, or content.

The value of this building-block ap-
proach is seen in the range and depth of 
innovation and development in Internet 
technologies and services. New com-
ponents—whether networks, services, 
or software—work seamlessly with ex-
isting deployments, as long as all of the 
pieces correctly implement applicable 
standards on the network. This makes 
the field of possible innovations vir-
tually limitless.

Apart from the focus on wire pro-
tocols for interoperability, one might say 
that successful Internet standards share 
certain characteristics, as follows:

• Freely accessible specifications: All of 
the relevant written specifications re-

Internet Society Sweden Chapter meeting at 
IETF 75.

P
ho

to
/In

te
rn

et
 S

oc
ie

ty

A Talk with Geoff Mulligan, continued from page 21

can control where the data goes and I 
can choose who gets the data and make 
sure that no one can intercept it.

IETF Journal: What is the relationship 
between this work and radio-frequency 
identification [RFID]?

Geoff: That’s a good question. RFID 
is a lot of technologies. There is active 
RFID and passive RFID. Active RFID 
tags could be part of the Internet of 
Things that IPSO and the IETF and 
6lowpan are enabling. Rather than 
sending a blob of numbers, those bits 
could be reformatted to look like an 
IPv6 packet. Passive RFID tags are a 
little different in that they have an ex-
tremely limited amount of data that they 
transmit when energized. 

 I don’t think that with the current 
technology the data is large enough to 
look anything like a compressed IPv6 
address. Passive RFID could be con-
nected to a slightly smarter device that 
could relay the data back to the In-
ternet.

IETF Journal: Is there anything else 
you would like us to know about the 
work being done by the IPSO Alliance? 

Geoff: Mainly that IPSO is dedicated 
to supporting the work of the IETF and 
the Internet Society by promoting the 
use of IP and Internet technologies. I 
believe it is a symbiotic relationship. We 
cannot and would not exist without IP.

What we hope we can do is bring the 
marketing, visibility, and promotion 
of the phenomenal work that is hap-
pening at the IETF to a brand-new set 
of potential users, builders, engineers, 
devices, customers and applications. The 
IETF is of critical importance because 
IP, the central protocol within the IETF, 
is the first thing in our name. 

 Whatever we can do to support the 
goals of the IETF and the Internet 
Society, we want to do. We want to find 
ways to work together, to promote the 
Internet and IP. 
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quired to implement the standard are 
available without fee or requirement 
of other contractual agreement such 
as a nondisclosure agreement or 
license.

• Unencumbered: It is possible to im-
plement and deploy technology based 
on the standard without undue li-
censing fees or restrictions.

• Open development: In order to have 
relevance in the resulting standard, 
it is critical that all parties working 
with impacted technologies be able 
to participate in and learn from the 
history of the development of an In-
ternet standard.

• Always evolving: As the Internet 
itself continues to evolve, new needs 
for interoperability get identified. 
Therefore, the standards that support 
the Internet must evolve to address 
identified technical requirements.

Again, these characteristics may be 
familiar to IETF participants, but they 
are important to articulate and share.

Deployment Realities: Awareness 
and Feedback

For newly developed building blocks 
to work seamlessly with existing de-
ployments, they have to be placed based 
on some level of awareness of actual 
deployment realities. It’s not enough 
to posit a desirable outcome; feedback 
from past successes and failures, de-
ployment conditions, and expectations 
of uptake are required throughout the 
development of new specifications. For 

example, the IETF encourages this 
through open participation by all en-
gineers with relevant expertise, as well 
as the formation of working groups ded-
icated to operational aspects, such as 
v6ops and dnsop.

Of course, while the technical spec-
ification process views deployment re-
alities as input, broader deployment 
discussions are important in the identi-
fication of critical needs too. That is, op-
erational experience with network usage, 
new or updated protocols, best practices, 
and so on are things that are best artic-
ulated in groups of deployment experts: 
people with operational expertise. This is 
where regional operator group meetings, 
such as such as NANOG, RIPE, and 
APRICOT, are key for network op-
erations activities. More-regional and 
more-focused network operator groups 
can draw experts to discuss local issues 
as well as global issues in context. It’s es-
pecially valuable to get cross-pollination 
between these activities and technical 
specification activities. 

Sometimes it’s important to bring 
back the deployment reality issues to the 
IETF in a broader context than specific 
work in a particular working group. 
This is often the driver behind the In-
ternet Architecture Board’s technical 
plenary topic selections. The session 
on network neutrality at IETF 75 (see 
Plenary, page  4) provided just such an 
opportunity; it was a chance to hear the 
perspectives of decision makers (gov-
ernments and regulators) that are outside 
the traditional operational network 
realm. It’s also a motivation behind the 
Internet Society’s recent media briefing 
panels, such as the Securing the DNS 
panel (see page 12).

Looking to the Future: Research

When it comes to gathering data, ex-
amining issues, and seeking answers 
without the restrictions of established 
environments, organized research is key. 
The IRTF’s work with the IETF can 

serve as an important bridge between 
the world of research activities and the 
realm of technical specification. This 
was especially well illustrated in the case 
of the Host Identity Protocol, which has 
had concurrent research and working 
groups examining various aspects of de-
velopment and specification.

As noted earlier, there are a number of 
clean-slate research programmes under 
way around the world, many of which 
focus on considering known issues—
such as security, congestion control, 
and routing—within new network de-
velopments completely independently 
of the deployed Internet. The research 
will yield interesting answers to the im-
portant how and what-if questions. The 
next question is, How will the world 
make use of the answers? It could be 
through the blanket deployment—
from scratch—of the new networks that 
those research activities propose from 
those clean slates. However, that could 
not happen overnight. Alternatively, the 
lessons learned through those research 
activities may well inform current In-
ternet building-block developments, 
because strong evidence of the value of 
a different direction provides impetus 
to get development and deployment 
over hurdles that might otherwise have 
seemed insurmountable. That means 
that research activities must be dis-
cussed and shared equally within the 
processes for technical specification and 
deployment feedback.

It’s not enough to posit a desirable outcome; feedback from past 
successes and failures, deployment conditions, and expectations 
of uptake are required throughout the development of new 
specifications.

IETF 75 attendees enjoy a coffee break.
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Continued on next page
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A Conversation with Ting Zou
The first woman to chair a working group from a Chinese business enterprise talks to the 
IETF Journal about handover keying, bridging the culture gap, and combining work and 
motherhood in the IT sector. 

IETF Journal: When did you start 
working with the IETF?

Tina Tsou:* I have been working with 
the IETF since 2006. I have partic-
ipated in the Operations, Security,  
Internet, and Transport areas. I like 
the culture of the IETF. It is quite free. 
From a technical point of view, you can 
practice whatever you like. That’s my 
general feeling. 

IETF Journal: When did you become 
cochair of the hokey [handover keying] 
working group [WG]?

Tina: I have been cochair since before 
the IETF meeting in Stockholm [IETF 
75]. I started on my birthday, by coin-
cidence.

IETF Journal: What are the purpose 
and mission of hokey?

Tina: A mobile device has to reauthen-
ticate each time it changes its point of at-
tachment to the network. When it goes 
through the full procedure of authen-
tication, it creates a series of ruptures, 

during which the medium cannot flow. 
This results in a poor user experience 
during handover. However, it is possible 
to shorten the time it takes to reauthen-
ticate by reusing the key information 
developed during the initial authenti-
cation.

The hokey WG is concerned with de-
veloping procedures for key reuse and 
delivery while respecting good security 
practice. That is why it is in the security 
area. The hokey WG has already done 
work on this subject, but it has not yet 
developed the complete set of proce- 
dures, protocols, and changes needed for 
different security environment scenarios 
and situations. The working group has 
been in existence for a few years, and it 
has now rechartered.

In being the cochair of the hokey 
WG, I have the strong feeling that I am 
guiding the consensus, not imposing my 
own technical ideas and convictions. 
That is important.

IETF Journal: Have you ever felt that 
your cultural background has been a 
problem for you when working with the 
IETF? Do you think you need to adapt 

Tina Tsou at IETF 75 in Stockholm.
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“When [a mobile device] goes through the full procedure of 
authentication, it creates a series of ruptures, during which the 
medium cannot flow. However, it is possible to shorten the time it 
takes to reauthenticate by reusing the key information developed 
during the initial authentication.”—Tina Tsou

Fifteen years ago, the percent of re-
searchers among active IETF par-
ticipants was higher than it is today. 
Perhaps that’s not surprising, given that 
the core Internet then still featured a 
large number of research networks and 
nodes operated by academic and re-
search institutions. Nevertheless, there 
are still researchers who get involved 
in IETF activities, as witnessed by 
the level of attendance at an Internet 
Society cross-regional (Europe, North 
America, and Asia) future Internet re-
searcher luncheon, described at https://
wiki.tools.isoc.org/Internet_Research/
Future_Internet_Research_@_IETF75. 
In a discussion of the challenges to 
future Internet research activities, it 
became clear that one of the significant 
challenges involves getting a coherent 
research agenda that is useful for 
framing funded research activities across 
regions. That’s one way the specification 
and deployment activities of the In-
ternet could feed back into the research 
world. Likewise, highlighting the most 
promising research results from around 
the world to the operational and stan-
dardization communities will help close 
the loop on the cycle of activities that 
constitute this model of Internet devel-
opment.

Final Thoughts

For those of us who still consider the 
principle of evolution based on interop-
erability and innovation as the right basis 
for development of the Internet, it is im-
portant to recognize, foster, and share 
the value of interaction between specifi-
cation, deployment, and research. There 
is no master plan for the development of 
the Internet, and so far, that has been 
a feature. Going forward, the health 
of the Internet is going to continue to 
depend on the health of this ecosystem 
of development. 

Developing Internet Technology Research and 
Standards, continued from page 23

* Ting Zou also goes by the name Tina Tsou. 
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to be able to play a role in the IETF and 
its working groups?

Tina: The way people think is different 
here. I have been on business trips quite 
frequently since 2003, and I’ve made 
many friends, many of whom are not 
Asian. I’m getting used to it. In the WG 
meetings, nothing is personal; it is all 
based on technical grounds.

Sometimes you initially go against 
someone, and then later you get to know 
the person better. That’s really nice. I am 
an open person, so it is not so difficult 
for me. My father is an English teacher. 
I have been in touch with other cultures 
since I was a little kid, so it is not a big 
deal for me.

IETF Journal: What other work are 
you doing in the IETF? 

Tina: At the company where I work, 
I lead a group of network product de-
velopers. Most of the work is related to 
the work done in the IETF. There are 
many WGs we are following. I don’t 
participate in all of them myself. I share 
that work with my colleagues. We will 
have more people on my team, and they 
are all involved in the IETF in some 
way. We have to learn what is going on 
in the IETF, and we have to bring it 
back to our implementations. 

IETF Journal: What do you find in-
teresting or different by working in the 
IETF—particularly as compared to 
other standards organizations?

Tina: At other meetings I dress very 
formally and sit on a chair. Here I wear 
jeans and I sit on the ground. [Laughs.] 
It is more free here at the IETF. Here 
we respect individuals. With other 
standards organizations it is more about 
companies and governments. There are 
more politics involved. I mean, politics 
are everywhere. But I find the IETF to 
be more free and more democratic.

I am also involved in the European 
Telecommunications Standards Insti- 
tute, which has a European culture; 
the International Telecommunication 

Union’s Telecommunications Standard-
ization Sector, which has a UN culture; 
and the IETF, which has an American 
culture. So when it comes to meetings, 
I always adjust a bit to the different 
cultures. But in all of those different 
work cultures, it’s all about technology. 
Technology is the key point. Most 
people who come here are engineers, but 
some are scientists. When we are talking 
about technology, no special culture is 
involved. We need to solve a problem; 
that is the main thing. Everything else 
comes second.

IETF Journal: Have you ever had dif-
ficulties communicating in this envi-
ronment?

Tina: I did not see any difficulties. I 
did not find it difficult to speak up or 
become active. Here you don’t have to 
worry about whether you say something 
wrong. You can state whatever you like. 
The people here are generally friendly. If 
they are uncomfortable with what you 
said, they will say so, but they are not 
aggressive. I think most people enjoy 
being here. 

IETF Journal: As you know, it is rare to 
have an Asian woman leading an IETF  
working group. What do you think 
about that? 

Tina: Yes, this is true. Asian women are 
often more reserved and shy. They do 
not like to talk in public. But this has 
changed in recent years: women now 
speak up, they have jobs, and they have 
higher positions. Sometimes now men, 
too, take care of the children. Pretty 
much what is happening in the United 
States and in Europe is now also hap-
pening in Asia. There are no limits on 
women anymore. 

IETF Journal: Is it also because women 
are needed in the workforce?

Tina: Yes, I think that is true, especially 
in the IT industry. Things are changing. 
The world became a global village, which 
means people become more and more 
alike. You improve yourself by learning 
from other people in different cultures. 

And that also applies to technology: 
different operators have different re-
quirements, and they try to voice that 
in the WG. You learn from the other 
people in the WG; sometimes you argue, 
but you also learn from them.

I recently had a baby, and I was won-
dering how I would be able to cope with 
being a mother and having a career at 
the same time. Another woman at the 
IETF said she uses only one single 
calendar for home and work. That works 
actually pretty well. While the baby 
sleeps, I read RFCs and respond to 
e-mails. Sometimes I even read RFCs to 
my baby. He seems to enjoy it.

How to be an IETF WG chair and a 
mother at the same time? That would be 
an interesting working group.

IETF Journal Reader 
Survey Now Online
Finally, in an effort to gain a bet-
ter understanding of our readers, 
we are embarking on our first IETF 
Journal reader survey. We encourage 
you to take a minute and fill it out. 
The survey can be found at http://
ietfjournal.isoc.org.
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Since IETF 74 the Internet Research Task Force (IRTF) has been working on 
IRTF RFC Stream desired copyrights. The intent is to maximize commonality with 
the IETF process while permitting unlimited derivative works (with attribution) or 
no derivative works at all. Issues to be addressed include working with the IETF 
Trust and establishing a correct Internet Draft boilerplate, among others. The topic 
is being addressed on the RFC-interest mailing list.

No new RFCs have been published, but five documents are on hold pending res-
olution of the aforementioned copyright issues. 

A new research group (RG) has been chartered called the Public Key Next-
Generation Research Group (PKNG), chaired by Paul Hoffman. The group will 
be looking into alternate certificate formats, semantics, and public-key services 
that could eventually replace Public-Key Infrastructure (X.509), if deployed. Dis-Public-Key Infrastructure (X.509), if deployed. Dis-, if deployed. Dis-
cussions for an RG on network virtualization continue.

During the IETF technical plenary in Stockholm, I gave a short overview of a 
few active RGs. The overview was intended to introduce people in the IETF to the 
work going on in the IRTF and to encourage more participation. The following two 
sections are introductions to the Host Identity Protocol RG and the Internet Con-
gestion Control RG, as presented during the IETF 74 technical plenary.

Host Identity Protocol Research Group (hiprg)

At present, IP addresses serve two roles on the Internet: the first is to identify the 
host during communication, and the second is to locate the host within the Internet 
routing system. This overloading of the address can cause failures in transport pro-
tocols such as TCP or in applications when the IP address changes—for example, 
because of host mobility. 

HIP is a host-based protocol devised to split identifiers from locators—at roughly 
the endpoint sublayer of the IP layer. HIP identifies host using a self-generated 
public-private key. ESP (Encapsulating Security Payload) encryption and a key ex-
change protocol provide secure support for mobility and multihoming. RFC 4423 
describes the HIP architecture in more detail. The first commercial HIP products 
have been announced.

The IRTF HIP RG was established in parallel with the IETF HIP working 
group (WG) in 2004 and has since matured and migrated several drafts to the 
HIP WG—on such topics as network address translation traversal, native API def-
inition, certificates, and support for legacy applications. The focus of the RG is on 
discussing ideas that are not yet ready for the IETF process. The RG also provides 
a forum to present HIP extensions and experiments. The RG is now working on an 
experiment report summarizing experiences with HIP use.

The RG is currently discussing a number of HIP extensions:

•  The use of HIP for object identification in what is called the Internet of Things 
(see page 20) 

•	 	Hierarchical	host	identity	tag	and	host	identity	revocations	

•		 ID-to-locator	resolution	using	distributed	hash	table	(DHT)	and	DNS	

•	 	Mobile	router	extensions

Aaron Falk, IRTF Chair

IRTF Update
By Aaron Falk
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Future plans for the HIP RG include the adoption of a number of Internet-Drafts 
as RG items based on the sustained interest of participants. The RG is also in-
terested in helping the WG move HIP to proposed standards, and IETF partic-
ipants are encouraged to install and try HIP on their computers and to provide 
feedback. Current HIP implementations can be found at: 

http://www.openhip.org

http://hipl.infrahip.net

http://www.hip4inter.net 

A more detailed article on HIP was published in the IETF Journal in March 
2009. There is also a book at http://www.hipbook.net/. 

Internet Congestion Control Research Group (iccrg)

The Standard TCP congestion control is not always fit for today’s Internet. It tends 
to make inefficient use of high bandwidth links and with wireless connections,  
especially those with long round-trip times. It is also not the right choice for all 
applications. There is increasing deployment of nonstandardized, high-speed TCP 
variants such as C-TCP (included in Windows Vista), CUBIC (default in some 
Linux distributions), and H-TCP. The ICCRG considers new directions and tech-
niques for congestion control in the context of the Internet. The RG is composed 
mostly of people involved in the IETF Transport area, people implementing op-
erating systems, and people from the research community.

The ICCRG is organizing the existing congestion-control-related RFCs, and it 
created a road map that is currently waiting in the RFC Editor queue for publi-
cation. It is further identifying real, open issues with existing congestion control 
techniques in close cooperation with IETF WGs. Some of the open issues are 
heterogeneity, stability, and fairness. The ICCRG is trying to create a vision for 
moving beyond the current limitations of TCP-friendly concepts. 

Feedback from the implementer’s perspective has been sought, and a report has 
been published related to the evaluation of CUBIC and H-TCP as experimental 
TCP congestion control mechanisms. The RG is working on a vision for enabling 
capacity sharing within the network infrastructure rather than simply at the end 
hosts. 

Research topics discussed at IETF-74 included:

•	 	MulTFRC congestion control with tunable aggression (N-TCP-friendliness)

•	 	Explicit	feedback	on	access	links:	using	mechanisms	like	Explicit	Control	Protocol	
on access link bottlenecks even if end-to-end deployment isn’t possible

For more information about the Internet Research Task Force, visit 
http://www.irtf.org/. 

Recent IESG Document and Protocol Actions

A full list of recent IESG Document and Protocol Actions can be found at  
http://www.isoc.org/ietfjournal/DocProtoActions0502.shtml.
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